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Abstract 
Reliable prediction of energy consumption is required 
for energy-efficient design. This paper validates 
popular models for energy consumption prediction on 
two public datasets. The models include the mean 
value, Linear Regression, four Artificial Neural 
Networks, Support Vector Machine, Random Forests 
and Gradient Boosting. In these experiments, 
nonlinear models outperformed linear models. The 
tree-based models achieve 92% better prediction of 
electricity consumption than the mean value. 
Furthermore, the weighting of the input data for the 
prediction and thus the essential parameters is 
determined. Based on the essential parameters, 
consumption prediction and energy-efficient design 
can be enabled in the early design phases.  
Introduction 
Predicting energy consumption in buildings is critical 
to improve energy efficiency, reducing consumption, 
and achieving climate goals in the building sector 
(Zhao & Magoulès, 2012). The early decisions largely 
determine the impact on energy efficiency. During 
most design processes, energy demand prediction is 
not performed until shortly before construction, when 
design changes result in high costs (MacLeamy, 
2004). One reason for this is that there is only a sparse 
database available for predicting future energy 
consumption in the early design phases. Prediction of 
building energy consumption depends on many 
factors. The influences and the interactions are not 
linear (Zhao & Magoulès, 2012). The complexity and 
systemic interdependencies must be captured to 
provide an overview of a building's performance in the 
early design phases. To enable prediction of energy 
performance in the early phases, consideration of the 
essential components is critical. Reduction to the main 
influencing factors allows simplification of the 
predictive models and reduction of computation times 
(Geyer & Singaravel, 2018). Parametric design 
approaches enable the generation of different variants 
in the early design phases. The models must consider 
the fuzziness of the parameters to be explicitly defined 
in the early design phase to be able to generate results 
that can help the designer to optimize the building 
design (Hollberg et al., 2017). 

Energy consumption determination is a nonlinear 
problem due to sparse data in the early design phases. 
In this work, machine learning methods are chosen 
because they can learn nonlinear relationships from 
sparse data. Machine learning is used to predict energy 
performance and replaces building performance 
simulation (Wenninger & Wiethe, 2021). The 
following research questions will be addressed: 

• Can energy consumption be predicted from 
sparse data using machine learning?  

• Can the essential input data be identified 
from the patterns formed by the machine 
learning models?  

In general, the goal of this work is to demonstrate the 
possibility of optimization in the early design phase to 
increase the energy efficiency of buildings. More 
specifically, we aim to predict the energy consumption 
in the early design phases based on essential 
parameters in order to make the design more energy 
efficient. We use the method of machine learning on 
focus on electricity consumption in this paper. In 
addition, the purpose of this work is to identify further 
research needs and to motivate further research 
projects in the field of machine learning in building 
physics, civil engineering and architecture. 
Furthermore, it can also be used in practice as a 
motivation for exploration and signpost for the use of 
new methods.  

Method 
We consider in this work supervised algorithms, 
which are a subcategory of machine learning. In 
supervised learning the target is to find a function f  
that maps the connection between a given input x and 
the related given output y. This process is called 
training phase, while the function is the machine 
learning model. The trained machine learning model f 
is used to predict for unseen input data x the related 
unknown output value 𝑦"	 (Courville et al., 2016). This 
is shown in the following equation:  

𝑦" = 𝑓(𝑥) (1) 

Thus, for energy consumption prediction y is the real 
energy consumption and 𝑦" is the predicted energy 



                                                                                                                                                  

 
 

consumption, while x is the building data. This leads 
to the following equation for energy consumption: 

𝑒𝑛𝑒𝑟𝑔𝑦	𝑐𝑜𝑛𝑠𝑢𝑚𝑝𝑡𝚤𝑜𝑛5 =
𝑓(𝑏𝑢𝑖𝑙𝑑𝑖𝑛𝑔	𝑑𝑎𝑡𝑎)  
In this paper, we focus on the electricity consumption. 
This means that the target value y is the electricity 
consumption value. The building data include the 
physical characteristics of the building, the technical 
building equipment and the climate. The energy 
consumption behavior of the occupants was not taken 
into account because it is not available as an input 
variable in early design phases.  

The prediction of energy consumption is a continuous 
target value and consequently a regression problem. 
To compare the possible prediction accuracies, the 
mean value, Linear Regression (LR) and different 
regression models are applied. Regression models 
include Support Vector Machine (SVM), Random 
Forests (RF) and the deep learning models Gradient 
Boosting (GB) Regression and Artificial Neural 
Networks (ANN). Figure 1 shows the steps to 
implement the method for predicting energy 
consumption with machine learning. The structure is 
based on the process model for carrying out data 
mining projects (Wirth & Hipp, 2000). 

Data sets 

In order to provide comprehensible experiments, we 
consider two public data sets. Large data sets are 
required because multiple data representations are 
needed for each building type. Otherwise, overfitting 
may occur when training the models. In this work, the 
RECS and ASHRAE datasets are used (RECS 2015), 
(ASHRAE, 2019). These provide a large variance in 
the scale and focus of the data that can be used to 
evaluate the use of the machine learning model to 
predict energy consumption. The RECS data are 
collected by the U.S. Energy Information 
Administration (EIA). The survey provides detailed 
information on the energy consumption of U.S. 
households. The 2015 survey is the fourteenth study to 

collect data from more than 5,600 households in 
residential units. The building data includes 
information on the geographic, construction, and 
specific characteristics of the housing unit (RECS,  
2015). The ASHRAE data set was compiled for the 
Great Energy Predictor III competition. The aim was 
to have a large data set to run the competition, where 
the predictive models are transferable to many other 
building types around the world. The dataset includes 
data from 2,380 energy meters collected for 1,448 
education and healthcare buildings in 16 locations 
around the world. The non-residential building data 
was collected in 2016, 2017, and 2018 (Miller et al., 
2020). The data sets differ significantly in orientation 
and scope. The RECS has a variety of input data 
against which accuracy can be measured. The 
ASHRAE dataset is much more comprehensive and 
has a wider range. Therefore, they provide a good 
impression for the use of machine learning for energy 
consumption prediction.  

Data preparation 

In the data preparation, the raw data is transformed 
into a data format and data structure that a machine 
learning algorithm can process. The machine learning 
models are trained on input data that has been labelled 
for the output. For the RECS data set, the input x and 
output y had to be determined first. The ASHRAE data 
set has already been labelled for the competition. All 
descriptive data of the buildings are used as x. Thus, x 
includes the climate and weather conditions, the 
building structure and construction and the technical 
building equipment. Direct input data on the 
occupancy rate and user behaviour are not included 
since these are not available as parameters in the early 
design phases. During pre-processing, the data was not 
smoothed to retain the real data. Smoothing the data 
can eliminate data patterns that represent a particular 
building type or energy consumption pattern. The x 
and y data were z scaled to make is processible for the 
machine learning algorithms. Missing data was 
interpolated with mean values of similar buildings. 

(2) 

Figure 1: Method for predicting energy consumption with machine learning 



                                                                                                                                                  

 
 
Model training  

In research, there is a diverse use of machine learning 
in determining energy prediction. According to the 
review by Amasyali and El-Gohary, in research papers 
SVM with 47 % and ANN with 25 %, are the most 
used supervised machine learning algorithms. 
However, a comparison between the different models 
is not possible because the research differs greatly in 
terms of focus, data basis, methodology and choice of 
algorithms (Amasyali & El-Gohary, 2018). The 
results of ASHRAE's Great Energy Predictor III 
competition show large differences in the results of 
different machine learning algorithms. However, the 
best results were achieved with tree-based machine 
learning models, especially GB (Miller et al., 2020). 
Based on the presented results SVM, RF, GB and 
ANNs are used. In order to enable a comparison with 
linear models in the prediction based on the model 
training, LR and a mean value calculation are 
executed. After the selection of the models, the 
structure and construction are also crucial for the 
accuracy of the prediction. The selected supervised 
machine learning models take different approaches in 
learning and predicting a regression problem. To 
obtain a statistically significant result, the prediction 
of the target values for each model is performed with 
ten iterations. The selection of the algorithms and the 
parameters is done according to the state of the art 
without making any special adaptation to the data sets.  

In the SVM modelling, the selection of kernel function 
parameters is the most important part. In the 
modelling, the kernel used was the Radial Basis 
Function (RBF). For the further parameter settings, the 
results of Platt (1999) and Chang and Lin (2021) 
served as orientation. In addition, the RF tree-based 
model is used. The modelling structure is based on the 
results of P. Geurts et al. (2006) and Breiman (2001). 
A forest with 100 trees is modelled. To measure the 
quality of the partitioning among the trees, the mean 
square error (MSE) is used. The GB ensemble model 
is an additive tree-based model. The regression trees 
build stepwise by fitting a regression tree to the 
negative gradient of the given loss function at each 
stage. For the parameters of the GB model, the 
implementation recommendations of Friedman (2001) 
were adopted.  

 
Figure 2: Structure of the ANN 

ANN vary greatly in architecture, so the basic 
structure is presented below. The basic structure of the 
ANN is based on at least three successive layers. 
These include the input layer, the hidden layer and the 
output layer. Each layer has a number of 
interconnected neurons. Figure 2 shows the neural 
network modelling with one hidden layer, one hidden 
layer and expansion, two hidden layers as applied in 
the experiments. The neural networks with three and 
four hidden layers are also explored. The rectified 
linear activation function (ReLU) is used as the 
activation function. The activation function is 
responsible for activating the neuron and forwarding 
the summed weighted inputs as output. Keras was 
used to create the neural networks. 

Verification and validation 

To determine the prediction accuracy the models are 
validated in a 5-fold cross to avoid overfitting. A 
cross-validation is a resampling method that uses 
different samples of the data to test and train a model 
on different iterations. The test data set comprises 20% 
of the total data and was selected to be statistically 
representative. In the case of the ASHRAE dataset, a 
statistically representative draw of 900,000 values is 
used for training. The aim of the test set is to measure 
how accurately the algorithm will perform on 
unlabelled data. The consumptions are considered as 
the target values. For the RECS dataset, this includes 
the total electricity consumption, total natural gas 
consumption, total propane consumption, total heating 
oil/kerosene consumption and total water heating 
consumption are predicted. For the ASHRAE dataset, 
the target values are electricity consumption, chilled 
water consumption, steam consumption and hot water 
consumption. In the following, only the electricity 
consumptions are considered in more detail. The 
models are evaluated against several metrics to 
generalize the prediction. Metrics specifically 
developed for evaluating predictions in regression 
problems are applied. The three metrics mean squared 
error (MSE), mean absolute error (MAE) and mean 
squared logarithmic error (MSLE) are used. Each 
evaluation metric has advantages and disadvantages 
and is appropriate for different data sets.  

Results 

In the following, the results of the validation of the 
considered machine learning models are described. 
Each model was trained with a maximum runtime of 
24 hours per iteration. Thus, the training of the SVR 
model was not possible for the ASHRAE data set. The 
high number of target values are mapped into a 
hyperspace to generate the prediction and are used to 
train the SVR model. This computation step led to a 
high computation resource need and a runtime over 24 
hours. The results for the prediction of electricity 



                                                                                                                                                  

 
 

consumption will be compared. The mean value 
achieves by far the lowest prediction accuracy. To 
interpret and access the metrices, the tables show the 
percentage deviation from the mean prediction as a 
baseline. Since the mean prediction comes close to 
human predictions and are accessible for human 
beings (Newell et al., 1962), (De Langhe et al., 2017). 
Table 1 shows the validation results based on the 
RECS data set. The GB model achieves the best result. 
For the MSE, the model has a 57% lower error than 
the baseline, followed by the ANN (1-4 layers) and 
RF. The models all have an error reduction of 54% to 
the baseline. The LR achieves comparable prediction 
results for the data set.  

The results from the ASHRAE data set shows that the 
nonlinear models achieve a significantly more 
accurate prediction (Table 2). With a 92% lower error 
in MSE, the RF model in particular is significantly 
better in prediction than the other nonlinear models. 
The other tree-based model GB achieves a 73% lower 
error. The results for the MSLE are almost identical. 
It should be emphasized that the ANN with a hidden 
layer and expansion achieves better predictions than 
the other ANNs. For MSE and MSLE, there is a 59% 
lower error than baseline. 

Explainability of machine learning 
models 

For the use of energy consumption prediction in the 
early design phases, it is crucial to understand the 
interaction of variables that is responsible for the 
prediction accuracy. Knowledge of the internal and 
external influencing factors is essential for predicting 
energy consumption. 

The tree-based models achieve the most accurate 
predictions of target values for all metrics, 
subsequently these are used to identify the most 
important features.. As the function f is trained, the 
machine learning models map different connection 
between a given input x and the corresponding given 
output y. During this process, the weighting of the 
input data x is performed by the machine learning 
models to predict the output value 𝑦". Based on this 
weighting, the prediction of the machine learning 
model can be explained. To achieve explainability of 
the model decisions between input and consumption 
data, the features governing the decision are 
presented.The permutation importance is used to 
determine the most important features. The values of 
all features are permuted together and then the 
prediction is compared to the prediction without 
permutation of the features. This is achieved by 

Table 2: Validation results based on the ASHRAE data set for electricity consumption prediction. 

Table 1: Validation results for electricity consumption prediction based on the RECS data set 
 



                                                                                                                                                  

 
 

permuting individual columns of the validation data. 
Then it is determined how this affects the accuracy of 
the predictions in the now permuted data. For an 
important input value, a greater deviation from the test 
data will occur and a less accurate prediction will be 
made. This feature weighting determination is applied 
to the RECS dataset since 306 x-values were used for 
modeling. The ASHRAE dataset contains only 12 
input values that were used to train the models, so 
scoring is not meaningful. 

In Table 3 the results of permutation for the models 
RF and GB are presented. The features are listed in the 
rows and the target value in the column. The 10 
features have been the most important features for all 
target values overall. Since this is a selection, 
individual heavily weighted characteristics may not be 
listed for a single target value. The permutation is 
repeated several times to determine. The higher values 
are the more important features. The values show how 
much the model performance and prediction accuracy 
decreased with random permutation. The most 
important features of the RF model are the type of 
housing unit, the cooled square footage, the main 
space heating fuel and the annual value for latent heat 
infiltration from outside air into the housing unit. 
Other important features are the number of inside light 
bulbs turned on at least 4 hours a day, the heated 
square footage und total square footage. Whether 
propane is used for water heating is barely considered 
in the modeling. The cooled square footage and the 
annual value for latent heat infiltration of outside air 
into the building unit are the most important features 
by the GB model. Other important features are the 
presence of a swimming pool and the main fuel for 
space heating. Moreover the number of bedrooms and 
number of light bulbs in the house (>4 hours runtime) 
are mentioned. 

Discussion 

For the RECS and the ASHRAE data set, nonlinear 
methods achieve the best results. Each of the machine 
learning models has its own advantages and 
disadvantages. The choice of method depends mainly 
on the data and the target. The differences were 
already evident from the large discrepancy between 
the two data sets. The ASHRAE data set includes 
much more data with larger scatter. This leads to a 
significant improvement of the prediction results of 
the nonlinear models. They approximate the problem 
and subsequently achieve better predictive results. 
This is consistent with the literature and with the 
results from the competition for the ASHRAE dataset. 
Moreover, the good performance of the LR model for 
the RECS dataset can be explained by the given 
structure of the data. To reconcile the survey and 
building data, a validation process was used to check 
the data for outliers, inconsistent responses and 
problems. If the answer was incorrect, missing or 
denied, it was completed as using a statistical model 
to obtain a complete data set and reduce associated 
bias. Data were labelled with item imputation. The 
imputation rates for the 216 variables were 3.7%. RF 
had the highest predictive accuracy for most target 
values in this work, followed closely by GB The 
decision trees grow under a certain type of 
randomization during the learning process. Each node 
is portioned with a random selection of features. This 
leads to error rates that are more robust to 
perturbations. As an ensemble model, the GB model 
is composed of individual regression trees to form a 
stronger, more powerful model. Here, the following 
tree grows on the weighted data of the previous one. 
However, GB can already tend to overfit. ANNs and 
SVR performed worse than the tree-based models. 
ANN and SVR can fit the model very well and 
therefore tend to overfit. ANNs and SVR achieved less 

Table 3: Permutation results (feature importance) of the GB and RF model. The features are listed in the rows and 
the electricity consumption in the column. 



                                                                                                                                                  

 
 
accurate predictions than the tree-based models. In the 
results of the ASHRAE dataset, it can be seen that the 
ANN with expansion performs better on all validation 
metrics. It can approximate the correlations better due 
to the additional neurons in the first processing layer. 
The ANNs without expansion cannot detect enough 
correlations with the available neurons in the first 
processing layer to approximate the function. The 
ANN with expansion does not achieve these 
advantages in the RECS dataset.  

Permutation of the tree-based models has shown that 
features are weighted differently for prediction. Some 
features are negligible and others affect the 
consumptions very much. The most important features 
in the study can be understood in terms of their 
importance in the early design phases. It should be 
emphasized that characteristics such as the total square 
footage, the total cooled area, the total heated area, the 
annual value for latent heat infiltration of outside air 
into the dwelling unit and the type of housing units are 
generally recognized as having a bearing on 
consumption. That characteristics such as the main 
fuel for space heating and water heating are important 
for the respective consumption is plausible. At the 
same time, the data set for residential buildings also 
shows the influence of occupants in the characteristic 
values. Direct input values were not taken into 
consideration. However, factors such as the number of 
interior light bulbs turned on at least 4 hours a day or 
the number of bedrooms provide information about 
the occupants and their consumption behavior. The 
presence of a swimming pool can indicate the further 
equipment of the housing unit and the wealth of the 
users. 
Conclusion 
This paper investigates the prediction of energy 
consumption using machine learning models for use in 
the early design phases. It provides a comparison in 
prediction by mean value, Linear Regression and eight 
different supervised machine learning models on two 
large public datasets. Using SVM, RF, GB and ANN 
with one, two, three, and four layers, as well as an 
architecture with one layer and expansion. The results 
show that linear models have the lowest prediction 
accuracies. The nonlinear models can model the 
relationships using historical data more accurately, 
interpolate the missing data better and subsequently 
achieve more accurate predictions. Depending on the 
validation metric and target value, the models showed 
individual strengths and weaknesses. The most 
accurate predictions are achieved by GB and RF. 
Moreover, it is shown that the right architecture is 
crucial when choosing ANN. For this reason, it cannot 
be interpreted that ANN are less suitable for this 
problem than RF or GB.  

In this work, the weighting of the input data on the 
trained models have been identified. The explicability 
of machine learning models can be demonstrated. The 
developed method enables a prediction of the energy 
consumption in the early design phase, because it 
allows the reduction to few input data. Few but 
important data are needed for the prediction. The 
calculation is very fast and can therefore also be used 
to compare different designs. An energy-efficient 
design based on a resilient prediction is already 
possible in the early phase. This changes the 
workflows of architects and planners in practice today. 

However, the current state of the presented machine 
learning model can be seen as a proof of principle in 
the  Machine Learning Technology Readiness Levels 
(Lavin et al., 2021). Since the quality of machine 
learning models depends highly on the data quality. 
The application of machine learning in practice 
requires mainly future work in the acquisition of 
energy consumption data sets. The limitations of the 
current model are based on three key factors:  

• Size of the data set: It can be assumed that the 
algorithms do not converge completely. 
More data is needed to ensure convergence 
of training loss during model training 
(Quinonero-Candela et al., 2008).  

• Data quality assurance: Data must be 
acquired via a standardized method to 
exclude acquisition as a source of their data 
bias (Ermakov et al., 2001). The tool used for 
data acquisition of the two data sets used is 
not available for a real application. 

• Broadness: The used data sets were acquired 
in the USA and thus has a regional data bias. 
In this way, they also reflect the local 
conditions in the USA, which differ from 
European conditions (e.g. with regard to 
climate or building materials used) (Bessec 
& Fouquau, 2008).   

The results show that for modeling and feature 
weighting, there is a significant need in establishing 
appropriate data sets. For practical purposes, data sets 
with parameters that can be mapped in the early 
performance phase are necessary. 
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