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Abstract 

As many new buildings represent a push towards ultra-

efficiency, recent studies argue that this calls for the use 

of high-fidelity prediction models that by necessity will 

be probabilistic in nature due to many sources of 

uncertainty unknown at the design stage. However, a 

probabilistic building energy model itself requires 

verification. Therefore, we adapt proven methods for the 

verification of models in other domains than buildings 

and present a road towards rigorous verification of 

probabilistic predictions. Several techniques, namely, 

probabilistic calibration, marginal calibration and a 

continuous rank probability score, can substantially help 

evaluate the correctness of probabilistic model 

predictions. In this paper, we present a deep dive into the 

theory behind these techniques, with the help of 

simulation examples, followed by a case study applying 

this methodology to the estimation of aggregated HVAC 

uncertainty factors for a pool of buildings under 

investigation. The resulting uncertainty factors 

𝜂ℎ𝑒𝑎𝑡~𝑁(0.996, 0.192) and 𝜂𝑐𝑜𝑜𝑙~𝑁(1.157, 0.07542) 

will be interpreted as mainly caused by the ensemble of 

HVAC idealization and system faults that are likely to 

occur in the buildings we are investigating.  

Introduction 

Residential and commercial buildings consume 41% of 

total U.S. energy consumption. Since improving energy 

efficiency is among the most cost-efficient ways of saving 

energy in the U.S., it is not surprising that many new 

buildings apply several passive and active measures for 

higher efficiency.  The success of these strategies has to 

be supported by energy simulation studies. However, 

despite the development of current energy simulation 

practice, many challenges remain before the discipline 

reaches the level of maturity that its growing role in 

influencing design decisions demands. One of the 

challenges is closing the so-called “performance gap”, or 

minimizing the discrepancy between prediction and 

measurement. As such, the assumption that our models 

are adequate for guiding new designs and planning 

retrofits cannot be taken for granted. Therefore, 

probabilistic building energy models are gaining 

popularity over the past two decades. Recent studies (de 

Wilde, 2014; Ryan & Sanquist, 2012; Turner, Frankel, & 

Council, 2008) emphasize this point. The result of an 

uncertainty analysis is an expression of how accurate our 

model is, which itself requires verification or validation. 

The common definitions of verification versus validation 

are the following: verification is the process of comparing 

a computerized model with a conceptual model, while 

validation compares a computerized model with reality. 

Practically, both terms have been used interchangeably in 

different engineering domains (Roache, 2009). We 

choose the term “verification” in this paper, following the 

norm in the climatology literature (Toth, Talagrand, 

Candille, & Zhu, 2003). In the building simulation 

domain, verification of probabilistic predictions has 

become an essential component of improving model 

accuracy or rather establishing the need to improve model 

accuracy. 

Conventional Approach 

The broader context of verification and validation of 

computer models can be found in Oberkampf and Roy 

(2010). Figure 12.1 of that work presents a variety of 

methods for comparing simulations and experimental 

measurements. Our application is most similar to Case e, 

except that our input is multi-dimensional (about 

hundreds) and systematic errors in the measurements are 

considered small compared to uncertainty associated with 

input parameters. Specifically in the building energy 

domain, work by Judkoff, Wortman, O'Doherty, and 

Burch (2008) summarizes the methodology used in the 

Building Energy Simulation Test (BESTEST) project by 

the National Renewable Energy Laboratory and 

ANSI/ASHRAE Standard 140. The framework comprises 

of three parts: comparative studies, analytical verification 

and empirical validation. In a comparative study, results 

from simulation tools are compared using equivalent 

input. If tools with different modeling approaches reach 

agreement, it is a strong indicator of the adequacy of these 

tools. The analytical verification is straightforward, where 

simulation results are compared with simple test cases 

that can be solved analytically. This step eliminates the 

possibility of a major flaw in the heat transfer mechanism 

of tools, but it does not apply to a reasonably complicated 

case. Empirical validation subjects outputs of a tool to the 

test by taking measurements in a real building or test cell. 

Often these experiments are highly controlled, in the 

sense that input data acquisition is taken with great care 

to reduce uncertainty. Previous work defines three classes 

of control over error (uncertainty in our terminology) 

sources. Class A experiments isolate all sources of errors, 

but they typically only involve a few physical components 

or phenomena. Class B experiments control most sources 

of errors, and therefore they are typically only confined to 
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simple test cell setups. Class C experiments do not control 

any error sources such that the experiment captures 

building operations in reality. The higher the class of 

control, the easier it is to allocate remaining uncertainty 

and find out about unrecognized unknowns. In this paper, 

since we are more interested in realistic rather than simple 

theoretical cases, we focus on the empirical validation 

approach. In a traditional context, metrics such as the 

squared error and bias error are typically used. Arithmetic 

average is taken over hours or months, to compute the 

mean squared error (MSE) and mean bias error (MBE). 

For instance, ASHRAE 14 (ASHRAE, 2002) stipulates 

that validated monthly simulation results be within 5% in 

terms of NMBE with regard to measurements.  

Now we are ready to emphasize two prerequisites for the 

verification of probabilistic building energy models. The 

first is the interpretation of measurement data: if we take 

as an example 𝑥𝑖 , total energy consumption for a building 

in the month of July, it is important to realize that 𝑥𝑖 is a 

random realization of the underlying random variable 𝑋. 

We hypothesize that there is a probabilistic forecast 𝐹 

with cumulative distribution function (CDF) for 𝑋 to 

describe the probability that 𝑋 will take a value less than 

or equal to a given value. 𝐹 represents what one could call 

“realization uncertainty”. Since we cannot conduct a 

controlled experiment with a reasonably complex 

building, we lack the ability to perform repetitive 

observations of the underlying 𝑋, but we realize that 𝑋 is 

very likely to take on another value 𝑥𝑗 governed by 𝐹, if 

there were an identical building built at the same location. 

The second prerequisite is that a probabilistic forecast 𝐹 

evolves with the amount of information available. 

Consequently, verification of a specific 𝐹 cannot go 

without an explicit recognition of the uncertainty 

information that backs it up, therefore the following 

conundrum: uncertainty quantification is by definition 

case specific, but at the design stage where this paper 

focuses on, modelers have no access to specific 

uncertainty knowledge other than generic and “vanilla”.  

In the remainder of this paper, we detail a proposed 

framework for verification of probabilistic building 

energy models, interpretation along with simulation 

examples, and finally case studies applying this 

methodology to the estimation of aggregated HVAC 

uncertainty factors for a pool of buildings on campus.  

Methods 

We propose the following methodology in the verification 

of probabilistic predictions for empirical validations. 

Traditionally, the probability integral transform (PIT) 

(Rosenblatt, 1952) is used for testing whether a set of 

observations 𝑥𝑖𝑠 can reasonably be modeled as arising 

from a specified distribution 𝐹𝑥, which require multiple 

observations of the random variable. The complication in 

our application is that we measure only one realization 

from the underlying distribution that governs all 

possibilities for, say, the monthly total energy 

consumption of a building. Gneiting and Katzfuss (2014) 

propose the definition of a prediction space and generalize 

the traditional probabilistic integral transform.  

Formal Definitions 

Consider a real-valued observation 𝑌, for which a 

probabilistic forecast 𝐹 can be identified with associated 

cumulative distribution function (CDF) defined on the 

real line, ℝ. The prediction space setting considers the 

joint distribution of the probabilistic forecasts and the 

observations. The elements of the prediction space can be 

identified with tuples of the form (𝐹, 𝑌), where the 

probabilistic forecast 𝐹 is a CDF-valued random quantity 

that utilizes a certain information basis or information set 

𝒜, which comprises of the training data, expertise, 

theories and assumptions. To be more concise, in measure 

theory, 𝒜 is a sigma field, and 𝐹 is a CDF-valued random 

quantity that is measurable with respect to 𝒜. If we use ℒ 

to denote an unconditional or conditional distribution, by 

definition, the CDF-value random quantity 𝐹 is “ideal” 

relative to the information set 𝒜 if 𝐹 =  ℒ(𝑌|𝒜). 

Essentially, an ideal probabilistic forecast makes the best 

possible use of information at hand. For example, suppose 

that 𝑌|𝜇~𝑁(𝜇, 1) and 𝜇~𝑁(0,1). The probabilistic 

forecast 𝐹 =  𝑁(𝜇, 1) =  ℒ(𝑌|𝜇) is ideal relative to the 

information set generated by the random variable 𝜇. The 

forecast 𝐹 =  𝑁(0,2) is ideal relative to the trivial 

information set 𝜎(∅) = {∅, Ω), where Ω denotes the entire 

sample space.  

Theorem 2.8 in Gneiting and Ranjan (2013) proves the 

following statement: 

A forecast that is ideal relative to a 𝜎-algebra is both 

marginally calibrated and probabilistically calibrated.  

The definitions of marginal and probabilistic calibration 

(calibration here means the statistical compatibility of 

probabilistic forecasts and observations) are as follows. In 

the prediction space setting, let 𝐹 be CDF-valued random 

quantities with probability integral transform 𝑍𝐹.  

The forecast 𝐹 is marginally calibrated if: 

𝔼ℚ[𝐹(𝑦)] = ℚ(𝑌 ≤ 𝑦) for all 𝑦 ∈ ℝ.                          (1) 

The forecast 𝐹 is probabilistically calibrated if its 

probability integral transform 𝑍𝐹 is uniformly distributed 

on the unit interval.  

Another technique, namely the reliability diagram (Wilks, 

2011) is shown to be equivalent to checking for 

probabilistic calibration for a binary outcome (Gneiting & 

Ranjan, 2013). However, we need to realize that marginal 

and probabilistic calibrations are necessary but not 

sufficient conditions for a forecast to be ideal, as Gneiting 

comments: “An interesting open question is whether there 

are any forecasts that are both probabilistically calibrated 

and marginally calibrated but are not ideal. While we 

conjecture that the answer is in the positive, we do not 

know of any such examples”. Therefore, we argue that 

probabilistic and marginal calibration are strong 

requirements for a forecast to be ideal. Checking for both 

calibrations should therefore form the cornerstone of 

density forecast evaluation.  

Interpretations 

A prediction space is used to model the joint distribution 

ℚ of the forecast 𝐹 and observation 𝑌. In other words, 𝐹 
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is not a CDF as we traditionally have, instead it is a 

random variable taking the value of CDFs, and 𝑌 is a 

random variable taking the value of real numbers, and 

they have a joint distribution ℚ. It might be difficult to 

understand exactly how 𝐹 can be a random variable taking 

the value of CDFs. A naïve interpretation without 

resorting to measure theory is the following: suppose 𝐹 =
𝑁(𝜇, 1) and 𝜇~𝑁(0,1), then we realize 𝐹 is random in a 

hierarchical sense: the CDF of 𝐹 will be 
1

2
[1 + erf (

𝑥−𝜇

√2
)], 

but it is still random since μ is unknown.  

As an illustration of the prediction space, we take the 

example of the verification of probabilistic predictions of 

hourly wind speed. Since at each hour, the forecast issues 

a different prediction in terms of a CDF, and there is only 

one realization of wind speed each hour, the traditional 

PIT technique does not apply. However, the extended 

prediction space is able to accommodate this situation: at 

each hour, we have a realization from the joint distribution 

ℚ as a forecast-observation pair, where the forecast is a 

specific CDF and the observation is a real number. In 

practice, if we have multiple hours (say 168) for 

evaluation, that gives us vectors (𝐹1, 𝐹2, … , 𝐹168) and 

(𝑦1, 𝑦2, … , 𝑦168). If we predict wind speed at hour 𝑡 with 

wind speeds at previous two hours 𝑌𝑡 = 𝑓(𝑌𝑡−1, 𝑌𝑡−2) +
𝜀, then the smallest information set in this case will be the 

𝜎-algebra 𝒜𝑡 = 𝜎(𝑌𝑎−1, 𝑌𝑎−2) generated by the two 

necessary past observations. An ideal probabilistic 

forecast relative to a specific information set makes the 

most efficient use of the information set. To check 

probabilistic calibration of a forecast, we plot a histogram 

of the vector 𝐹1(𝑦1), 𝐹2(𝑦2), … , 𝐹168(𝑦168) and see if they 

are uniformly distributed on the unit interval. For 

marginal calibration, we check whether the empirical 

CDF of 𝑌 corresponds to 
1

168
∑ 𝐹𝑖

168
𝑖=1 (𝑦) for all 𝑦 ∈ ℝ.  

As such, we are ready to apply the above theory to the 

verification of probabilistic building energy models. The 

analogy requires that each forecast-observation pair we 

get from a building should be a random draw from the 

joint distribution ℚ of (𝐹, 𝑌). This stipulates that 𝑌 has to 

originate from the underlying data generating process for 

similar buildings under investigation. In our application, 

the information set is generated by a set of models of 

buildings differing in shape, materials, usage scenarios, 

physical principles, uncertainty propagation assumptions, 

etc., or 𝒜 = 𝜎(𝑋1, 𝑋2, 𝑋3). An implicit assumption is that 

similar combinations of values for shape, materials, etc. 

will lead to similar forecasts and similar realizations. 

Although we assume forecast-observations pairs from 

similar building under investigation are random draws 

from the same joint distribution ℚ(𝐹, 𝑌), the conditional 

joint distributions 𝐹𝑖 = ℒ(𝑌|(𝑥1, 𝑥2, 𝑥3)) for specific 

buildings may of course differ depending on the value of 

shape, materials (𝑥1, 𝑥2 and 𝑥3), etc. We will present a 

simulation example later this section to make this idea 

more concrete.  

Diagnosis for Probabilistic Calibration 

If we plot the empirical CDF of PIT values against 

theoretical CDF of a uniform distribution, the discrepancy 

between them will indicate reasons for forecast 

deficiency. For instance, Sun (2014) displays forecasts 

that are under-dispersed, over-dispersed, biased due to 

underestimate, and biased due to overestimate. For an 

over-dispersed forecast, a sensitivity analysis may be 

conducted, and the uncertainties contributing most to the 

spread of outcome may need a re-examination. If the 

predictive distributions are under-dispersed, we should be 

looking for potential significant uncertainties neglected in 

our quantification, realizing there are unrecognized 

unknowns in our knowledge.  

Ranking of Competing Forecasts 

When we know that two competing forecasts are both 

ideal, and their information sets are nested, the forecast 

with the larger information set should be ranked higher. 

Otherwise, a proper scoring rule, such as the continuous 

rank probability score (CRPS) (Matheson & Winkler, 

1976) should be used. CRPS is given by the following 

equation: 

𝐶𝑅𝑃𝑆 =  
1

𝑛𝑐𝑎𝑠𝑒𝑠
∑ ∫ (𝐹𝑖

𝑓(𝑥) − 𝐹i
0(𝑥))2∞

−∞
𝑛𝑐𝑎𝑠𝑒𝑠
𝑖=1 𝑑𝑥       (2) 

where 𝑛𝑐𝑎𝑠𝑒𝑠 is the number of forecast cases, 𝐹𝑖
𝑓(𝑥) is 

the forecast CDF for the ith forecast case, 𝐹𝑖
0(𝑥) is the 

observation, expressed as a CDF, for instance, if the 

observation is a single value, then the corresponding CDF 

is a single step-function with the step from 0 to 1 at the 

observed value of the variable.  

In Figure 1, we show the CRPS shaded area, for a case 

where the observation is a single value.  

 

Figure 1 CRPS for a single observation 

Simulation Examples 

In this section, we provide simulation examples for 

clarifying our methodology further. Suppose the true data 

generating process for each building in our dataset is 

assumed to be 𝑌 = 𝑋0 + 𝑎1𝑋1 + 𝑎2𝑋2 + 𝜀, where 

𝑋0, 𝑋1, 𝑋2~𝑁(2,1), 𝑎1 = 𝑎2 = 2 and 𝜀~𝑁(0,1) for 

simplicity. These random variables could be interpreted 

as shape, materials, usage scenario, etc. and the linear 

formulation and 𝜀 represent assumptions on the physical 

principles and uncertainty quantification. It is easy to see 

that forecast 𝐹1 = 𝑁(𝑋0 + 𝑎1𝑋1 + 𝑎2𝑋2, 1) is not only 

ideal with respect to the information set 𝜎(𝑋0, 𝑋1, 𝑋2), but 

𝐹1 is the perfect forecast since we have all the information 

needed by the data generating process. In this situation, a 

particular building 𝑗 is a forecast-observation pair drawn 
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from (𝐹, 𝑌), and 𝐹1,𝑗 = ℒ(𝑌|(𝑥0,𝑗 , 𝑥1,𝑗 , 𝑥2,𝑗)) can be 

interpreted as the conditional distribution of 𝑌 given a 

certain realization of random variables (𝑋0, 𝑋1, 𝑋2). A less 

informed forecast can be 𝐹2 = 𝑁(𝑋0 + 𝑎1𝑋1 + 2 ∙ 𝑎2, 1 +
𝑎2

2), which does not have access to private information 

about 𝑋2. However, it is still ideal with respect to a 

smaller information set 𝜎(𝑋0, 𝑋1). If we can show that 

both forecasts are ideal by checking probabilistic and 

marginal calibration, 𝐹1 should be ranked higher since its 

information set is larger. In addition, it is expected that the 

variance of 𝐹2 is larger because of a lack of knowledge.  

 

Figure 2 Realizations against prediction by both 

forecasts 

 

 

 Figure 3 Probabilistic (upper) and marginal (lower) 

calibration results for forecast F1 (results are similar 

for F2, so omitted for brevity) 

In Figure 2, we show the realizations against predictions 

by both forecasts: dotted lines denote the mean 

predictions, and the shaded areas represent the uncertainty 

ranges. We can see that the predicted range by 𝐹2 is much 

wider than that by 𝐹1 for a lack of information. However, 

when we subject both forecasts to test by probabilistic 

calibration and marginal calibration, we find interesting 

results. In Figure 3 upper, we compare empirical CDF of 

probability integral transforms with the theoretical one 

that is uniformly distributed on the unit interval, and we 

show on the lower the expected CDF from forecast 

predictions and the empirical CDF of realizations. The 

fact that these curves overlap suggests that both forecasts 

are ideal relative to its own information set. In this 

situation, we conclude that both forecasts are ideal, but 𝐹1 

is sharper (Gneiting, Balabdaoui, & Raftery, 2007) and 

should rank higher than 𝐹2.  

HVAC Uncertainty Factors 

In the remaining of this paper, we apply the proposed 

verification methodology to the estimate of HVAC 

uncertainty factors. Realizing the existence of many 

unknowns about existing HVAC systems, for instance, 

maintenance practice, faults, etc., we argue that 

rudimentary calibration to our design stage model makes 

little sense. As such, we apply a top-down approach and 

lump all HVAC model form uncertainties and the impact 

of faults into overall HVAC uncertainty factors. To 

elaborate, the top-down approach will first model six 

selected campus buildings as truthfully as possible, and 

propagate all input parameters, model form and scenario 

uncertainties into the outcome. The resulting probabilistic 

predictions will be compared against measurement data. 

At this stage, we expect the probabilistic forecast will fail 

the probabilistic calibration and marginal calibration, 

resulting from a lack of consideration of unknown 

uncertainties. We then superimpose estimated HVAC 

uncertainty factors onto the previous probabilistic 

predictions and conduct a parametric analysis, until both 

tests pass. The resulting uncertainty factors will be 

interpreted as mainly caused by the ensemble of HVAC 

idealization and system faults that are likely to occur in 

the buildings, reflected in the measurement data. The 

finding will provide guidance to the study of future 

similar buildings, as an estimation of the magnitude of 

overall HVAC uncertainty.  

Case Study Buildings 

We choose to study six buildings on campus at Georgia 

Institute of Technology. Table 1 summarizes general 

information about these buildings. What is common 

between them is that they are all mixed-use buildings, 

mainly comprised of offices, classrooms, and labs. All 

buildings have HVAC systems for maintaining indoor 

thermal comfort, and the cooling and heating sources are 

from local systems, instead of district systems. For 

detailed descriptions for each building, readers are 

referred to Chapter 6 in Wang (2016).  
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Table 1 Building general information summary 

Name Space Types Gross Floor 

Area (m2) 

Georgia Tech alumni 

association 

Office, 

accounting 

2,362 

Office of human 

resources 

Office 1,510 

Ivan Allen college of 

liberal arts 

Office, classroom 2,709 

Georgia center for 

advanced 

telecommunications 

technology (GCATT) 

Office, 

conference room, 

auditorium 

14,628 

Language institute 

O'Keefe building 

Office, 

classroom, library 

10,224 

Institute of paper 

science and 

technology (IPST) 

Laboratory,  

classroom, office, 

conference  

15,136 

We study detailed architectural and mechanical drawings 

for all six buildings, based on which we model the 

building geometry, construction types, thermal zoning, 

and HVAC systems as truthfully as possible. We 

propagate input parameter uncertainty, model form and 

scenario uncertainty through the GURA-W workbench 

(Lee, Sun, Augenbroe, & Paredis, 2013), and produce 

probabilistic predictions. For a description of all 

uncertainty quantification included in this case study, 

refer to Chapter 2 in Wang (2016). For the six buildings 

under investigation, we collect actual weather conditions 

and site energy consumption data for each month from 

2010 to 2013. Site energy consumption data are total 

energy consumed each month in terms of kWh, including 

electricity and natural gas for most buildings, as a detailed 

separation between them is not available. Consumption 

data are then normalized by the building total floor area 

to derive energy use intensity, respectively.  

Preliminary Forecast Predictions Versus 

Measurement Data 

In the following figures, we present a visual comparison 

between monthly probabilistic energy forecasts and 

measurement data, in one typical year out of measured 

four years. In these figures, the green dots represent 

measurement data, while the boxplots represent predicted 

uncertainty range for monthly energy consumption.  

 

Figure 4 Georgia Tech alumni association 

 

Figure 5 Georgia center for advanced 

telecommunications technology (GCATT) 

 

Figure 6 Office of human resources 

 

Figure 7 Ivan Allen college of liberal arts 
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Figure 8 Language institute O'Keefe building 

 

Figure 9 Institute of paper science and technology 

(IPST) 

As we can see in the figures above, almost all 

measurement data points fall within the uncertainty range 

(represented by the boxplots) predicted by the forecast. 

The red points in the figures denote outliers that mainly 

result from the uncertainty in the 𝐸𝐿𝐴 parameter that is 

lognormally distributed. An explanatory analysis of the 

measured energy use intensity for all six buildings reveals 

that the consumption of the IPST building is much higher 

than the other buildings. Heavier electrical loads for 

laboratory use in the IPST building may explain why the 

forecast with generic usage uncertainty under-estimates 

the variability in building energy use intensity. 

Consequently, this may violate the underlying assumption 

of the core of our approach that we can only pool 

buildings with similar combinations of values for 

materials, usage, etc. as they lead to similar forecasts and 

realizations. We will re-examine this issue in the next 

section of probabilistic and marginal calibration.  

Preliminary Test of Probabilistic Calibration and 

Marginal Calibration 

Pooling the monthly energy consumption data from all six 

buildings together, we have for each month a forecast-

realization pair that is drawn randomly from the 

underlying joint distribution ℚ(𝐹, 𝑌). To check 

probabilistic calibration of forecast, we plot a histogram 

of the vector 𝐹1(𝑦1), 𝐹2(𝑦2), … , 𝐹72(𝑦72) and see if they 

are uniformly distributed on the unit interval. For 

marginal calibration, we check whether the empirical 

CDF of all monthly energy use intensity corresponds to 
1

72
∑ 𝐹𝑖

72
𝑖=1 (𝑦) for all 𝑦 ∈ ℝ.  

 

 

Figure 10 Preliminary calibration results: probabilistic 

(upper) and marginal (lower) 

Figure 10 shows results for the probabilistic calibration 

and marginal calibration. Theoretical curves and 

empirical ones are not far apart, which indicates 

preliminary modeling and uncertainty analysis have 

captured the basic characteristics of the energy 

consumption in the six buildings. From the diagnosis 

technique explained earlier, we realize that the 

preliminary forecast is biased due to underestimation. 

Besides, the discrepancy between expected and empirical 

CDF for marginal calibration indicates that for energy use 

intensity higher than 85 kWh/m2, the expected CDF value 

is always 1, indicating that high EUI is not expected by 

the forecast in general. This finding supports our previous 

concern that the IPST building with exceptional high EUI 

relative to others will contaminate our study. Therefore, 

we decide to exclude the IPST building, ensuring the 

underlying assumption remains intact: we can only pool 

buildings with similar combinations of values for 

materials, usage, etc. as they lead to similar (normalized) 

forecasts and realizations. Figures 11 shows calibration 

results using only the remaining five buildings. 

Improvements over the previous calibration results by 

removing the IPST building from the dataset can be 

observed easily, comparing Figure 10 and 11. In order to 

quantify the discrepancy between empirical and 

theoretical CDFs, we use the one-sided K-S test statistic, 

which in a discrete form can be represented by 𝐷𝑛 =
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sup |𝐹𝑛(𝑡) − 𝐹(𝑡)|, in which 𝑡 denotes the point at which 

the CDF is evaluated. This statistic essentially measures 

the largest vertical discrepancy (absolute) between the 

CDF being evaluated and the baseline one. With this 

measure, we quantify a reduction of the K-S statistic from 

0.2574 (probabilistic) and 0.1085 (marginal), to 0.2240 

(probabilistic) and 0.0904 (marginal). However, the K-S 

test rejects the null hypothesis that the CDF being 

evaluated is equal to the baseline CDF at the 5% 

significance level. This result indicates room for 

improvement over our preliminary forecast. 

 

Figure 11 Calibration results without IPST: 

probabilistic (upper) and marginal (lower) 

HVAC Uncertainty Factors Calculation 

The reasoning behind aggregated HVAC uncertainty 

factors is that we can attribute the deficiency of our 

preliminary forecast to a combined effect of model 

idealizations and non-modeled defects. This of course is 

premised on the loyalty of the simulation models to design 

drawings and a due diligence about the quantification of 

all other known sources of uncertainty. In spite of this, we 

have to anticipate that our idealized HVAC model will in 

reality operate differently. This can be captured under the 

generic term “operation uncertainty”. To capture and 

quantify this, we postulate HVAC factors (for heating 

𝜂ℎ𝑒𝑎𝑡  and cooling 𝜂𝑐𝑜𝑜𝑙) both follow a normal distribution 

with mean 𝜇 and standard deviation 𝜎. For a given 

building, we generate one realization of 𝜂ℎ𝑒𝑎𝑡  and 𝜂𝑐𝑜𝑜𝑙  

respectively for each simulation run. Then we multiply 

the realization of 𝜂𝑐𝑜𝑜𝑙  with the simulated HVAC 

consumption in months between May and September and 

𝜂ℎ𝑒𝑎𝑡  with HVAC consumption for the rest of the months 

that may require heating: 𝐻𝑉𝐴𝐶ℎ𝑒𝑎𝑡,𝑊 =  𝜂ℎ𝑒𝑎𝑡 ∙

𝐻𝑉𝐴𝐶ℎ𝑒𝑎𝑡,𝑊𝑂, and 𝐻𝑉𝐴𝐶𝑐𝑜𝑜𝑙,𝑊 =  𝜂𝑐𝑜𝑜𝑙 ∙ 𝐻𝑉𝐴𝐶𝑐𝑜𝑜𝑙,𝑊𝑂. 

The treated HVAC consumption, combined with original 

lighting/appliance consumption, leads to updated 

predictions of whole-building energy consumption to be 

compared with measurement data: 𝐸𝑈𝐼𝑊 =
𝐿𝑖𝑔ℎ𝑡 𝑎𝑛𝑑 𝑎𝑝𝑝 + 𝐻𝑉𝐴𝐶ℎ𝑒𝑎𝑡,𝑊 (𝑜𝑟 𝐻𝑉𝐴𝐶𝑐𝑜𝑜𝑙,𝑊). We 

quantify the outcome of probabilistic and marginal 

calibration with the sum of K-S statistic from each 

calibration test: 𝑘𝑠𝑠𝑡𝑎𝑡𝑜𝑣𝑒𝑟𝑎𝑙𝑙 = 𝑘𝑠𝑠𝑡𝑎𝑡𝑝𝑟𝑜𝑏 +

𝑘𝑠𝑠𝑡𝑎𝑡𝑚𝑎𝑟𝑔𝑖𝑛𝑎𝑙 . In summary, for each pair of 

(𝜇ℎ𝑒𝑎𝑡 , 𝜎ℎ𝑒𝑎𝑡) and (𝜇𝑐𝑜𝑜𝑙 , 𝜎𝑐𝑜𝑜𝑙) value, we apply the 

procedure described above and obtain the calibration 

metric 𝑘𝑠𝑠𝑡𝑎𝑡𝑜𝑣𝑒𝑟𝑎𝑙𝑙 . This leads to a well-formulated 

optimization problem to find the best value combination 

of (𝜇ℎ𝑒𝑎𝑡 , 𝜎ℎ𝑒𝑎𝑡) and (𝜇𝑐o𝑜𝑙 , 𝜎𝑐𝑜𝑜𝑙), which leads to the 

minimum discrepancy described by 𝑘𝑠𝑠𝑡𝑎𝑡𝑜𝑣𝑒𝑟𝑎𝑙𝑙  

between forecast and desired CDF, with consideration of 

aggregated HVAC uncertainty factors. 7000 optimization 

runs with the Darwin genetic algorithm leads to the 

following best design: 𝜂ℎ𝑒𝑎𝑡~𝑁(0.996, 0.192) and 

𝜂𝑐𝑜𝑜𝑙~𝑁(1.157, 0.07542), with a minimum 

𝑘𝑠𝑠𝑡𝑎𝑡𝑜𝑣𝑒𝑟𝑎𝑙𝑙  of 0.13, compared to 0.314 before 

introduction of 𝜂ℎ𝑒𝑎𝑡  and 𝜂𝑐𝑜𝑜𝑙  and their optimization. 

The resulting probabilistic and marginal calibration is 

shown in Figure 12. The K-S test for PIT cannot reject the 

null hypothesis that the CDF being evaluated is equal to 

the baseline CDF at the 5% significance level.  

 

 

Figure 12 Calibration results with HVAC factors: 

probabilistic (upper) and marginal (lower) 
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Recall that the HVAC uncertainty factors subsume the 

effect of HVAC model idealization and faults in real 

building operations. With the resultant 𝜂ℎ𝑒𝑎𝑡  and 𝜂𝑐𝑜𝑜𝑙 , 

we can now estimate that our preliminary forecast is 

biased for under-estimation of cooling consumption by 

1 −
1

𝜇𝑐𝑜𝑜𝑙
= 14% with regard to measurement data. 

Furthermore, we find that although the forecast for 

heating consumption is not biased, enlarging the 

uncertainty range for HVAC heating consumption helps 

bridge the gap between predictions and measurement 

data. Another interesting finding is that the realization of 

𝜂ℎ𝑒𝑎𝑡  or 𝜂𝑐𝑜𝑜𝑙  can be smaller than one, indicating the 

actual HVAC system consumes less energy than 

predictions. This is not all that surprising if we realize that 

the HVAC system in reality may fail to maintain desired 

indoor temperatures or air quality (e.g., insufficient 

outdoor air is supplied resulting from OA damper faults) 

whereas our prediction model in this case always assumes 

ideal fulfilment of temperature set points and design fresh 

air volume. 

Conclusion 

In this paper, we propose a methodology towards rigorous 

verification of probabilistic building energy models, with 

probabilistic calibration, marginal calibration and a 

continuous rank probability score. The case study 

applying this methodology to the estimation of HVAC 

uncertainty factors for a pool of buildings, shows that 

𝜂ℎ𝑒𝑎𝑡~𝑁(0.996, 0.192) and 𝜂𝑐𝑜𝑜𝑙~𝑁(1.157, 0.07542) 

can represent unknown HVAC uncertainty well. This 

should guide the study of future buildings, with the aim to 

establish the magnitude of overall HVAC uncertainty for 

other set of similar buildings and thereby guide studies 

into the underlying causes of the “operation uncertainty”. 

The ultimate goal of this research will then be to explicitly 

model this type of uncertainty as distributions of selected 

discrete parameters of the HVAC model. It is to be 

expected these distributions will be correlated with 

HVAC type, building complexity (topology of zones and 

HVAC layout), age, maintenance frequency and others. 

References 

ASHRAE. (2002). Guideline 14-2002, Measurement of 

Energy and Demand Savings. Atlanta, Georgia: 

American Society of Heating, Ventilating, and Air 

Conditioning Engineers. 

de Wilde, P. (2014). The Gap Between Predicted and 

Measured Energy Performance of Buildings: A 

Framework for Investigation. Automation in 

Construction, 41, 40-49. 

doi:10.1016/j.autcon.2014.02.009 

Gneiting, T., Balabdaoui, F., & Raftery, A. E. (2007). 

Probabilistic Forecasts, Calibration and Sharpness. 

Journal of the Royal Statistical Society Series B-

Statistical Methodology, 69, 243-268. 

doi:10.1111/j.1467-9868.2007.00587.x 

Gneiting, T., & Katzfuss, M. (2014). Probabilistic 

Forecasting. In S. E. Fienberg (Ed.), Annual Review of 

Statistics and Its Application, Vol 1 (Vol. 1, pp. 125-

151). 

Gneiting, T., & Ranjan, R. (2013). Combining Predictive 

Distributions. Electronic Journal of Statistics, 7, 

1747-1782. doi:10.1214/13-ejs823 

Judkoff, R., Wortman, D., O'Doherty, B., & Burch, J. 

(2008). A Methodology for Validating Building 

Energy Analysis Simulations. Retrieved from  

Lee, B. D., Sun, Y., Augenbroe, G., & Paredis, C. J. J. 

(2013). Toward Better Prediction of Building 

Performance: a Workbench to Analyze Uncertainty in 

Building Simulation. Paper presented at the 13th 

International Building Performance Simulation 

Association Conference, Chambéry, France. 

Matheson, J. E., & Winkler, R. L. (1976). Scoring Rules 

for Continuous Probability Distributions. 

Management Science, 22(10), 1087-1096. 

doi:10.1287/mnsc.22.10.1087 

Oberkampf, W. L., & Roy, C. J. (2010). Verification and 

Validation in Scientific Computing: Cambridge 

University Press. 

Roache, P. J. (2009). Fundamentals of Verification and 

Validation: Hermosa publishers Socorro. 

Rosenblatt, M. (1952). Remarks on a Multivariate 

Transformation. The Annals of Mathematical 

Statistics, 23(3), 470-472.  

Ryan, E. M., & Sanquist, T. F. (2012). Validation of 

Building Energy Modeling Tools Under Idealized and 

Realistic Conditions. Energy and Buildings, 47, 375-

382. doi:10.1016/j.enbuild.2011.12.020 

Sun, Y. M. (2014). Closing the Building Energy 

Performance Gap by Improving Our Predictions 

(Doctoral Dissertation). Retrieved from 

http://hdl.handle.net/1853/52285 Georgia Tech 

Theses and Dissertations database.  

Toth, Z., Talagrand, O., Candille, G., & Zhu, Y. (2003). 

Forecast Verification: A Practitioner’s Guide in 

Atmospheric Science: Wiley, Chapter Probability and 

ensemble forecasts. 

Turner, C., Frankel, M., & Council, U. S. G. B. (2008). 

Energy Performance of LEED for New Construction 

Buildings: New Buildings Institute Vancouver, WA. 

Wang, Q. (2016). Accuracy, Validity and Relevance of 

Probabilistic Building Energy Models (Doctoral 

Dissertation). (Ph.D.), Georgia Institute of 

Technology, Atlanta, GA. Retrieved from 

http://hdl.handle.net/1853/55645   

Wilks, D. S. (2011). Statistical Methods in the 

Atmospheric Sciences (Vol. 100): Academic press.

 

________________________________________________________________________________________________ 

________________________________________________________________________________________________ 
Proceedings of the 16th IBPSA Conference 
Rome, Italy, Sept. 2-4, 2019

 
4641

 

 
  

http://hdl.handle.net/1853/52285
http://hdl.handle.net/1853/55645



