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Abstract 

In efforts to reduce energy consumption in buildings, 

building performance simulations have often been used to 

support energy-efficient design. Evaluating the 

performance and energy efficiency of multiple design 

scenarios can be a time-consuming process due to the 

large number of simulations that are required to predict 

the building’s performance in each scenario. To overcome 

these challenges, this study introduces a Python-based 

framework for automating the preparation and execution 

of a large number of performance simulations in a cloud-

based high-performance computing environment, which 

contains numerous nodes that can be used to run tasks 

simultaneously. The proposed framework was 

successfully applied to simulate hourly daylighting and 

glare simulations of 144 scenarios in just a few hours. The 

processing time was reduced over one thousand times. 

The proposed framework not only speeds up the 

simulations but also addresses other challenges, such as 

storage space limitations as well as results analytics and 

visualization.  

Introduction 

For the past few years, there has been increasing interest 

in parametric modeling. This is mainly due to the 

availability of recently emergent visual parametric 

modeling tools, which manage the algorithmic 

complexity of a model behind an easy-to-use user 

interface, reducing the technical skills required for the use 

of computation tools. This ultimately leads to the 

accelerated adoption of these tools in architectural design. 

Parametric tools facilitate the exploration of alternative 

designs within a single model, using various model 

parameters to control geometric and constructive aspects 

of architectural models (Terzidis 2006). 

Building energy consumption accounts for 30% of global 

energy consumption, and this provides a substantial 

opportunity for energy conservation (IEA 2014). To 

address this issue, architects, designers, planners, and 

engineers have begun to utilize a new set of increasingly 

popular building performance simulation tools to support 

energy-efficient building design. Programs that simulate 

building performance are powerful tools for examining 

various aspects, such as energy consumption, thermal 

comfort, and daylight performance. The number of 

available simulation tools has been rapidly increasing in 

recent years. 

Parametric tools are used alongside performance 

simulation programs to achieve energy-efficient building 

design. Parametric tools facilitate the production of a 

large number of design variations. This is crucial for 

investigating the performance of all variations to select 

the most energy-efficient configuration. However, the 

process of carrying out performance simulations is time-

consuming. For example, the annual daylighting 

performance of one configuration can take one to two 

hours on a powerful workstation computer, and even more 

time on regular-use computers. Similarly, annual glare 

analysis can take a few hours to calculate the daylight 

glare probability value for each hour daylight during the 

year, or an average of 4380 hours.  

It is evident that daylighting and glare simulations are 

time consuming and often require significant computing 

resources. Therefore, an alternative cloud-based High-

Performance Computing (HPC) environment is very 

beneficial when running hundreds of simulations. An 

HPC environment consists of thousands of computer 

nodes, each of which can be used individually to compute 

a task, facilitating the processing of thousands of tasks 

running in parallel. Initially, the use of HPC was hindered 

by many obstacles, such as the high cost of the hardware 

and maintenance. However, many companies introduced 

cloud-based HPC solutions, which enabled researchers to 

rent clusters of computing nodes to carry out their 

research tasks without the need to purchase equipment or 

pay maintenance fees, Thus, on-demand cloud-based 

HPC provides an economical solution (Zhai et al. 2011). 

Although many research studies have demonstrated the 

benefits of modern computational environments, which 

provide vast amount of computational resources (Thain, 

et al. 2005; Pérez-Lombard, et al. 2008), in the field of 

building performance simulations, the benefits of cloud-

based modern computing environments have not been 

fully examined.  

In this study, the Extreme Science and Engineering 

Discovery Environment (XSEDE), which is a cloud-

based HPC environment that serves scientists and 

researchers in the United States (Towns et al. 2014), was 

used to examine the performance of a smart blind system 

to maximize daylighting in a single office room. The 

system has various blinds that rotate around the X-axis 

and Z-axis via the application of actuators.  

The specifications of the HPC system that were used in 

this paper are shown in Table 1. The HPC environment 

used for the simulations consists of 1944 computing 
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nodes that can run tasks simultaneously. This process is 

known as parallel computing, and it facilitates the 

computation of numerous tasks for time-efficient 

processing. When compared to a workstation, a node has 

three times the processing power and two to three times 

the active memory. To put that into perspective, each 

computing node has 24 processing cores and 128 GB of 

RAM; meanwhile, most modem workstations are 

equipped with 8 processing cores and between 32 and 64 

GB of RAM. 

Table 1: Technical specifications of the XSEDE HPC 

cloud-based system.  

System component Configuration 

Node count 1944 

Processor type Intel Xeon E5-2680v3 

Sockets 2 

Cores per node 24 

Clock speed 2.5 GHz 

Flop speed 960 GFlop/s 

Memory capacity per node 128 GB DDR4 DRAM 

Flash memory 320 GB SSD 

Memory bandwidth 120 GB/s 

STREAM Triad bandwidth 104 GB/s 

Case Study 

In order to optimize the daylighting and eliminate glare 

inside an office building, the performance of the smart 

blinds system was examined. The blinds system consists 

of 1.5 x 1.5 m units that rotate around the X-axis. The 

units contain individual blinds that rotate on their Z-axis, 

making the blind flexible to rotate on both axes (Figure 

1). The blinds system is expected to rotate via actuators 

that are programmed to move the blinds to the position 

that yields the best daylighting conditions.  

To determine the optimal rotation angles around both axes 

for each daylight hour of the year, it was necessary to 

perform hourly daylighting and glare simulations, which 

enabled the investigation of detailed illuminance 

performance coupled with high dynamic renderings 

(HDR). This facilitated the calculation of the daylight 

glare probability (DGP), a metric developed by Wienold 

and Christoffersen (2006) that is used to evaluate glare in 

a rendered scene. HDR renderings have been used in 

assessing glare that is caused by a high ratio of luminance 

between the task that is being performed and the glare 

source (Borisuit et al. 2010; Suk and Schiler 2012). HDR 

rendering is capable of representing the full dynamic 

range, from the brightest light (direct sunlight) to the 

darkest spots, such as deep shadows in the examined 

scene, making it one of the best tools for assessing glare. 

Rotation angles around the X-axis were set to every 15 

degrees from 0° to 180°; thus, 12 angles were 

investigated. Similarly, rotation angles around the Z-axis 

were set to every 15 degrees from 0° to 180°; thus, another 

set of 12 angles were investigated. To determine the 

optimal X-axis and Z-axis rotation angles, it was 

necessary to investigate the combination of all angles. 

Therefore, a total of 144 configurations (12x12) had to be 

examined.  

The blind system is installed on an office room on front 

of the room’s south wall, which is fully glazed. The office 

room is 4.5 x 5 m and the ceiling height is 3m.  

 

Figure 1: The blinds system. Units that rotate around the 

Z-axis are shown in blue, and blinds that rotate around 

the X-axis are shown in red 

Challenges  

Performing such large-scale hourly daylighting and glare 

simulations is cumbersome due to the intensive 

computing power that is required to carry out the 

enormous numbers of simulations. This results in various 

challenges, which might ultimately hinder the simulation 

process. Some of the challenges are as follows: 

• Time limitation: To determine the optimal angles of 

the blinds system for each daylight hour of the year, 

an average of about 4380 hours, all 144 configurations 

are examined. Therefore, two hourly simulations, 

illuminance and glare, are carried out for all 144 

configurations for every hour. This means that a total 

of 1,261,440 illuminance and glare simulations are 

combined, and as noted before, each simulation can 

take a few seconds to minutes to complete on a regular 

PC. Thus implementation of all the simulations would 

take months to complete. 

• Simulation preparation and storage: It is 

challenging to prepare large-scale simulations due to 

the need to handle numerous files. The files must be 

organized, uniquely named, and finally stored on a 

local hard drive, which can become troublesome due 

to the large size of the files. 

• Data analytics and visualization: The amount of data 

from the daylighting and glare simulation processes is 

usually very large. Hence, it is almost impossible to 

open the numerous files that contain the results in 

order to analyze and visualize the data. Additionally, 

the results are often in a raw format, and thus 

additional calculations are needed to convert the data 

into a readable format that a regular user can interpret 
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in the context of the daylighting performance of the 

examined strategy.  

Methodology 

As mentioned previously, in this study 144 configurations 

of the angles of rotation around both the X-axis and the 

Z-axis were examined for each analysed case to determine 

the optimized daylighting performance of the blinds 

system.  

Considering that the blinds system is rotated on both axes 

on an hourly basis, illuminance simulations coupled with 

image-based glare analysis were used to determine the 

optimized configuration that results in (i) the best indoor 

daylighting conditions that have the highest illuminance 

levels, (ii) the highest performance Lighting Uniformity 

Ratio (LUR), which is the ratio of the minimum 

illuminance to the average illuminance, as suggested by 

the Illuminating Engineering Society of North America 

(DiLaura 2011), and (iii) a comfortable glare-free 

environment, which is assessed by the daylight glare 

probability metric. 

Given the complexity of the daylighting simulations being 

performed, it was determined that the use of a parametric 

modelling environment was essential. Therefore, one 

office room was modeled in Grasshopper, a Rhino 

graphical editor plugin that allows designers to create 

algorithmic geometries without knowledge of computer 

programming (McNeel 2010). Grasshopper facilitates the 

input of various model data, such as the different X-axis 

and Z-axis rotation angles, for detailed analysis and 

examination. In addition to Grasshopper, Honeybee, a 

plugin for Grasshopper that allows researchers to perform 

various building performance simulations (Roudsari et al. 

2013), was used to perform hourly illuminance 

simulations and image-based glare analysis. Honeybee 

calls the Radiance engine, a ray-tracing daylighting 

simulation engine (Ward 1989). 

An initial hourly illuminance and glare simulation process 

for one configuration for one hour was performed on a 

mobile workstation equipped with an i7-7700HQ 

processor with a processing speed of 2.80 GHz (up to 

3.80GHz with Turbo Boost technology) and 16 GB of 

RAM. In both simulations, Radiance’s ambient bounces 

value (ab) was set to 5, and the image quality was set to 

“medium.” The hourly illuminance simulation took about 

17 seconds to complete, and the image-based hourly glare 

analysis took about 111 seconds. Another set of 

simulations were performed on one HPC node. The 

illuminance calculation took about 10 seconds, and the 

image-based glare simulation took about 65 seconds. 

Thus, it is was evident that one node was much faster than 

performing the simulation on one computer, and by 

utilizing the parallel computing framework, simulations 

could be significantly sped up. 

It is evident that carrying out such large-scale simulations 

can be time-consuming and require intensive computing 

resources and a great deal of storage space. Therefore, 

executing the simulations in an HPC environment can be 

a time-efficient alternative, as batch simulation jobs that 

contain various computing tasks are run in parallel as 

opposed to running the batch job just on a single 

computer, where only one task can run at a time (Figure 

2). 

 

Figure 2: The execution of a batch simulation job on a 

computer as apposed to executing it in an HPC 

environment  

To prepare the files required for simulating the 

daylighting and glare performance in the HPC 

environment, Honeybee was used to create 144 scenes 

and batch files for one hour only. The batch files 

contained Radiance commands that allow the simulation 

to be run at a later time on any machine as long as the 

machine has Radiance installed. The scene files contained 

information about the geometric model and its Radiance 

materials. The process of creating the batch and scene 

files was automated using Grasshopper sliders, which are 

automation tools that are native to the Grasshopper 

environment. A similar process was repeated to produce 

the required files for glare simulations for only one hour 

during the day. Figure 3 explains the workflow that was 

adapted for the purpose of this study. 

Later, the produced batch files were uploaded to the 

cloud-based HPC environment using Python scripts that 

automate the upload process via FTPS, which is a secure 

file transfer protocol. Another custom Python script, 

which was executed in the HPC environment, was written 

to automate the following processes: 

• Radiance sky creation: Consdering that each hourly 

Radiance simulation uses a unique sky file, which is 

Radiance’s scene description for the CIE , which 

stands for Commission Internationale de l’Éclairage,  

standard sky distribution for the given month, day, and 

time, it was necessary to create sky filesfor each 

daylight hour of the year. The “gensky” Radiance sky 

file creation command was maniuplated by the python 

script to ensure an automated time-efficient process. 

• Convert the windows-based files to Linux ones: 

The batch files resulting from Honeybee contained 

windows-based Radiance commands. However, the 

HPC enviroment is Linux-based. Therefore, it was 

necessary to convert the windows-based Radiance 

commands into Linux-based Radiance commands, 
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which are excuted later from bash files (compatiable 

with Linux-based platforms).  

• Create hourly Radiance commands: In order to 

perform hourly simulations, Radiance commands had 

to be repeated using each one of the Radiance skies 

that were produced in the previous step. 

• Grouping the commands into bash files: Finally, the 

produced Radiance commands were grouped togther 

to produce two sets of one thousand bash files, which 

can be executed on Linux machines. This was 

necessary due to XSEDE’s usage limitation of a 

thousand nodes per batch job per user. One set of files 

contained Radiance commands used for illuminance 

simulation, and the other set contained Radiance 

commands used for glare analysis.  

Finally, two batch jobs were submitted to XSEDE’s HPC 

system via a secure file transfer environment. The first job 

called a thousand computing nodes, each node running 

one bash file, and all of the thousand bash files were 

executed simultaneously. The first set was completed in 

about 1.9 hours. Upon completion of the first batch job, 

the second batch job was submitted to the HPC 

environment, which in turn assigned a bash file to each 

node to run in parallel. The second batch job was 

completed in about 11.3 hours.  

After executing both batch jobs, Radiance wrote the 

results to text files and images. More than one million 

files were produced, which were stored on the HPC 

platform. To open the files, a python script was 

implemented to extract the results, parse the results from 

the file, and select the best configuration for each daylight 

hour, i.e., (i) the highest illuminance levels, (ii) the best 

Lighting Uniformity Ratio (LUR), and (iii) the best 

conditions for visual comfortability as measured by DGP. 

In addition to data parsing, the script was used to visualize 

the results using plots and graphs. Python is a great tool 

not only for data analysis but also for data visualization. 

Its abilities can be greatly improved when used in 

conjunction with JavaScript to produce easy-to-use 

interactive plots, such as pie charts, polar charts, wind 

roses, and heatmaps. 

An example of interactive heatmaps is the plot that 

visualizes the DGP values of every daylight hour for the 

whole year. A static image of one such interactive 

heatmap is shown in Figure 4. Heatmaps were produced 

by embedding HTML and JavaScript within the Python 

code (Figure 4). 

Finally, the script facilitated the downloading of some of 

the results files to visualize the illuminance grid using 

Honeybee in Rhino and Grasshopper. Figure 5 shows six 

examples of illuminance grid visualization at different 

times of the year for one blind system configuration. In 

addition to data visualization, the script can be 

manipulated further to plug in the best rotations angles 

into a program that controls the blinds’ actuators. This 

approach is extremely useful for data-driven design, 

where intensive data is required to manipulate a specific 

geometry to optimize building conditions. 

Figure 3: The workflow for executing large-scale daylighting and glare simulations in the cloud-based HPC environment. 

The blocks in the gray shaded area are processes that are executed on the HPC, while the other blocks contain processes 

that are executed on a computer 
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Conclusions 

Using the Linux HPC environment platform facilitated 

the execution of large-scale illuminance and glare 

simulations, which were difficult to accomplish using a 

single computer in a reasonable time period. An hourly 

illuminance simulation and glare analysis were performed 

on both a single computer and an HPC computing node. 

  

The computer that was used was a mobile workstation 

equipped with an i7-7700HQ processor with a processing 

speed of 2.80 GHz (up to 3.80 GHz with Turbo Boost 

technology) and an active memory of 16 GB RAM. 

Calculations on a single computer took about 17 seconds 

and 111 respectively, and on a HPC computing node they 

took 11 seconds and 65 seconds respectively. Thus, the 

calculations were 64% and 58% faster on one node than 

on the single computer. Running over 1,261,440 

simulations would impractical on a single machine or 

even on an HPC computing node. Therefore, it was 

crucial to design a python script that grouped the 

Radiance commands into a thousand single files in order 

to run all the simulations in parallel, thereby significantly 

reducing the time required for such intensive simulations. 

In addition to speeding the simulation, the Python 

framework facilitated the automation of various 

processes, such as the uploading of the initial Radiance 

geometry and scene files to the HPC environment, 

conversion of the initial windows-based Radiance 

commands to Linux-based ones, preparation of about 

4380 Radiance sky files, writing Radiance commands for 

every hour (skyfile), grouping the commands, and 

splitting them into a thousand Linux bash files. 

Additionally, the utilization of the HPC environment 

along with the custom Python workflow mitigated the 

challenges that users face when tasked with simulations 

of this magnitude. HPC not only reduced the simulation 

time a thousand fold but also addressed the issue of 

storage availability, as all the simulation files, sky files, 

and results files were stored on the XSEDE’s HPC 

platform, which allows up to 10TB of storage space per 

user. Finally, the custom Python code was crucial to 

extracting, 

Figure 5: The visualization of illuminance simulations in Rhino using Honeybee visualization tools 

Figure 4: An interactive heatmap for visualizing the DGP values over the entire year. The heatmap was produced by a 

custom Python script containing embedded HTML and JavaScript code 
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organizing, and analyzing the data, which were stored in 

millions of files and thus impossible to examine manually. 

These datasets helped to better assess occupants’ visual 

comfort and the performance of the blinds system to 

facilitate an informed design decision. 

Future studies and work in progress 

Although this methodology has been proven to be 

extremely beneficial for the purpose of carrying out 

intensive simulations that are useful for the design of 

geometries and are data driven, the execution of such a 

workflow requires a knowledge base of various 

disciplines, such as architecture design and computer 

science. Hence, it is clear that the workflow introduced in 

this paper could be difficult for the regular user. 

Therefore, future studies are required to investigate an  

approach for the non-programmer user with less 

specialized knowledge. A better approach for such users 

could be achieved using Grasshopper components, which 

use an easy to understand graphical user interface and 

hide complicated code from entry-level users. Figure 6 

shows a Grasshopper component that was developed to 

automate the process of uploading files to the HPC 

system. The component is still under development, as are 

other Grasshopper components allowing the execution of 

Python code, submission of batch jobs, and downloading 

of the results from the HPC system.  
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