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Abstract

In the commercial building sector, retro-
commissioned and new constructions alike are
implementing the use of highly integrated and
connected Building Information Systems (BISs) to
use fewer resources, improve occupant health and
productivity and reduce life-cycle costs. Even if
programs such as Leadership in Energy and Environ-
mental Design (LEED) are becoming more and more
popular, single factors such as horizontal integration
at the portfolio level can drive this change leading to
an increase in simulation and forecasting demand.

BISs generate large amounts of data from various
sources such as control networks or utilities. This
data is critical in applications such as continuous
commissioning through Automated Fault Detection
and Diagnostics (AFDD) or predictive analytics.
Moreover, depending on the analysis constraints such
as computational maximum runtime or overall cost
as well as results’ availability and presentation, cur-
rent techniques can prove to be challenging to use or
integrate.

This paper aims to introduce to the building per-
formance simulation’s space, techniques from other
fields such as computer science and data analytics
to help improve quality, reproducibility, scalability of
workflows used by this industry and research commu-
nity. Cloud computing and open source technologies
described in this paper can help answer many of the
aforementioned challenges. When dealing with big
datasets, file formats such as Comma Separated Val-
ues (CSV) offer little compression resulting in large
files creating unnecessary costs and increased query
complexity. File formats used by distributed query
engines such as Parquet can offer 98% size reduc-
tion while being easily queryable using the Struc-
tured Query Language (SQL) at the expense of time
compared to relational databases which can be sub-
sequently used as a caching mechanism.

Containers, often used for cloud-based applications,
can also be used for simulation offering scalable, re-
producible and hardware agnostic environment to de-
ploy large scale analysis at the expense of a little

performance overhead, less than full-fledged Virtual
Machines (VMs). Moreover using Infrastructure-as-
a-Service (IaaS) can allow significant cost reductions
by paying only for what is needed in terms of com-
pute and/or memory. For example, running AFDD
on 200+ buildings can cost on the order of less than a
US dollar per day which is equivalent to a quarter the
cost of running a local server. Web technologies such
as Javascript-based User Interfaces (UIs) can as well
be used to distribute and access simulation results
as well as managing the simulation engine altogether
remotely. This enables collaboration of international
team members as well as deployment of analytics to
international or remote clients.

Introduction

Within the commercial building space, significant op-
portunities to reduce energy consumption lie in the
efficient operation of Heating, Ventilation and Air-
Conditioning (HVAC) systems. Poorly maintained
and improperly controlled HVAC equipment are re-
sponsible for up to 22% of the energy use of a build-
ing’s HVAC system (Basarkar et al. (2011)). In the
United States of America, commercial buildings rep-
resent 18.6% of the total primary energy consumption
(U.S. Department of Energy (2012)). Thus, measures
to improve the operation of building HVAC systems
can have significant national, and global, impact.

A cross-section of studies in literature have exam-
ined the efficacy of HVAC operations focusing on the
discrepancy between expectations of performance at
the design stage versus actual observed performance.
Numerous causes have been observed including op-
erational problems such as improper equipment in-
stallation, equipment degradation, sensor failures, or
control logic problems (Djuric and Novakovic (2009),
Wang et al. (2013)). In particular, the work of Tor-
cellini et al. (2006) contains several prominently ref-
erenced case studies revolving around underperfor-
mance of net zero-energy buildings. A conclusion
echoed throughout these studies is that building un-
derperformance is not limited to buildings that are
old or new, or buildings designed with energy effi-
ciency measures implemented throughout the design
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process. These industrial case studies conclude that
underperformance is caused by insufficient monitor-
ing and underdeveloped analysis of the systems and
equipment managed where a lack of availability of
building operational data is a key determinant of
whether a building will meet its expected energy effi-
ciency goals.

Traditionally, building performance has been the re-
sponsibility of an organization’s facilities manage-
ment team where underperformance is determined
through energy audits. These audits, on a prelimi-
nary level, include building walkthroughs and review
of facility utility bills and scale up to detailed en-
ergy analysis, building life cycle cost analysis, and de-
termination of more capital-intensive improvements
through retro-commissioning (ASHRAE (2018)). A
growing requirement within organizations however
is to develop corporate level sustainability planning
which introduces new stakeholders and objectives
into the facilities management realm. Although these
changes are positive in the long term, they may also
be counterproductive, in the short term, as the ad-
dition of stakeholders and objectives can introduce
complicated workflows and data silos. Energy audits
are limited in this context as they are time consum-
ing and effectively applying a single-building-at-a-
time type workflow to a portfolio level. Although au-
dits can be effective, particularly in situations where
equipment retro commissioning is needed, it is a
costly first pass at analysis. A need exists for sys-
tems that can work continuously at a portfolio level
and are extensible thereby enabling the development
of integrations and analysis allowing stakeholders to
interoperate.

A unifying thread between stakeholders is shared ac-
cess to data. In modern commercial buildings, such
information sources are available through the Build-
ing Automation System (BAS) which, when inte-
grated into complex sensor networks, generate large
amounts of data. However, until recently, this data
was only used for sporadic problem-solving. Recog-
nizing the potential of the BAS as a data source,
practitioners have begun to develop techniques which
comprehensively utilize this data in ongoing oper-
ational tasks. Depending on the frequency that
data is collected, solutions fall into one of two cat-
egories: dedicated edge deployments that are on
premises or cloud-based. Edge based solutions in-
clude projects such as the Building Controls Vir-
tual Test Bed (Wetter (2011)) which operate build-
ing equipment through model predictive control via
co-simulation of a building’s systems in order to de-
termine a forecast of some optimal operational profile.
Alternatively, in a transition away from costly occa-
sional energy audits, cloud-based Building Informa-
tion Systems (BISs) have begun to surface which aug-
ment the BAS stack by adding a continuous and on-
demand online analytics / informational layer. These

systems are invaluable as they enable Fault Detection
and Diagnostics (FDD), energy monitoring, continu-
ous commissioning, and other supportive tasks in the
building management process.

In this work, the requirements and challenges of de-
veloping building information analysis platforms are
examined. A case-study is evaluated where monitor-
ing and analysis of building data is presented uti-
lizing simulations running on cloud-based systems.
The software stack utilizes a variety of open-source
database / data warehouse technologies for scal-
able storage with performant querying of raw data
and aggregates. Additionally, open-source computing
frameworks enable simulation environments which
can be executed on-demand and at low per-unit com-
pute cost. These tools enable an intuitive develop-
ment environment for creating maintainable applica-
tions. When combined with a web application in-
terface, the confluence of these technologies allow for
a scalable BIS that can integrate data from multi-
ple building portfolios and is extensible to support
new data sources and applications. The goal of this
paper is to present usage patterns to motivate more
widespread adoption of these tools within the com-
munity of building analysts.

Background

A BIS generates and stores multiple types of data
ranging from HVAC or lighting sensor, energy meter,
occupancy or security video data to tenant billing,
utility bills, building schedules or mechanical draw-
ings. Facilities need easy access to this data for mul-
tiple operations such as maintenance, management,
billing or security. However, the personnel can’t an-
alyze in its entirety, the raw dataset generated by a
BIS. Building operators will focus their analysis ef-
forts on only key areas. For example, the biggest in-
efficiencies and largest savings opportunities are often
located at the central plant level (Air Handling Units
(AHUs), chillers, cooling towers, boilers, etc.). Mod-
ern computers through their repetitive task handling
capabilities and compute power can help reduce vari-
ous building inefficiencies via a combination of build-
ing simulation, continuous commissioning and Auto-
mated Fault Detection and Diagnostics (AFDD).

A wide variety of analysis and simulations can be de-
composed into at least three tasks: raw data man-
agement, computation and visualization. They are at
their core, data related jobs. Other fields, in partic-
ular software engineering, have been looking at how
to solve these tasks as well and overcoming their in-
herent issues. In this field, a concept known as clean
architecture (Martin (2017)) is used to improve the
efficiency of various systems. Figure 1 shows the
clean architecture concept as well as the main ele-
ments found in each layer. Layers are independent
from each other and the dependencies between lay-
ers can only move inwards. Moreover the inner layers
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close to the core are generic and unlikely to be modi-
fied while the outer layers are very specific and prone
to changes. By using software as inspiration for solv-
ing the challenges of building simulation, it could be
possible to improve buildings’ efficiency.
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Figure 1: Clean architecture concept. Parallelism be-
tween software architecture and building simulation
can be drawn to increase buildings’ efficiency through
continuous commissioning, building simulation and
Automated Fault Detection and Diagnostics (AFDD).

Multiple people can be in charge of maintaining each
data set as well as owning them. This results in
data being siloed within a company’s service or ex-
ternal ones. Data silos can create inefficiencies in
how data is shared across members often due to the
tools used such as email, public cloud-storage solu-
tions, thumb-drives or even paper for in-person meet-
ings. They also have the tendency to create heteroge-
neous storage solution both in terms of data formats
or accessibility. Finally, data can be at a security
risk due to where and how it is stored, accessed and
shared. Using Application Programming Interfaces
(APIs) and/or standard data formats can improve the
efficiency and security of such system when accessing
or sharing data between applications, infrastructures
or devices remotely.

Data generated by the BAS is often stored on-premise
at each building. Institutions which have to deal with
numerous buildings have nonetheless started central-
izing their data at a specific location for remote build-
ing control and operations. In these cases, propri-
etary software is often used to collect, store and dis-
play data making interoperability with other soft-
ware architectures often tied to hefty licensing fees for
drivers. However, some international standards and
data collection tools have emerged easing this pro-
cess such as the BACnet protocol (ASHRAE (2016))

in 2003, the VOLTTRON platform (VOLTTRON
(2019)) or Project Haystack (Project Haystack Cor-
poration (2019)) both in 2014. Moreover, using open-
source data storage solutions in combination with a
centralized data store (at the same location or within
the same network) can enhance the interoperabil-
ity with other companies and software architectures
alongside tightening its security.

Analysis of this accumulated data can be added to
the BIS providing another layer of insight into a spe-
cific building or portfolio. The challenges are more
significant when you have to provide results for an
entire portfolio, since buildings within the same in-
stitution can have many different designs and opera-
tion requirements. This is especially true in the case
of commercial real-estate corporations where selling,
buying and constructing new buildings and having a
wide variety of tenants is common practice. Simu-
lation and analysis need to be agnostic of buildings’
equipment in order to scale with the portfolio easily.
This also applies to the storage solution which needs
to handle fluctuations in the portfolio’s size and in
the types and sources of data being generated.

When looking at continuous commissioning and/or
AFDD, simulation runtime over an entire portfolio
can exceed tens of minutes even hours. This creates
an issue where a lot of time is spent waiting on results
that might not be satisfactory, especially during the
analysis tuning phase. To reduce it, scaling the pro-
cessing power can prove very costly on-premise due to
the requirements of server-grade components and in-
stallations. Moreover, depending on the tools used, it
cannot be done cost-effectively due to software license
limitations. Cloud-based solutions with Open-Source
Software (OSS) can offer a cost and performance ad-
vantage over on-premise installations. Additionally,
using the cloud and its technologies can boost pro-
ductivity and security through near 24/7 availability
while tools such as containers allow easy deployment
of new features and updates.

Finally, building inefficiencies could not be solved
without proper communication between the appro-
priate parties. The need to share meaningful infor-
mation efficiently becomes prominent. Internet and
the technologies that resulted from its use as a fast,
efficient and universal means of communication can
help solve this problem. Researchers and data scien-
tists can benefits from these cloud and Web technolo-
gies towards a clean research initiative encouraging
a collaborative work environment. Their work can
be shared online alongside visualizations and repro-
duced easily, increasing transparency and validation
by other scientists.
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Cloud and Open Source Technologies

Cloud Technologies

Cloud computing is defined as a paradigm for en-
abling network access to a scalable and elastic pool
of shareable physical or virtual resources with self-
service provisioning and administration on-demand
(ISO (2014)). Cloud computing services are delivered
using 3 different models or capability types:

• Software-as-a-Service (SaaS)
or Application Capability Type (ACT)

• Platform-as-a-Service (PaaS)
or Platform Capability Type (PCT)

• Infrastructure-as-a-Service (IaaS)
or Infrastructure Capability Type (ICT)

We are going to focus our interests on the PaaS
model which allows the deployment of applications
and configuration settings to the cloud infrastructure
deployed by providers which can be public such as
Google Cloud Platform, Amazon Web Services, Mi-
crosoft Azure, Salesforce’s Heroku or private.

Building simulations and information systems can be
developed locally and then deployed to the cloud.
Two competing approaches allow such use case as il-
lustrated in Figure 2.

Bins/Libs

App C

Bins/Libs

App B

Bins/Libs

App A

Infrastructure

Host OS

Container Engine

Container

Guest OS

Bins/Libs

App C

Guest OS

Bins/Libs

App B

Guest OS

Bins/Libs

App A

Hypervisor

Infrastructure

VM

Figure 2: Two competing approaches towards de-
ploying workflows such as simulation in the cloud
while offering local development capabilities: contain-
ers versus Virtual Machines (VMs). The application
requires in both cases its dependencies (binaries and
libraries). The differences lie within the interaction
of the application and the resources such as the Op-
erating System (OS) and infrastructure.

The first and most common is to use Virtual Machines
(VMs) which are environments created by the simu-
lation of the software and/or hardware upon which
other software runs (NIST (2011)). This allows the
deployment of workflows already present on Personal
Computers (PCs) to the cloud. The second one is us-
ing containers, a method for packaging and securely
running an application within an application virtu-
alization environment. By inferring constraints, con-
tainers are lighter, more efficient and easier to de-
velop and deploy than VMs. Container technology
have been gaining traction over the past decade with
open-source implementations such as Docker or the
Open Container Initiative (OCI) and availability on
several Cloud Service Providers (CSPs).

With a Docker implementation, the application’s
code and its dependencies are packaged into what is
called an image. Images are read-only, often based on
other images such as “ubuntu” and then customized.
An image can be resumed to a set of instructions to
build it – called a Dockerfile. Images can be uploaded
to public or private registries as well, making them
easy to share with others.

A container is an instance of an image so multiple
copies of an image can be run at the same time,
with different environment variables, making them
suitable for scalable software stacks or infrastructure
based on resources or demand. They could be used
for sensitivity analysis for example.

Cloud computing, with its pay-as-you-go model can
offer great cost benefits due to its monitoring and
scalability capabilities. Since most services are billed
hourly or monthly, running simulation in the cloud
can become cost and time efficient compared to on-
premise simulation when they require variable com-
pute power. CSPs offer server-grade hardware which
enables a variety of instance types that can be tai-
lored for variable use-cases such as compute, mem-
ory or graphics-accelerated workloads. For example a
practitioner can get a memory optimized instance de-
livering large amounts of memory while not paying for
unused compute power. As such, it has been shown
that running large-scale (over 1 million) EnergyPlus-
based building simulations on cloud instances versus
on-premise can yield runtime reduction of 95% for a
cost less than 2 500$ (Richman et al. (2014)).

Open Source Technologies

Open-Source Software (OSS) is software distributed
under a license which at minima gives free access to
its source code and allows modifications and redistri-
bution without additional permissions (Open Source
Initiative (2019)). OSS has been growing exponen-
tially since the 1990s (Deshpande and Riehle (2008))
and has many advantages such as low costs, flexibility,
reliability, quality & security through their commu-
nities, freedom, and transparency (Odun-Ayo et al.
(2018), Morgan and Finnegan (2007)). On the other
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Table 1: List of popular Open-Source Software (OSS) usable towards executing specific tasks or applications.
Application Description Example of OSS

Relational Databases
Database type used for storing and reading
data with a known schema. Data is queried
through SQL

MySQL, PostgreSQL and
SQLite

Containerization
Containers are used to deploy packaged ap-
plications locally or in the cloud

Docker and Kuberneties

Data visualization
Libraries used to plot and visualize data.
They can offer support for various program-
ming languages via interfaces

D3 and Plotly

Distributed SQL Query Engines
Software that enables fast query of heteroge-
nous data and very large data sets (TB+)

Hive, Presto and Spark

File Formats Data containers based on files Avro, CSV and Parquet

Web Frameworks*
Frameworks enabling rapid development of
web interfaces.

Django and Flask

*This paper focuses on Python but many frameworks are available in others languages.

hand, there are drawbacks to OSS such as lack of ex-
tensive support or not being as user-friendly as com-
mercial solutions (Morgan and Finnegan (2007)).

OSS can be found in various applications. Table 1
offers a listing of popular OSS that are used in the
cloud industry for a specific application such as data
storage.

BIS Case Study

Through this Building Information System case
study, we will dive into three steps of the whole in-
frastructure: data collection and storage, simulation
environment and finally User Interface and visualiza-
tion.

Data Collection and Storage

Sharing raw data generated by a BAS has been chal-
lenging due to proprietary protocols and security con-
siderations. This issue is mitigated by the growing
adoptions of the BACnet protocol, developed by the
American Society of Heating, Refrigerating and Air-
Conditioning Engineers (ASHRAE) in the 1990s and
now an ISO standard. Additionally its use over com-
patible data link and physical layers such as IPv4 over
Ethernet allows fast setup of Data Acquisition Units
(DAUs) in conjunction with OSS such as VOLT-
TRON. DAUs enable Data Acquisition (DAQ) at reg-
ular intervals (5-min interval for most cases) and shar-
ing data to a cloud storage solution through a se-
cured connection. IT security considerations are still
present which can require the use of VPNs or proxies.

A cloud storage solution, known as Facts Service,
has been developed using the Python programming
language, the Flask micro web framework to han-
dle HTTPS requests and the PostgreSQL relational
database (PostgreSQL Global Development Group
(2019)) to store metadata. The Python code and its
dependencies are packaged in a Docker container to
enable fast and consistent deployment on the cloud
platform.

Simulation often relies on files to store data such
as CSVs. Querying data is not easy unless the en-
tire dataset is stored into memory, making it im-
practical for large datasets. Moving to a cloud re-
lational database enabled remote and consistent ac-
cess to data. Using SQL, very large amount of data
is queryable quickly and efficiently. However as the
dataset kept growing so were the costs. A solu-
tion was to move back to files using the open-source
columnar data storage format known as Apache Par-
quet (Apache Software Foundation (2019)). Parquet
supports very efficient compression allowing small
file sizes compared to CSV or PostgreSQL table as
demonstrated in Figure 3. These files can then be
stored on key-object stores such as Amazon’s S3 at
one fifth the cost of cloud database storage. Com-
bined with distributed SQL query engines such as
Presto, data can still be queried using SQL while
keeping the cost down. This approach gives the best
of both worlds with minimized downsides such as con-
sistent reads.
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Figure 3: Storage utilization comparison of 2 data file
formats and 1 database table format: Comma Sepa-
rated Values (CSV), Parquet and PostgreSQL table.
All stores contain 14 818 630 records of building data
consisting each of an id, a timestamp and a float.
Parquet file format offers in this example a 50x com-
pression ratio against the CSV file format.
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Table 2: Pros and Cons of different data storage solutions.
CSV PostgreSQL Presto with Parquet

Pros

- Great read performance
(especially on small datasets)
- Available as export format
of many software

- Query language built-in
- Fast lookup of data within
table (SELECT operation)
- Consistent data access speed

- Query language built-in
- Small dataset storage footprint
- Distributed system handling
large datasets

Cons

- External libraries needed to
support queries
- Files have to be loaded into
memory to be queryable

- Expensive due to large
dataset storage footprint

- Inconsistent data access speed
- Slow access on small datasets

Most CSPs offer fully managed instances for
databases, map-reduce clusters or key-object stores
allowing the developer to focus on using these cloud
technologies while not having to worry about main-
tenance nor setup.

Each storage solution offers its own set of pros and
cons as shown in Table 2. CSV files are easy to work
with and implement since they are the de-facto export
format for data in many software solutions. However,
due to their underlying nature, they do not offer a
native query language nor support for various com-
pression schemes. PostgreSQL and other relational
databases offer often fast lookup of data due to the
use of indexes, are consistent at the expense of being
very costly to operate with large amounts of data. Fi-
nally Presto using the Parquet file format, offers low
operation costs due to its distributed nature and com-
pressed dataset but reads are not consistent which can
be an issue for visualization and UI.
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Figure 4: Time to select a month (14 818 630
records), a day (462 119 records) within a month and
a day of building data using CSV, PostgreSQL and
Presto with Parquet on the same instance type (AWS
m4.large, 2 virtual CPUs and 8 GB of RAM).

Overall, distributed SQL query engines should be re-
served for processing of large datasets and simulation,
relational databases for storage of results meant to be
visualized rapidly, and CSV files for prototyping on
small datasets. As shown in Figure 4, the time to
query building data can widely vary depending on

the task at hand such as accessing large and small
datasets or querying a subset of data within a larger
dataset.

Simulation environment

Analysis of time-series building performance data
is executed using an internal simulation environ-
ment known as PyRithm. PyRithm is a software
for AFDD. The environment is based on analy-
sis and modeling techniques previously presented in
Georgescu et al. (2017), Nesztler et al. (2016) and Lit-
tooy et al. (2016). Essentially, sensors from a real or
simulated building are modeled against a metadata
schema (Balaji et al. (2016)) enabling common de-
scriptors to be applied across a wide range of building
HVAC system hierarchies. These descriptors enable
a system of equations to be realized that describes
diagnostics of the simulated building system. These
diagnostics are applied based on the metadata schema
types so diagnostics are not equipment or system type
specific, but are agglomerative based on the measure-
ments available on a simulated equipment or device.
Measurements used include data from actuators (e.g.
dampers, heating / cooling coils), sensors (e.g. tem-
perature, pressure, flows), and control system signals
(e.g. status / modes, schedules, alarms).

The execution of simulations is orchestrated using
Docker containers. The source code of the software,
and its dependencies, are stored in an image, and
for each simulation, a container is instantiated. An
advantage of this workflow is that it enables the ap-
plication to be executed in a computational environ-
ment that is portable to other machines also running
the container engine. In a numerical computing set-
ting, this approach offers the benefit to practitioners
of being able to reproduce the runtime of applications
(or simulations) to any other computer running the
container engine. Thus, experiments can be devel-
oped on one’s local machine and distributed to other
researchers or executed in other environments that
have more powerful computational resources.

Even if cloud platforms enable scalable infrastruc-
tures that local ones often can’t match, some indi-
vidual tasks can have quicker runtimes locally due to
the differences in the underlying hardware infrastruc-
ture such as CPU or RAM clock speeds, networking
or microarchitectures. Figure 5 shows that the same
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Docker container simulation task running locally on a
laptop can execute faster than on the cloud using the
equivalent allocated resources (2 virtual CPUs and 4
GB of RAM).

Local Cloud (AWS)
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Figure 5: Runtime of building simulation software
for a day of building data running locally and on
the Cloud (AWS t3.medium) using Docker contain-
ers with 2 virtual CPUs and 4GB of RAM allocated.

User Interface and Visualization

When running software in the cloud, multiple inter-
faces are available to interact with it such as an User
Interface (UI) or a Command Line Interface (CLI).
However to reduce the barrier of entry, an UI is bet-
ter suited due to its ergonomics. This interface needs
also to be accessible remotely on as much platforms
as possible. A solution resides in designing a website
mimicking a local application, allowing anyone with
an Internet connection to do work through a Web
browser.

A web interface was designed to support many as-
pects of building simulations such as raw data and
simulation arguments management; raw data and re-
sults visualization; and simulation remote execution
and scheduling through an ergonomic UI with tailored
micro-services.

Coming from a data scientist and engineer back-
ground, the development of this interface, internally
known as Platform, needed to use as many tools as
possible known by all parties. That is why it was de-
veloped in Python using the open-source and popular
Django web framework.

Data visualization is handled with tables and/or Web
plotting libraries such as Plotly, D3 or Chart.js al-
lowing support for a wide variety of visualizations.
Also libraries such as Plotly can provide interfaces in
many languages such as Python, Matlab or R allow-
ing a smooth transition between existing workflows
and web interfaces.

Overall, a web interface creates a collaborative work
environment where anyone involved in a project can
bring their own expertise. It can bring together exist-
ing processes and workflows together enabling the use
of the application from anywhere in the world. For re-
searchers, it offers the ability to easily share work and
results in an efficient manner while being accessible

to other researchers for validation and transparency
purposes. Moreover, a web application in combina-
tion with containers can enable a very high degree
of reproducibility of the work since all simulation pa-
rameters can be accessible within the interface. This
reproducibility can help the community move towards
a clean research initiative encouraging researchers be-
coming better scientists.

Finally, cloud technologies are often based on open
standards enabling interoperability between current
and future software making the time developing the
simulation software a sound investment.

Conclusion

In this paper, frameworks, services, and the offerings
of Cloud Service Providers (CSPs) are described as
they relate to developing a software stack which can
utilize these technologies for efficient compute, stor-
age, and visualization or UI.

These tools can enable software architectures for the
building simulation community in that they (1) en-
able work to be reproducible in different comput-
ing environments thus allowing work to be more dis-
tributable to other researchers, (2) allow scalability
in that additional resources can be provisioned as a
needed, (3) are, on a per unit work basis, often less ex-
pensive compared to a locally managed environment.

The goal of this paper is to raise a discourse on how
these technologies can be implemented in the building
simulation community. A practitioner doesn’t need to
apply all techniques described to realize some benefit.
In many cases, only small changes need to be made.
The following best-practices can be applied to many
projects with minimal modification of existing appli-
cations: (1) the use of Docker/containerization to de-
couple their application from specific configuration of
the host machine. (2) the adoption of D3, Plotly, or
some other Javascript based visualization framework
so that figures and graphs are HTML-native and thus
compatible across multiple platforms.

With these recommendations, there is of course a bal-
ance to maintain between an application being dis-
tributable, ease of development, and the lifespan of
a project. These considerations exist on a project by
project basis. It is foreseeable though that, as cloud
managed services become more refined, and technolo-
gies such as IoT become more ubiquitous, the adop-
tion of cloud technologies may be more of a require-
ment. A great potential of CSPs is that they provide
a platform to work with building simulations, virtual
devices, and physical infrastructure/devices within a
single context.
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