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Abstract

The conventional controllers for building energy man-
agement have shown significant room for improve-
ment, and disagree with the superb developments
in state-of-the-art technologies like machine learn-
ing. This paper describes an OpenAI-Gym en-
vironment for the BOPTEST framework to rigor-
ously benchmark different reinforcement learning al-
gorithms among themselves and against other con-
trollers (e.g. model predictive control) by building
simulation. The design philosophy of the environ-
ment and its different features are introduced. Fi-
nally, the environment is demonstrated in one emula-
tor building model to train a reinforcement learning
algorithm and compare it against a classical control
logic.

Key Innovations

This paper:

• Introduces an OpenAI-Gym environment that
enables the interaction with a set of physics-
based and highly detailed emulator building
models to implement and assess reinforcement
learning for the application of building climate
control and demand response.

• Demonstrates the functionality of the framework
by implementing and evaluating a state-of-the-
art reinforcement learning algorithm to one of
the building emulator models.

Practical Implications

This work fosters a novel interface that bridges the
gap between the latest innovations of machine learn-
ing and the field of building energy management. The
presented environment can be used to assess the per-
formance of reinforcement learning algorithms when
implemented in detailed and reliable building emula-
tor models.

Introduction

Building acclimatization of indoor spaces accounts for
15% of the world final energy use (IEA, 2019). The
heating, ventilation and air conditioning (HVAC) sys-

tems used in buildings are typically driven by very ba-
sic, reactive controllers. More advanced controllers,
like model predictive control (MPC) or reinforcement
learning (RL) can substantially enhance energy effi-
ciency while maintaining, or even improving, indoor
thermal comfort (Drgoňa et al., 2020). However, their
penetration within the building industry is rather lim-
ited and their performance assessment is still an ongo-
ing effort that requires benchmarking and maturity of
these algorithms. The manifest improvement of ma-
chine learning techniques during the last decades has
broadened the application of these methods to a wide
variety of fields. RL is a category of machine learning
algorithms where an agent interacts with an environ-
ment aiming to maximize a cumulative reward.

RL has powerful advantages that makes these ad-
vanced controllers particularly suitable for building
energy management. Among them: their possibility
to naturally adapt to their environment, the capabil-
ity to introduce human feedback into their logic, or
their generalizability through transfer learning. De-
spite these achievements and promising capabilities,
RL still faces significant challenges for its practical
implementation (Dulac-Arnold et al., 2019), specifi-
cally for continuous complex systems, as in the case
of buildings. These challenges mainly relate to the so-
called sample efficiency, i.e. the agent’s convergence
speed per number of interactions with the environ-
ment. The curse of dimensionality is another well
known burden in RL that refers to the exponential
growth in learning complexity with the dimension of
the state and action spaces.

The goal of this work is to introduce a simulation en-
vironment to assess RL algorithms using detailed and
reliable building models. The intention is to encour-
age controller developers, especially those from the
machine learning community, to test their controllers
and investigate how to overcome the aforementioned
serious challenges of RL for building climate control.

This paper is organized as follows: first, the Back-
ground section provides context and explains key con-
cepts related to this work. Second, the Gym environ-
ment is explained in the Environment description sec-
tion. Third, the environment is demonstrated in the
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Application example section. Finally, conclusions are
drawn and suggestions for further research are given.

Background

BOPTEST and OpenAI-Gym

The Building Optimization Testing (BOPTEST)
framework (Blum et al., 2019), set up within IBPSA
Project 1, is a simulation framework to facilitate
the evaluation and benchmarking of advanced con-
trollers in buildings. The framework consists of three
main components: (1) A set of detailed and reliable
physics-based Modelica building models. These mod-
els incorporate a baseline controller representative of
each building type. (2) A module for the computa-
tion of common key performance indicators (KPIs)
for the evaluation of advanced controllers that are
plugged to any of the building models of the frame-
work. And (3) a software platform to manage sim-
ulation test cases and to handle the data exchange
between the model and the external controller. The
latter is accomplished through an clear API based
on http Rest requests to read (e.g. retrieve measure-
ments) and overwrite (e.g. send actions) by a con-
troller implemented externally to the emulator using
any scripting language that supports the Rest stan-
dard.

An important effort has been made to ensure reliabil-
ity of the emulator building models as well as repeata-
bility of the simulation runs. For that, the Docker
technology is used to containerize the building mod-
els and all their dependencies, which include not only
the external data (e.g. weather data), but also the
required software modules and libraries to run the
simulations. At the time of writing, the BOPTEST
framework is under development and hosting three
single-zone building emulators, though it is being ex-
tended with multi-zone buildings.

Likewise, OpenAI-Gym (Brockman et al., 2016) is a
software package that gathers a collection of tasks
called environments with a unique interface to con-
trol all of them. This unique interface is a key fea-
ture in the software package, and has given raise to a
standard on the format that RL agents are developed
and treated, independently of their internal function-
ing. The OpenAI-Gym philosophy heavily relies on
the episodic aspect of RL, i.e. the agent’s history is
broken down into a series of experiences that may be
of variable length. The agent interacts with the en-
vironment until it reaches a terminal state when the
episode is finished. The goal is to maximize the total
cumulative reward per episode.

On the one hand, the OpenAI-Gym framework exclu-
sively offers environments, without RL agents of any
kind. The objective is to encourage RL developers to
test and benchmark their algorithms in the same set
of environments to allow fair comparisons. On the
other hand, BOPTEST is a simulation framework

that provides a specific environment for the assess-
ment of advanced controllers of thermal systems in
buildings. The natural match between OpenAI-Gym
and BOPTEST is clear and is formalized through the
work described in this paper.

Basic concepts of reinforcement learning

RL (Sutton and Barto, 2018) is a category of ma-
chine learning algorithms that aims to learn an opti-
mal control policy from the direct interaction of an
agent (controller) and an environment (system). The
agent performs empirical learning and decides on ac-
tions to drive the environment towards favorable tra-
jectories according to a predefined reward function.

Therefore, RL solves sequential decision making prob-
lems that are formalized as Markov decision processes
(MDP). In a MDP, the agent and the environment in-
teract during a sequence of discrete time steps that
are indexed here as k = 0, 1, 2, ...,K, with K being
the terminal sample that could be K = ∞. Every
time step k the agent receives a representation of
the environment named state: Sk ∈ S, where S is
the state space. Upon receiving the state represen-
tation, the agent computes its control logic and in
turn sends back to the environment a control action
Ak ∈ A, where Ak is the most appropriate action
chosen from the action space A. One time step later,
the agent observes a new state from the environment
Sk+1 along with a scalar value indicating its reward
Rk+1 ∈ R ⊂ R. Notice that the reward Rk+1 is an
indicator of the agent’s performance when taking ac-
tion Ak from state Sk.

An agent’s policy π is a mapping from states to ac-
tions. Hence, π(a|s) represents the probability that
the agent will take action Ak = a when it finds itself
in state Sk = s. At each time step k, the policy should
maximize the expected cumulative return Gk which
is normally discounted with a discount rate γ ∈ [0, 1].
The cumulative discounted return is defined in Eq. 1.

Gk = Rk+1 + γRk+2 + γ2Rk+3 + ... =
∞∑
i=0

γiRk+i+1

(1)

The discount rate is used to avoid numerical issues
with cumulative returns in infinite trajectories and
determines the length of credit granted to rewards
delayed in time. The objective of all RL algorithms
is to determine how the agent’s policy π should evolve
in order to maximize the expected cumulative return
for each episode.

Previous applications of RL in buildings

RL has already attracted the attention of the building
control community since many years. The feasibility
and potential of its application for HVAC control has
been proven e.g. by Liu and Henze (2006). These
advanced controllers have gained particular popular-
ity for their application in a demand response set-
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ting. An extensive review for this application can
be found in (Vázquez-Canteli and Nagy, 2019). This
review is not limited to HVAC systems but also de-
mand response by charging of electric vehicles or ther-
mal energy storage. Their work emphasizes the need
to conduct further research on coordination meth-
ods of multi-agent systems, which has motivated the
CityLearn (Vázquez-Canteli et al., 2019) initiative
where a Gym environment is developed for demand
response scenarios at an urban scale. The CityLearn
framework is similar to the Gym environment envi-
sioned in this paper, although it is focused on flatten-
ing the net energy demand of a district, rather than
efficiently controlling a specific building. For this rea-
son, CityLearn only considers simplified reduced or-
der building models, whereas BOPTEST-Gym allows
testing against high-fidelity models.

At the building level Nagy et al. (2018) implemented
a deep RL agent for indoor space heating of a dwelling
using a simulation environment. Their algorithm
achieves cost savings in the order of 5-10%. However,
the simulator used for this assessment is a simple sec-
ond order building model. A more detailed simulation
model representing a residential building with heat
pump in Modelica is used by Peirelinck et al. (2018).
This work stands out for its careful definition of the
state representation, needed to capture the hidden
features from the partially observable system.

Practical application of RL algorithms in buildings re-
mains rather limited. The main reason is the involved
sample complexity. The simulation pre-training pe-
riods encountered in the literature are usually of the
order of several years and may need millions of steps
of interaction with the simulator model, as pointed
out by Chen et al. (2019). These long training pe-
riods are explained by the usually large state-action
spaces that are typical for building systems. This
kind of simulation-based RL has an additional risk
of overfitting as identified by Liu and Henze (2006).
The overfitting is caused by the simulation model mis-
match and requires long learning periods of actual
interaction with the plant to be amended. Nonethe-
less, Zhang and Lam (2018) successfully implemented
simulation-based RL in an actual building during
three months with 16.6% savings on heating demand.
For this task, the Gym-Eplus toolbox was developed
to wrap EnergyPlus simulation models around the
Gym interface.

A remarkable sample efficiency is achieved by Chen
et al. (2019) by using a novel algorithm named Gnu-
RL based on imitation learning and the recently
developed differentiable MPC policy (Amos et al.,
2019). This algorithm was tested for a period of three
weeks in a real conference room achieving savings of
16.7% in cooling demand while improving the indoor
comfort. Another successful application of RL for
real HVAC control is found in (Chen et al., 2019).

These authors implemented the control of 16 thermal
zones with substantial energy savings, most likely the
largest application to date.

These few successful real implementations of RL for
HVAC control bring hope to the adoption of this
technology in buildings. However, there is still a
clear need to investigate different techniques and un-
derstand the best practices for this particular ap-
plication. Jiménez (2021) has developed the Ener-
gym framework as a wrapper around building simu-
lation models to assess controller performance. How-
ever, this framework is focused on the comparison
of RL algorithms only, preventing to benchmark
these algorithms against other advanced controllers.
BOPTEST enables reliable, consistent and flexible
comparisons of building advanced controllers in gen-
eral. Therefore, we focus on developing a Gym inter-
face for the BOPTEST simulation framework to fa-
cilitate benchmarking and research of RL algorithms
for their application in building acclimatization.

Environment description

The BOPTEST-Gym environment is fully im-
plemented in Python and is being developed
at https://github.com/ibpsa/project1-boptest-gym.
The BOPTEST framework has a clear API, and the
OpenAI-Gym follows a strict convention on the meth-
ods to interface the environments. Therefore, the task
of developing an OpenAI-Gym environment for the
BOPTEST framework can be summarized as care-
fully defining the Gym methods for the BOPTEST
API. The user can access these Gym methods using
Python and provided there is a BOPTEST case run-
ning and listening to a network port. Currently, a
Docker desktop application is required to deploy a
BOPTEST case. However, there is an active devel-
opment to host this functionality as a web service,
so that no dependency other than Python will be re-
quired to use BOPTEST-Gym. The sequence dia-
gram of Figure 1 shows the main interactions among
the actors involved in training an RL agent with the
BOPTEST-Gym environment. This section describes
these interactions and motivates the main features of
the environment.

Environment initialization

All hyperparameters of the environment are initial-
ized when the environment is instantiated. Examples
are: the state space, the action space, the sampling
time, the forecasting period, and the maximum al-
lowed episode length. A particular hyperparameter
is the BOPTEST emulator case of choice, which is
indirectly set through the http address specified in
the environment, which will be used for interaction
with the emulator building model.

State space definition

Buildings are continuous systems and thus partially
observable environments, i.e. it is not possible to
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Figure 1: Sequence diagram for training an agent with
the BOPTEST-Gym environment.

fully characterize their actual state. Hence, the set
of agent’s observable variables needs to be carefully
defined to capture as much as possible the hidden
features of the environment. The selection of this
set of variables is a design choice and may vary from
one building to another, or even from one controller
developer to another. To this end, the BOPTEST-
Gym environment provides flexibility regarding the
variables that are to be included within the observed
state. A sanity check is performed to ensure that the
variables specified by the user belong either to the set
of measurements or to the set of forecasted variables
available from the BOPTEST emulator model.

The state of any building emulator consists of three
state components: (1) A time component St with e.g.
the number of seconds from the beginning of the week,
to capture a weekly schedule. (2) A measurement
component Sm with a subset (or all) measurements
available in the building, and possibly a regression of
these variables as well. And (3) an exogenous com-
ponent Sg including any kind of boundary condition
data to the building system, like day-ahead electric-
ity prices, ambient temperature, solar irradiation or
temperature set-points. The exogenous component
can be extended with the forecast of its variables in
order to anticipate to upcoming events.

The time component has dimension |St| = nt. The
measurement component has dimension |Sm| = nm ·
(1 + nr) with nm the number of measurements and
nr the number of regressive steps for each measure-
ment. Finally, the exogenous component has dimen-
sion |Sg| = ng · (1 + nf ) with ng the number of
exogenous variables and nf the number of forecast-
ing steps. The number of regressive steps nr is the
number of look-back time steps used to extend the
state with past observations of the measurement vari-
ables. The number of forecasting steps nf is the

number of look-ahead time steps used to extend the
state with forecast observations of the exogenous vari-
ables. Therefore, the state space is defined from the
set: S = {St, Sm, Sg}, and has a total dimension of
|S| = nt + nm · (1 + nr) + ng · (1 + nf ). Both, regres-
sive and forecasting variables may be used together
for the representation of the state, but it should be
noted that longer learning periods are expected for
larger dimensions of the state space.

Action space definition

The action space is defined based on any subset of in-
puts available to the emulator building model. These
can be either building set-points, like zone operative
temperature set-points, or lower level actuator sig-
nals, like heat pump modulating signal or a pump
stage. Once defined, the environment will overwrite
that subset of input signals with the action values
computed by the agent’s policy every time step. No-
tice that only the subset of inputs specified in the
action space are overwritten. The inputs that are not
overwritten are set by the in-place baseline controller
of the building model.

The action space has dimension |A| = na. Although
the definition of the action space is usually less arbi-
trary than the definition of the state space, it is still
convenient to recall that longer learning periods are
also expected for larger action space dimensions.

Discretization

Since buildings are complex and continuous systems
the state and action spaces can easily grow in size.
For these cases it may be convenient to simplify their
representation through discretization. Hence, the en-
vironment also facilitates the functionality to trans-
form the state and/or action spaces from continuous
variables into discrete ranges of values to simplify
their representation. These ranges or bins are defined
from the boundary values of each variable (state or
action) as a discrete set of possible values that can be
used to represent that variable.

Normalization

The function approximators used to represent poli-
cies works better when using a standard scale. Ad-
ditionally, many RL algorithms rely on a Gaussian
distribution for continuous actions. Therefore, nor-
malizing states and actions to have zero mean and
a standard deviation of 1 normally benefits agent’s
learning, which has motivated the implementation of
a functionality for normalization as well. Notice that
normalization happens through a wrapper around the
Gym environment so that the agent sees the normal-
ized variables whereas internally in the environment
these values are naturally re-scaled.

The reset method

The reset method is an essential component for any
Gym environment. This method is called at the be-
ginning of every episode to return the environment
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to a logical initial state. In this case, the building
emulator model is initialized during a period of time
specified by the user. The BOPTEST initialize re-
quest simulates the model during this period of time
and returns the measurement at the end of the initial-
ization period. These values are filtered and possibly
extended (e.g. with forecast of boundary condition
data, if required) to obtain the right format of the
state as specified at initialization.

Other variables of the environment are also initialized
upon calling the reset method. An example is the
initial time of the episode which may be fixed or ran-
domly allocated throughout the yearly period. Notice
that the BOPTEST framework is currently limited to
one year simulation data since its underlying models
rely on TMY3 yearly weather data files. Excluding
periods can be set to prevent the generated episodes
to overlap with these periods. The purpose is to leave
these periods completely unexplored by the learning
agent so that these can later be used for testing and
evaluation.

The step method

The step method is the second main required com-
ponent for any OpenAI-Gym interface. It is called
every time step to take the action computed by the
agent, overwrite the building inputs with the vec-
tor of action values and advance the building sim-
ulation model during one time step period using the
BOPTEST advance request call. After the time step
simulation is done, this method returns the observa-
tions at the end of the step and the obtained step
reward, and a signal indicating whether the episode
is finished or not.

Therefore, this method contains the core functional-
ity of the environment and involves several functions
that are defined more in detail hereafter, since each
deserves particular attention.

Definition of the reward function

Reward shaping is a critical task when training any
RL agent, see e.g. (Peng et al., 2018). An informative
reward function may well facilitate the learning of an
agent, whereas a sparse function may substantially
decrease its sample efficiency or could even lead the
agent to never learning a meaningful policy.

Building systems are particularly challenging in this
regard for different reasons. First, they are partially
observable systems where only a small portion from
the environment is seen by the agent. Second, it ad-
dresses a multi-objective problem where cost and dis-
comfort need to be carefully balanced. Finally, when
thermal inertia is large, the relatively slow thermal
response may cause a delayed reward problem which
has shown to be a major issue for training conver-
gence and hyperparameter tuning (Zhang and Lam,
2018).

A default reward function has been implemented in

the compute reward method of the BOPTEST-Gym
environment. This default formulation is derived
from the multi-objective function that is typically
used in an MPC control setting for the same appli-
cation, see e.g (De Coninck and Helsen, 2016; Širokỳ
et al., 2011; Arroyo et al., 2018). This classical for-
mulation of the objective function at a certain time
tk is shown in Eq. 2.

J(tk) =
∑
j∈ξ

∫ tk

t=t0

λτj (t)Pj(t)dt+ w
∑
z∈Z

∫ tk

t=t0

δz(t)dt

(2)

This expression balances two competing objective el-
ements to be minimized : the operational cost (first
term) and the thermal discomfort (second term), the
latter being weighted with a tuning parameter w. The
operational cost accounts for the set ξ of all equip-
ment elements in the building that use energy. The
instantaneous power of each equipment j is expressed
as Pj , and λτj is the price profile for the resource (e.g.
electricity or gas) associated to equipment j and fol-
lowing a tariff τ . The thermal discomfort accounts for
the set Z of all conditioned zones in the building. The
instantaneous temperature deviation of each zone z
from its assigned comfort range is expressed as δz,
which is defined to be always positive independently
of whether it is caused by overheating or underheat-
ing.

The default reward is computed as the negated in-
crease in this objective integrand function, as shown
in Eq. 3. The objective integrand is initialized to 0
at the beginning of each episode, i.e. J(t0) = 0.

Rk+1 = −(J(tk+1)− J(tk)) (3)

The main motivation to derive the reward from the
classical objective integrand function is the conve-
nience of using the KPI calculator module from
the BOPTEST framework. Most of the formula-
tion complexity conveniently remains internal to the
BOPTEST framework, avoiding the user the cum-
bersome task of identifying, integrating and aggre-
gating all sources of energy use and discomfort. The
compute reward method can be overwritten such
that users can define their own reward functions.
Still, it is strongly recommended to use the so-called
core KPIs facilitated by the BOPTEST interface,
which is not limited to operational cost and discom-
fort, but includes others like CO2 emissions, energy
use or indoor air quality.

A strict requirement for any reward definition ap-
proach is to use reasonable computation resources
since the reward needs to be recomputed every time
step during training. A considerable effort has been
carried out within the BOPTEST project to maintain
the computation time of the KPI calculator module
independent of the simulation time.
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Episode definition

An episode is a single trajectory of experience from
the interaction between the agent and the environ-
ment. The choice of a condition for episode termina-
tion is not trivial. The episode length can be dynamic
and the compute done method may be overwritten by
the user to define any terminal condition, similarly
to the compute reward method. Early termination
may be interesting to discourage undesirable behav-
ior and to bias the data distribution of experiences
towards a more interesting data distribution of the
task at hand (Peng et al., 2018). However, even if the
episode length is dynamic, a maximum episode length
needs always to be defined at initialization to avoid
overlap of the episodes with the excluding periods
that need to remain unexplored for testing. A max-
imum episode length from a few hours to one week
may be a typical choice for the application of building
energy management. Longer prediction horizons do
not bring any added value in practice because of the
forecasting errors. Notice that the maximum episode
length is equivalent to the fixed prediction horizon of
other advanced controllers like MPC, which is nor-
mally finite.

Application example

Test case description

A test case example is used to illustrate the core func-
tionality of the presented framework. The case con-
sidered is the single-zone residential hydronic building
emulator from BOPTEST, representing a residential
dwelling for a family of five members. The building
envelope model is based on the IEA BESTEST case
900 building (Judkoff and Neymark, 1995). The mod-
eled building uses an air-to-water modulating heat
pump of 15 kW as heat production system and floor
heating as emission system. The heat-pump model
parameters are obtained by calibration of the heat
pump model to manufacturer performance data fol-
lowing the process explained by Cimmino and Wetter
(2017).

The building baseline controller is based on a PI logic
that reads the zone operative temperature and acts on
the heat pump compressor frequency to maintain the
building within a comfort range that follows a weekly
schedule. All other equipment (fan for the heat pump
evaporator circuit and floor heating emission system
pump) are slaves of the heat pump operation.

Environment definition

The action space is decided to be A = {uHP }, with
uHP ∈ [0, 1] the heat pump modulation signal. Many
variables can be chosen to belong to the state space
representation. Examples of logical choices are the
time of the week tw, the zone operative tempera-
ture Tz, the lower and upper temperature bounds
delimiting the comfort range Tl, Tu or the price sig-
nal λτ . Different cases are considered for the sake

of comparison and to illustrate how BOPTEST and
its Gym environment can be used to benchmark RL
algorithms. The summary of considered state space
choices is shown in Table 1, where a 3 symbol in-
dicates that the observation is included in the state
space and a 7 symbol indicates that it is excluded.
Recall that nf is the number of look-ahead steps used
in the forecast of exogenous variables, and |S| is the
total dimension of the state representation.

Table 1: Considered state space representations of in-
creasing complexity; nf indicates the number of fore-
casting steps of each exogenous variable and |S| the
final dimension of the state space in each case.

St Sm Sg
Case tw Tz λτ Tl Tu nf |S|
A 3 3 3 7 7 0 3
B 3 3 3 3 3 0 5
C 3 3 3 3 3 11 38

One day is used for both: the episode length and
the episode initialization warm-up period. The state
and action spaces are always normalized to [−1, 1].
The electricity price tariff is chosen to be the one
from the highly dynamic price scenario of BOPTEST,
for which the Belpex day-ahead prices from 2019 are
used. Perfect deterministic forecast is assumed to be
available for all exogenous variables when the consid-
ered state is predictive (case C). The reward is de-
rived from Eq. 2, and uses a weight w = 0.1 that has
been calibrated to show a fair trade-off between the
competing objectives: cost and discomfort.

Agent description and training

We implement an on-policy, simulation-based, ac-
tor critic RL algorithm. Particularly, the RL algo-
rithm implemented is the synchronous advantage ac-
tor critic (A2C) algorithm (Mnih et al., 2016). We
refer to (Hill et al., 2018) for its practical implemen-
tation. The choice of this RL algorithm is motivated
by its robustness to policy updates and its sample effi-
ciency, particularly critical for complex environments
like buildings.

Our main assumption is that a model of the building
is available for training. This is always the case when
off-line training of an RL algorithm is performed us-
ing a physics-based building simulator, e.g. (Liu and
Henze, 2006; Nagy et al., 2018). However, in this
case the same model is used for training and for val-
idation. This assumption can be mitigated by the
use of system identification or invoking pre-training
through behavior cloning. Since the objective of this
work is the illustration of the proposed framework,
we accept this approach and focus on the comparison
of different environment formulations.

A sampling time of 15 minutes is used and every train-
ing episode starts from a randomly allocated starting
time, with the Summer period excluded for training.
Special care is taken to not overlap training episodes
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Figure 2: KPIs for all considered representations of
the state space (cases: A, B, and C) and testing
periods (either February or November). Results are
shown for agents trained with either 2 · 105 or 1 · 106

interaction steps.

with the testing periods so that the agent is tested
with a set of boundary conditions that have never
been explored before. Finally, a discount factor of
γ = 0.99 is used, meaning that approximately 100
steps are accounted in the cumulative reward, the rest
being disregarded.

Two training periods are considered to study the im-
pact of the training data length on the agent’s perfor-
mance, these are: 2 · 105 and 1 · 106 interaction steps.
Each trained agent is validated in two testing periods
of two weeks each: the first two weeks of February
and the first two weeks of November.

Test case results

The KPIs at the end of each testing period can be con-
veniently fetched from the environment through the
get kpis call, which is an interface to the BOPTEST
request to get the core KPIs. The performance com-
parison is made here for total operational cost and
discomfort since those are the values that have been
used to define the reward.

Figure 2 summarizes the KPIs obtained for each en-
vironment case and testing periods. When trained
with 2 · 105 interaction steps, only in cases A and B
the RL algorithm outperforms the PI baseline con-
troller in terms of comfort during the test of Febru-
ary, but at a higher operational cost. The extension
of the state with forecast observations in case C does
not improve the performance. Contrarily, unaccept-
able levels of discomfort arise in this case. The poor
performance of the agent trained in case C is likely
due to its large state space representation, which may
require longer training periods.

When trained with 1·106 interaction steps, the agents
A and B more confidently outperform the baseline
controller. Agent C successes in reducing operational
cost, although still shows higher discomfort than the
baseline controller. This may be resolved with an

even longer training period or with a stronger penal-
ization of discomfort in Eq. 2.

Discussion

This work paves the way to rigorous research on RL
for its application to building climate control. Top-
ics that can be further investigated are: the most
effective type of RL algorithm, the most informa-
tive reward function, or the episode length definition
that yields the best sample efficiency. Additionally, a
comparison with other advanced controllers like MPC
shall be explored. The implementation of RL algo-
rithms in the BOPTEST-Gym environment may also
encourage transfer learning, i.e. policies learnt in the
simulation environment and shared across controller
developers could serve to warm-start policies in ac-
tual implementations.

Conclusion

This paper presents an OpenAI-Gym environment for
the BOPTEST framework to enable simulation, eval-
uation and benchmarking of RL algorithms for build-
ing energy management. The framework integrates
the main elements that are required by every Gym
environment, like the reset and step methods, along
with other useful features to conveniently implement
and evaluate state-of-the-art RL algorithms for build-
ing climate control.

The presented environment heavily relies on the al-
ready existing BOPTEST functionality and exploits
some of its core components like its API and its KPI
calculator module. Definition of the reward function,
possibly by the user, is especially taken care of.

Finally, a RL algorithm has been tuned, trained, im-
plemented and benchmarked for different hyperpa-
rameter settings of the BOPTEST-Gym environment
in order to demonstrate the capabilities of the frame-
work for evaluation and benchmarking.
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Z. Nagy (2019). CityLearn v1.0: An OpenAI Gym
environment for demand response with deep rein-
forcement learning. In Proceedings of the 6th ACM
International Conference on Systems for Energy-
Efficient Buildings, Cities, and Transportation,
BuildSys ’19, New York, USA, pp. 356–357. As-
sociation for Computing Machinery.

Vázquez-Canteli, J. R. and Z. Nagy (2019). Rein-
forcement learning for demand response: A review
of algorithms and modeling techniques. Applied
Energy 235, 1072 – 1089.

Zhang, Z. and K. Lam (2018). Practical implementa-
tion and evaluation of deep reinforcement learning
control for a radiant heating system. In Proceedings
from BuildSys ’18. Shenzen, China.

________________________________________________________________________________________________

________________________________________________________________________________________________ 
Proceedings of the 17th IBPSA Conference 
Bruges, Belgium, Sept. 1-3, 2021

 
182

 
 

https://doi.org/10.26868/25222708.2021.30380

https://github.com/hill-a/stable-baselines
https://github.com/hill-a/stable-baselines
https://github.com/jajimer/energym
https://github.com/jajimer/energym

	Background
	BOPTEST and OpenAI-Gym
	Basic concepts of reinforcement learning
	Previous applications of RL in buildings

	Environment description
	Environment initialization
	State space definition
	Action space definition
	Discretization
	Normalization
	The reset method
	The step method
	Definition of the reward function
	Episode definition
	Agent description and training




