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Abstract 

Data-driven models can be coupled with optimization 

algorithms to predict optimal setpoints for heating and 

cooling systems in large buildings. Informed by 

equipment thermodynamics, these models ingest 

available building data to infer building performance 

under a range of weather and control conditions and use 

this to develop an optimization strategy. This paper 

presents the development of these models using a case 

study building in ASHRAE CZ5. Initial results indicate 

savings up to 70% for heating applications can be 

achieved beyond standard outdoor air reset control 

without any physical changes to equipment, offering a 

low-cost, rapidly deployable solution to reduce building 

energy consumption and GHG emissions.  

 

Key Innovations 

• Simplified model predictive control achieved 

using inferred building loads 

• Rapid deployment enabled using online learning 

Practical Implications 

The climate crisis is driving an urgent need for building 

performance improvement. This approach provides a 

rapidly scalable, low-cost solution for reducing energy 

consumption in existing buildings. 

Introduction 

There is currently a global push toward reducing energy 

expenditure and emissions generation. Building energy 

consumption accounts for approximately 33%  of the 

world's emissions and has been identified as a critical 

focus for efforts to mitigate climate change (IPCC, 2014).  

Heating and cooling plants for mixed-use buildings are 

generally overdesigned in order to maintain thermal 

comfort under worst-case scenario operating conditions. 

Commissioning services generally aim to address this 

excessive practice by testing, balancing, and prescribing 

setpoints for equipment at various intervals after 

development is complete. Most mixed-use buildings are 

not provided with ongoing commissioning programs and 

have a series of operating setpoints developed during 

design and initial occupancy but are left unmonitored 

during extended building operation.  

Machine learning applications are rapidly advancing for 

model predictive control (MPC) and energy optimization. 

As computational power has increased, enhanced by 

scalable cloud storage solutions, these systems can be 

scaled through instantaneous data logging with 

integration to an analytics platform. As established in 

previous research (Gilani et al., 2019), traditional R-C 

models can be replaced with inferred load models, 

provided that sufficient data has been collected to map the 

operation domain. This provides a low-cost and rapidly 

scalable means of deploying MPC across a large building 

portfolio with minimal building-level intervention.  

This study aims to develop control schemes to optimize 

the heating and cooling systems' operation via adjusting 

the set points to save energy and reduce running costs. 

This objective is tempered given that appropriate comfort 

levels and services must be maintained across a full range 

of expected climatic and occupancy conditions. To 

achieve this, a coupled approach to reduce energy 

consumption in mixed-use buildings through optimized 

building controls, combining an inferred load model, an 

emulator, and an optimization algorithm for each of the 

heating and cooling systems. This paper presents the 

model development and the simulation results as applied 

to a high-rise building in ASHRAE Climate Zone 5.  

Background 

Conflicting optimization objectives in buildings' 

operation is a challenging problem. Therefore, a trade-off 

between the minimization of energy consumption and the 

maximization of occupants' comfort must be realized. 

Model Predictive Control (MPC) represents an ideal 

candidate for many complex control problems and has 

been widely researched. MPC relies on a dynamic model 

of the system to optimize its feature response. This 

technology has been successfully applied to process 

control for decades and more recently in power 

electronics where simple dynamic models can be 

developed. MPC is an upcoming field in building 

operation and control. Detailed building energy models 

were constructed in many simulation-based studies 

(Ascione et al., 2016; Ruiz et al., 2019) to demonstrate the 

superiority of MPC against the standard control schemes. 

However, many practical concerns still exist. Developing 

an appropriate dynamic model for a building is the most 

challenging part, and the modelling effort is difficult to 

assess in advance. Furthermore, each model is tailored for 

one specific building; thus, expert knowledge on building 

modelling and MPC design is called for (Killian & Kozek, 

2016).  

Black-box models or inverse models were considered 

because they are more computationally-efficient 

compared to the white-box (or physics-based) models. 
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The MPC's efficiency based on these models depends 

very much on the quality of the training data. Algorithms 

used in black-box models have included artificial neural 

network (ANN) approaches (Afram et al., 2017), fuzzy 

logic (Killian & Kozek, 2018), support vector machines 

(SVM) (Wang et al., 2019), and random forests (Smarra 

et al., 2018). A recent study demonstrated Reinforcement 

Learning's (RL) ability to successfully reduce electricity 

consumption in residential buildings (Mocanu et al., 

2019). RL's drawback is that its learning method – the RL 

agent interacts with the environment through repeated 

trial-and-error processes – is unsuitable for occupied 

buildings due to failures resulting in significant thermal 

comfort issues. Using a simulated environment to allow 

the RL agent to learn is a potential solution to overcome 

this issue. In another study (Liu et al., 2020), RL was 

addressed for forecasting building energy consumption 

and a comparison between RL models and common 

supervised models was provided.  

Methodology 

The setpoint prediction application is simulated 

considering a 25-story building constructed in ASHRAE 

CZ5 in 2009. Its HVAC plant comprises a two-pipe 

hydronic loop serving terminal fan coil and air handling 

units, served by three gas-fired boilers (heating mode) and 

a chiller served by a cooling tower (cooling mode), shown 

schematically in Figure 1. This is typical for mixed-use 

buildings in North America. The case study building is 

generally operated in heating mode from October-May 

and cooling from late-May to mid-October. 

 

Figure 1: Schematic of Case Study Plant. 

The development of the optimization approach was 

completed in five steps: data acquisition, data pre-

processing, inference model training, emulator 

development, and optimization function development and 

integration. Figure 2 shows how these components 

interact together to optimize the building's setpoints.  

To maximize the applicability of this research, the 

emulators and models use data typically available in BAS 

systems, such as loop flow rates and temperatures, pump 

speeds, and equipment status data. While ideally, all such 

values would be present in all data, this is not always the 

case; for example in the sample building, the cooling 

tower leaving water temperature was not available.  

 

 

Figure 2: Optimization Application Control Flow.  

Data Acquisition 

Data acquisition was achieved through a programmable 

logic controller (PLC) installed in the building to collect 

Building Automation System (BAS) data and stream it to 

the industry partner's cloud environment. The BAS is a 

network of field controllers, each communicating to local 

devices using BACNet or Modbus protocols, both 

sending instructions and receiving system feedback 

through various sensors located on equipment and in 

rooms. The PLC provides visibility to this system, 

streaming data points at each change of value (COV), and 

enabling new instructions to be sent using a proprietary 

set of algorithms developed by the industry partner. 

Data Pre-processing 

Logged data from BAS varied in quality as result of 

myriad issues including but not limited to intermittent 

network or sensor errors, variable sensor accuracy and 

deferred maintenance resulting in sensor and equipment 

performance drift. Thus, the data must be preprocessed to 

remove outlier data more suggestive of sensor 

malfunction than realistic operating conditions, for 

example 0oC heating loop temperature measures or values 

more than five standard deviations from typical sensor 

ranges, and by dropping or resampling such instances. 

Equipment-specific operating boundaries were also used 

to identify unrealistic values; these were extrapolated 

from maximum and minimum rated operating conditions 

noted on boiler, chiller, cooling tower, pump, and variable 

speed drive nameplates and technical specifications.  

The comparison of trends on the same equipment was also 

of great value to identify incorrect data, which was 

removed from the training dataset. Data in the training set 

for the cooling load and chiller energy models were noted 

to have isolated anomalies that detailed significantly 

higher power consumption than possible for the chiller 

per timestep, and instances where it appeared that the 

outdoor air conditions sensors were off. These were 

discarded using an upper limit for potential power 

consumption for each instance, and by removing 

instances where outdoor air temperature and humidity 

were simultaneously equal to zero.  

In addition, data had to be wrangled into a sampling 

resolution of 1 minute; because COV data was used, 

missing data was assumed to match previous readings.  

Boilers and chillers tend to operate cyclically, and there is 

a lag period from when they are turned on to when they 

approach the supply water setpoint. Prescribing optimized 
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operating setpoints with too fine granularity is undesirable 

as it would cause short-cycling, particularly if the steady-

state is not reached between setpoints. Moreover, the fact 

that weather prediction data is available hourly led to 

selecting one-hour intervals as the basis for optimization. 

Datasets used for this study were thus downsampled to 

hourly instances to account for chiller lag and initial 

model behaviour, aggregating mean values of continuous 

features, and summed values of cumulative features.  

Inference Model Training 

For the sake of developing data-driven models in this 

study, a supervised machine learning approach was 

applied. The dataset was retrieved from the cloud storage 

in the form of timeseries, then split into training and 

validation subsets with 70% and 30% percentages, 

respectively. Through the application of this method to a 

portfolio of buildings, a relevant feature set was 

identified, which consisted of time (date, time, 

weekday/weekend), weather data (outdoor temperature, 

humidity, solar conditions), control parameters 

(temperature and flow setpoints and schedules), system 

characteristics (pump curves, boiler efficiency and 

turndown ratio, chiller COP and operating 

characteristics), energy/gas consumption rates, and sensor 

measurements (loop pressures, temperatures, and flow 

rates). For each building, feature selection was used to 

maximize the prediction accuracy of the developed 

models. The resultant feature subsets varied between 

buildings based on system configuration, control 

strategies, and occupancy patterns.  

The model training and continuous prediction were 

selected based on feature data available considering 

domain knowledge, predictor sensitivity, and feature data 

availability. Independent features used in all predictors 

include time and weather data. Time data is abstracted to 

integers representing month and hour to best represent 

factors affecting climate and occupancy. Time data is also 

one-hot encoded to avoid bias in regression models 

related to a numerical value. Weather data includes 

outdoor air temperature and humidity, as these two points 

can be used to interpolate most psychrometric conditions 

affecting occupants' perceived thermal comfort and 

behaviour.  

Performance metrics used to evaluate models for this 

research include: Root Mean Squared Error ("RMSE") 

indicating average magnitude of model error; Coefficient 

of Variation of Root Mean Squared Error ("CV-RMSE"), 

which indicates much the error varies throughout the 

range of prediction; and Normalized Mean Bias Error 

("NMBE"), which indicates whether the model generally 

over or undershoots predictions. Models are inspected 

using these metrics at each stage of development to 

investigate and remediate sources of error and bias.    

Emulator Development 

For each of the heating and cooling systems, the emulator 

calculates the energy requirement over a basis time period 

(one day at the predicted hourly outdoor weather 

conditions) to predict energy consumption. The use of this 

long basis period permits transient conditions to be 

considered and avoids penalizing control values with 

longer response times. 

Heating System 

An estimation of the building's thermal load of the whole 

building can be inferred from the characteristics of the hot 

water loop since the energy flows in a chain from the 

heating source to its final destination to deliver thermal 

comfort (Perez-Lombard et al., 2011).  A data-driven 

model is constructed to represent the whole heating load, 

using feature selection as described before. Since the 

hydronic system's dynamic mass flow rate value is not 

readily available, the equivalent speed of the variable 

speed drive of the same system is used as a proxy and 

confirmed with field measurements.  The thermal 

response is inferred and estimated from the data, see for 

instance, (Guo et al., 2017) for more details.  

In general, it was noted that the recorded time-series data 

suffered from significant anomalies due to measurement 

errors. Bad data points were filtered out, and some 

portions were estimated via interpolation to fill the 

missing gaps and ultimately construct convenient datasets 

for training. Various machine learning algorithms have 

been considered including but not limited to simple linear 

models such as Lasso and Elastic-Net, Random Forests, 

SVM, AdaBoost, and Gradient tree boosting. However, 

the last one was selected due to its generalization 

superiority. 

Cooling System 

Often chillers are not provided with a method of 

inspecting or logging internal conditions such as 

refrigerant and condenser or evaporator water conditions. 

Data regarding geometric configuration are also typically 

not available. This presents a challenge with respect to 

application of white-box models as they generally rely on 

heat exchanger effectiveness and or number of transfer 

units ("NTU") method which requires these features' data.  

Data-driven modelling was applied to compensate for the 

lack of monitored internal chiller datapoints. Missing 

BAS data such as chiller status, were inferred from other 

data points and used to enhance the model.  

Several common machine learning models have been 

tested for application to this study, including but not 

limited to ANN, SVM, and Random Forest. The cooling 

tower model uses a Random Forest classifier as it has few 

narrow operating bands that are discretized without 

significant variance loss. Training and testing data 

sampling are stratified to ensure equivalent representation 

of operating ranges in both sets. Multilayer Perceptron 

regressors are applied to the chiller energy consumption 

and building response models which have continuous 

labels. Sampling stratification is not applied to applicable 

training and testing sets to avoid losing variance and 

generating artificial bias. 

The sensor monitoring chiller energy consumption 

appears to be off for some periods throughout the 

available data as it reads 'zero' where other features 

describing chiller operation remain variable. Observed 
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ranges following this trend are removed from the dataset 

to avoid training the model on erroneous sensor data.  

Optimization Function Development and Integration 

Real-time optimization requires the adjustment of 

multiple system parameters. Global optimization 

techniques seek to find the global maximum 𝑥∗  for the 

following nonlinear function  

 𝑥∗ =  𝑎𝑟𝑔𝑚𝑎𝑥
𝑥∈𝑋

  𝑓(𝑥) (1) 

where 𝑓: 𝑋 → 𝑅𝑑 is the objective function and 𝑋 is the 

feasible set that can be searched for the optimum value.  

Although some naïve search techniques, such as grid or 

random searches, can be applied to find the global 

optimum, they require a very high number of iterations, 

and their performance could be very sensitive to the noise 

in the data. More sophisticated techniques are less suitable 

to black-box modeling, requiring a knowledge of the form 

of the system function. Conversely, Bayesian 

optimization can be applied with much fewer assumptions 

about the objective function. It works with black-box 

functions where no explicit closed-form is available and 

gradient-free functions as well, but it is required that the 

objective function can be queried with any arbitrary 𝑥 in 

the feasible search space (Frazier, 2018).   

In Bayesian optimization, the global optimization 

problem is transformed into a sequential decision 

problem. Two principal components; a surrogate function 

and an acquisition function are the main gradients of any 

Bayesian optimization technique (Frazier, 2018; Shahriari 

et al., 2016). The surrogate function is used to 

emulate/approximate the behavior of the actual objective 

function by mapping the collected input 𝑥 and the 

corresponding output 𝑓(𝑥) values. It is usually solved as 

a regression model prediction problem. Many solutions 

are available to develop this surrogate function, including 

the Gaussian process and random forests, of which the  

Gaussian approach is the most common because it can  not 

only efficiently map the inputs and outputs relationship 

but also quantify the uncertainty about this mapping 

(Brochu et al., 2010; Frazier, 2018; Shahriari et al., 2016).  

In this study, we use the Bayesian Optimization package 

(Nogueira, 2020), a python implementation of a 

constrained global optimization based on both Gaussian 

processes and Bayesian inference. This package can be 

utilized to find the minimum/maximum values of black-

box function in as few steps as possible. A pseudo code is 

shown in Algorithm (1) to indicate how the optimization 

components work together to sequentially query the 

system's emulator shown in Fig. 1 in as few iterations as 

possible to ultimately find the optimal setpoints. 

The optimization engine was developed in Python 3 with 

open-source data science, machine learning, and Bayesian 

optimization libraries as this tool is intended to be 

platform agnostic, and to be free of cost-prohibitive 

licensing fees. Model training, prediction and 

optimization described in this paper were completed on 

consumer-grade laptops running Windows 10. Storing, 

and loading data, as well as model training and setpoint 

optimization cumulatively take less than 5 minutes to 

complete given a year of minute-wise sample data. Once 

trained and loaded in memory, model prediction and 

setpoint optimization completes in less than 1 minute. 

In both heating and cooling modes, the set of control 

setpoints provided by the BAS are the control values. An 

array of potential setpoints is developed, informed by 

industry best practices for each range, and fed to the 

emulator, This cascade of prediction models are wrapped 

in a target function and passed to a Bayesian optimizer 

which searches within predefined control ranges to 

determine optimal control value to minimize equipment 

energy consumption.  

Algorithm (1) Pseudo code for Bayesian optimization 

1: Initially evaluate  the emulator at 𝑛0 points often 

chosen uniformly at random to get 𝑦𝑖  

2: create data 𝐷𝑛 = {𝑥𝑖 , 𝑦𝑖}|𝑖=1
𝑛0  

3: create a Gaussian process prior on the emulator 

4: while 𝑛 < 𝑁 do 

5:  select new 𝑥𝑛+1 by optimizing acquisition 

 function 𝑢 

    𝑥𝑛+1 =  𝑎𝑟𝑔𝑚𝑎𝑥
𝑥

  𝑢(𝑥; 𝐷𝑛)  

6:  evaluate the emulator to get 𝑦𝑛+1 

7:  update data 𝐷𝑛+1 = {𝐷𝑛 , (𝑥𝑛+1, 𝑦𝑛+1)} 

8:  update surrogate model 

9: end while 

10: return optimal setpoints 

Results 

This section presents the performance of the developed 

data-driven models for both heating and cooling systems. 

Predictive models representing the thermal loads are 

reported, followed by models to infer the energy supply 

consumption for both heating and cooling systems. Next, 

a preliminary simulation result is given to demonstrate the 

proposed optimization algorithm's efficacy in adjusting 

the control setpoints during the heating season. The 

performance evaluation for each of the models is 

determined using RMSE (Root Mean Squared error), CV-

RMSE (coefficient of variation of the RMSE), and NMBE 

(Normalized Mean Bias Error) and summarized in Table 

1. These metrics are recommended for load estimates by 

ASHRAE Guideline 14 (Landsberg et al., 2014). 

Table 1: Predictive Model Accuracy. 

The results of this analysis low bias and overall error for 

most models is relative to their prediction ranges. The 

Model RMSE CV-

RMSE 

NMBE 

Heating Load 

Prediction 

0.18 0.40 0.005 

Boiler Gas 

Consumption 

0.45 0.19 -0.007 

Cooling Load  1.57 0.33 -0.005 

Chiller Energy 

Consumption 

0.29 0.26 -0.002 
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heating and cooling load models, however, had high CV-

RMSE, which indicates erratic results in some ranges of 

prediction.  

Figures 3 and 4 show the comparison between the 

predicted and actual heating and cooling loads in the 

building, respectively. Figure 3 shows that predictions are 

generally unbiased and centred on measured data, 

however the model performance degrade with extreme 

conditions greater than 1.0 kW. This is due primarily to a 

paucity of data at higher loads. RMSE calculations and 

sensitivity analyses have shown that adding a 10% safety 

factor to the target value in the Bayesian optimization 

overcomes this error and this is included in the field 

algorithms as a first step. Post-deployment, data analytics 

permit improved quantification of actual prediction error 

for the optimized setpoints, permitting this target value to 

be refined. 

Figure 4 shows that the model approximates cooling load 

trends well, however in low to moderate load ranges 

predictions rarely match the measured conditions directly. 

There are also negative predictions which, while 

following the trend, are not possible and must be culled 

with normalizing logic prior to being passed to the 

optimizer.  

 

Figure 3:Comparison of measured and predicted 

heating load. 

 

 

Figure 4:Comparison of measured and predicted 

cooling load relative to chilled water mass flow. 

Figure 5 compares the predicted and actual chiller energy 

consumption. This plot shows that the model is able to 

reasonably approximate the chiller at full load and steady 

state operation, though there are accuracy limitations at 

lower evident loads; this is due to the chiller cycle starting 

during a run period and the limited data granularity 

precluding the actual percentage of “ON” time to be 

calculated. 

 

Figure 5: Comparison of measured and predicted chiller 

energy consumption. 

 

Figure 6: Comparison of measured and predicted boiler 

gas consumption. 

The developed boiler gas consumption model yielded 

substantially more accurate predictions as shown in 

Figure 6 which compares actual measurements versus 

predicted consumption per boiler cycle. These models 

have low error, bias, and variance as indicated in Table 1, 

implying good overall model fit.  

Bayesian optimization was applied to these models as and 

performance was simulated for the anticipated range of 

outdoor air temperatures for the heating season of the case 

study location's climate zone. Figure 7 shows calculated 

optimization results for degree days for a sample building, 

predicting savings up to 70%; this curve has been field-

validated in the -15oC to +10oC outdoor air temperature 

range.  

Discussion 

Although the heating load model shows a good predictive 

accuracy, the performance degrades above an extreme 

load value.  This portion where the model prediction 

power has limited accuracy represents only 5% of the 

tested data. However, this shortcoming can be mitigated 

by collecting more data in the extreme load periods, 

experimenting with more predictive features, and testing 

more sophisticated deep learning models. Furthermore, 
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experimenting with other acquisition functions for the 

Bayesian optimization.  

 

Figure 7: Percentage of expected energy savings vs 

outdoor air temperature. 

The chiller model generally predicts values near 1.0 kWh 

which indicates that the training set is unbalanced and 

other values within the range of variance are 

underrepresented. There is potential to address 

inconsistencies in cooling load and chiller algorithms by 

using ensemble methods which may allow for more 

consistent predictions across ranges of chiller and 

building operation than standalone ANN (Afram & 

Janabi-Sharifi, 2014). 

The chiller energy consumption predictor trained on 

minute-wise data was hypersensitive to downsampled 

hourly input data and output erratic results which detailed 

more extreme energy consumption than the benchmark. 

Low sensitivity was also observed when model training 

data was downsampled to mean hourly intervals, however 

cumulative annual chiller energy consumption was noted 

to be within 6 kWh of the logged benchmark. Cooling 

mode models are preliminary and require further tuning 

before being used in the optimization application for 

simulating recommended setpoints.  

Data-driven model accuracy typically degrades over time, 

particularly in MPC applications. There is indication that 

models used for MPC must be retrained using data logged 

after retrofit MPC control has been implemented. This 

facilitates appropriate capture of updated operating 

conditions, and allows for ongoing accurate model 

prediction (Shao et al., 2012; Yu, 2020). Therefore, a 

preliminary sensitivity analysis study (Saltelli et al., 2004)  

was conducted to assess the robustness of the proposed 

global optimization algorithm with respect to modelling 

inaccuracies or measurement errors. It was found that 

temperature measurement errors in range +/- 0.5o C had 

negligible effect on energy savings generated by 

optimized setpoints, however errors in mass flow rate 

measurement were more significant, emphasizing the 

need for accuracy of this field measurement.  

Preliminary simulation results demonstrate that energy 

could be saved by providing optimized setpoints in lieu of 

typical outdoor air reset control. Simulations across a 

portfolio of buildings indicated natural gas savings of 

45%-70% over the -15oC to +10oC range, compared with 

the historic control strategy. System type, extent of 

previous control optimization, and all impacted this range 

with those buildings operating with more conventional 

controls (prescribed temperature setpoint schedules) 

showing the most savings and those with energy 

management strategies such as outdoor air reset or closed-

loop controls showing the least savings. Simulating 

optimized heating setpoints applied to a second building, 

and limited field application outside the scope of this 

paper produced preliminary results that were consistent 

with these energy savings outcomes. There are, however, 

two bands of outdoor air temperature where optimized 

results yield significantly less improvement over the 

baseline energy consumption. This may indicate that the 

model was not trained with enough datapoints to represent 

the full range of heating operation under those conditions, 

thus limiting how well control optimization can be 

implemented under those conditions. Future work will 

monitor these thresholds and seek to retrain models with 

more data to completely describe these operating ranges.  

Due to Covid-19 lockdown restrictions, uncertainty 

generated by sensor accuracy and drift from calibration 

settings has not been directly quantified as there have 

been no sensor inspections in the case study building. As 

such, the potential for sensor drift, while important in the 

literature, has not yet been integrated into this research. 

Sensitivity analysis to account for erroneous sensor 

readings has been performed to begin to address this 

issue, and sensor health diagnostics (Xiao & Fan, 2014) 

will be integrated into future research An additional 

limitation of this case study was that the condenser exiting 

temperature sensor was not logged during the data 

sampling period. This feature is typically considered in 

literature describing data-driven modelling procedures for 

chillers. This feature will be considered and logged for 

further research as it may account for some of the variance 

not included in the cooling mode related models.  

Conclusion 

Various state-of-the-art machine learning and deep 

learning techniques have been considered. A great effort 

has been devoted to the pre-processing and feature 

engineering the data to maximize the accuracy of the 

embedded predictive models and improving optimization 

results. Simulations using data-driven models with 

Bayesian optimization suggest that there is opportunity 

for substantial savings in air conditioning systems in large 

buildings trained strictly on available BAS logs.  

These results also show that the model describing heating 

system must be provided with sufficient data to describe 

all expected operating conditions. Energy savings can still 

be achieved with imbalanced data, however the 

magnitude of savings is significantly reduced. Future 

work will examine this implication and will explore 

training intervals or potential for on-line training to ensure 

the application provides consistent energy saving 

recommendations. 
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