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Abstract 
The purpose of this study is to establish optimal control 
rules for an earth-to-air heat exchanger (EAHE) using 
reinforcement learning (RL). We validate the RL control 
method that achieves two objectives: maintaining the 
heat load of a fresh air handling unit (FAHU) and 
suppressing the occurrence of condensation in the EAHE. 
Compared to scheduled control, RL control increases the 
annual heat load of the FAHU by approximately 1%, but 
the time-integrated condensation area ratio is suppressed 
by approximately 75%. Thus, we confirm that it is 
possible to achieve the two aforementioned objectives 
simultaneously using RL control. 

Key Innovations 
 We apply RL control to an EAHE using a CFD-

based simulator as the RL environment. 
 RL control enables operational control of the 

energy-saving effects and pollution suppression 
of the outside air introduced to the system. 

Practical Implications 
EAHEs face certain problems regarding introduced air, 
such as proliferation of microorganisms and stench of the 
outside air, which results from high-humidity environments 
and condensation. In this work, we provide the results of 
the RL control method that can prevent the occurrence of 
condensation while maintaining energy-saving effects. 

Introduction 
An earth-to-air heat exchanger (EAHE) is a passive 
component of a heating, ventilation, and air conditioning 
(HVAC) system that utilizes the large heat capacity of 
the soil to pre-cool the outside air (OA) in the summer 
and pre-heat it in the winter. Further, it can reduce the 
heat loads of OA for air handling units or fresh air han-
dling units (FAHUs) by introducing pre-heated or pre-
cooled OA through this system. In this work, we propose 
an analysis method based on computational fluid dynam-
ics (CFD) to accurately and rapidly predict the perfor-
mance of an EAHE. In addition, we study the issues in 
the design and operational phases using the method in 
(Tomoda et al., 2015). Our method facilitates a detailed 
evaluation and assessment of the annual energy-saving 
effect and condensation. EAHEs are classified into two 
types: tube and underground air tunnel. The underground 
air tunnel type is implemented for large- or medium-
scale buildings. This type uses the pit space resulting 

from the structural design of the building. There is al-
most no discretion in their design because they depend 
on the building and structural design. The constraints on 
the optimization of the system structures vary for each 
building. To achieve common improvements in system 
performance, an optimal operational control must be 
proposed. Without this, the response scale of the control 
result will become large because of the enormous heat 
capacity of the system, rendering it difficult to construct 
optimal operating conditions or controls that consider 
future effects. Such systems are operated by scheduled 
control that depend on the OA volume demand or are 
based on the relationships between the absolute humidity 
of OA and surface temperature of the systems. However, 
the system should be dynamically controlled while pre-
dicting and evaluating the future environment from the 
OA conditions and system information when construct-
ing the optimal control law. Model predictive control 
(MPC) is an option as a dynamic control method, but it 
requires a prediction horizon from several to several tens 
of hours ahead to output optimal control values. The 
application of MPC is difficult because of the influence 
of disturbances such as OA temperature and humidity 
and the limitation of maintaining long-term prediction 
accuracy. 

In recent years, research and development on machine-
learning (ML)-based control has progressed in terms of 
the controllability and transference of the constructed 
model. In reinforcement learning (RL) (Fig. 1), an agent 
learns to output action a, which maximizes the sum of 
reward r defined by the user in state s by trial and error 
in the virtual or real environment. Research and imple-
mentation on the control of building facilities using RL 
has progressed gradually over the years. Wang et al. 
(2017) presented a survey on RL control for building 
facilities and showed that the number of references that 
adopted RL control for building facilities has increased 

Figure 1: Diagram of RL process with EAHE as an 
example 
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since 2015. They concluded that RL control would be 
the next-generation control method after MPC. As an 
example application of RL control in an HVAC system, 
Wei et al. (2017) built an RL environment for an HVAC 
system with EnergyPlus and investigated its controllabil-
ity by using Q-learning and Deep Q-network (DQN). 
Valladares et al. (2019) implemented a DQN algorithm 
with indoor thermal comfort and energy consumption as 
the rewards for HVAC control. RL can be applied to 
complex problems with many state variables, such as 
building automation systems, and it has attracted consid-
erable attention as a next-generation control method. RL 
can be used for not only HVAC systems but also entire 
building facilities, and RL control has the potential to 
help construct optimal control laws for EAHEs. Howev-
er, to the best of our knowledge, no studies have been 
reported on the application of RL to the control of 
EAHEs. Thus, the purpose of this study is to construct 
and verify a control law for EAHEs that ensures both 
energy-saving performance and suppression of conden-
sation. We define a control problem for RL using a high-
speed CFD analysis method developed by the authors 
(UCSIM: Tomoda et al. (2015)) that can predict the 
long-term performance of the EAHE as the RL environ-
ment and train the RL problem. We also implement the 
algorithm for efficient learning by defining rewards as 
the results of factual and counterfactual actions. Then, 
we verify the effectiveness of RL control by comparing 
it with scheduled control. Furthermore, we analyze the 
tendency of the selected actions by the learned agent.  

Background 
Reinforcement learning 

ML is essentially classified into supervised, unsuper-
vised, and reinforcement learning. The RL type con-
structs an environment in which the agent outputs action 
at based on state st in the environment to be learned, 
executes at in the environment, and returns the next state, 
st +1, of the transition destination and reward rt +1 at that 
time. Then, the parameters of the agent are updated 
while selecting actions that are random or seem to be 
optimal in a trial-and-error manner, aiming to output 
actions that can maximize the total reward as the result. 
One of the advantages of RL is that it maximizes the 
cumulative reward instead of the sequential reward. 
Therefore, RL is suitable for unsteady problems. In the 
RL problem setting, a Markov decision process (MDP) 
is assumed in which “the next state, st+1, depends only on 
the current state, st, and the action, at” and “the reward 
depends on the current state, st, and the next state, st+1.” 
The Bellman equation is one of the expressions formu-
lated using the MDP; in the Bellman equation, the ac-
tion-value function (Q-function) is formulated as 
follows: 

 Qπ st, at  =  𝔼π rt+1 + γQπ st+1, at+1  (1) 

Based on the MDP, the maximum reward can be ob-
tained by the determining policy,  that acts as an opti-
mal action-value function, Q*, in state st. In other words, 
using st as an input to the Q-function, the agent estimates 
the maximum action value for each state in the environ-

ment and determines the action. The initial state of the 
Bellman equation (Eq. 1) cannot provide a solution be-
cause the Q-function in the RHS of Eq. 1 is unknown. 
The following update equation is repeated for several 
trials to converge to a given error, which is called the 
temporal difference (TD) error: 

 Q st, at ← Q(st, at) + η rt+1 + γmax
at+1

Q(st+1, at+1)   Q(st, at)  (2) 

As the learning progresses, the Q-function becomes 
valid when the TD error (rt+1  γmax

at+1
Q st+1, at+1  – Q st, at ) is 

almost zero. Subsequently, the agent can output the 
optimal action. 

Q-learning was the mainstream for policy-off algorithms 
before the development of deep-learning methods. Q-
learning stores the Q-value in the table (Q-table) accord-
ing to discrete states and actions and then extracts or 
updates the Q-value. If each state is discretized finely or 
has a large number of states, the learning cannot con-
verge because the Q-table becomes high-dimensional 
and increases the number of arrays. DQNs (Mnih et al., 
2015) can train more complex problems by substituting 
the Q-table with a neural network (NN), which inputs 
the state as a continuous value to solve the aforemen-
tioned problem. In this work, we adopted the DQN pro-
posed by Mnih et al. (2015) as the algorithm for the RL 
because there are many states involved in the reward and 
the control law was presumed to have complexity. 

Uncoupled simulation 

We previously proposed a CFD analysis method for 
EAHEs called UCSIM (Tomoda et al. (2015)). That study 
reported that the use of the UCSIM reduced the 
computation time by 99.8% compared to the conventional 
method, and relative error for a daily integrated pre-cooling 
quantity based on the conventional method was 
approximately 0.3%. The analysis flow of the UCSIM, 
which is the simulator for the RL environment, is shown on 
the left in Fig. 2. The UCSIM reduces the computational 
load for CFD using flow fields obtained in advance as a 
result of an isothermal steady analysis. Because the heat 
and humidity equations are linearized by loading the 
obtained flow fields, the main analysis in the UCSIM can 
solve only the heat and humidity equations. The following 
effects are expected from the UCSIM. 

Figure 2: Analysis flow. Left: Uncoupled simulation. Right: 
Conventional method 
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1) Reducing the computational load by pre-analyzing the 
flow field 

The conventional method calculates the equations for 
continuity, momentum, heat, turbulence energy (TE), TE 
dissipation rate, heat transport, and humidity transport 
for each time step (right of Fig. 2). However, the UCSIM 
needs to solve only the heat and humidity equations by 
loading the flow fields. 

2) Expansion of calculation time interval, t 

The velocity (U, V, W), TE, and TE dissipation rates 
become constant in the UCSIM. Thus, the flow fields, as 
well as temperature and humidity fields, are coupled 
indirectly, meaning that the heat and humidity equations 
are linearized; this linearization improves the conver-
gence and expansion of time intervals compared with the 
conventional simulation. The repetition of tens to thou-
sands of episodes (analysis) required in the learning 
phase of RL can, thus, be performed by the UCSIM. 

Reinforcement Learning Problems 
States and actions 

We defined the RL problem as shown in Table 1. State st 
includes the meteorological conditions and information 
of the system such as air volume, outside temperature, 
humidity, enthalpy, surface temperature, and relative 
humidity at eight representative points in the system, 
which can be realistically obtained in actual buildings. 
Action at is the binary discrete action to introduce OA 
via EAHE into FAHU or not, as shown in Fig. 3. 

Reward 

We defined two types of rewards: r1 aims to reduce the 
heat load of the FAHU, whereas r2 aims to suppress 
condensation with regard to its occurrence as an air pol-
lution risk for OA. The purpose of this RL problem is to 
maximize the sum of these rewards. Fig. 4 shows the 
general definition of the reward for the conventional RL 
as an example of the EAHE. The air flow rate of the 
environment was controlled according to the action se-
lected by the agent. If at=1, r1 was calculated by Te (via 
EAHE), and if at = 0, r1 was calculated by To (directly 

introduced in the FAHU). r2 was calculated using the 
condensation information of the system. Furthermore, an 
optimal policy that maximized the total reward was 
obtained after repeating the flow of sequentially obtain-
ing rt+1 from r1 and r2 with state st. In other words, con-
ventional RL cannot estimate the action that is not 
chosen (counterfactual) because it presumes that the 
agent can receive only factual reward. This considerably 
increases the convergence time of the learning process 
because many trials are needed to obtain the diverse 
experiences via conventional RL algorithms. 

We defined the reward from another perspective because 
the action was a discrete value and limited to two types 
in this study. The calculation flow for the reward in this 
study is shown in Fig. 5. A distinctive feature here is that, 
in addition to the factual reward, the counterfactual re-
ward is predicted, and the result is incorporated into the 
reward calculation. Compared to conventional RL, this 
method allows the evaluation of the Q-value of the se-
lected action immediately by comparing whether the 
factual action is correct. This is expected to improve the 

Figure 3: Diagram of EAHE. If at=0, then MDe is closed and 
MDo is opened. If at=1, then MDe is opened and MDo is closed 

 

Table 1: Definition of state, action, and reward 

State s 

Fresh air volume, Outside air temperature, 
Outside air absolute humidity, Outside air enthalpy, 

Solar radiation, Dew point temperature, 
Surface temperature 1–8, Relative humidity 1–8 

Action a 0 or 1: 0 m3/s or 8,100 m3/s 
Reward r Eq. (9) 
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stability of learning, possibility of obtaining an optimal 
policy, and speed of learning convergence. Hereafter, we 
call this method as factual and counterfactual reward 
estimation (FCRE).The method of calculating the reward 
by FCRE using r1 as an example is explained as follows. 

If at=1, the data (Te, t +1, To, t +1) that require calculating 
the reward can be obtained from the environment. When 
at=1, T (the temperature difference between TOA and 
TSOA) was calculated by considering Te, t+1 as the TOA. If 
we regard TOA as To, t +1, it can be replaced by the result 
of the counterfactual action, at=0, so T can be derived 
directly. Then, r1 is calculated by judging the superiority 
based on the temperature difference between at=1 and 
at =0. However, when at=0, the environment does not 
introduce OA via the system; To, t+1 can be obtained, but 
Te, t+1 cannot be obtained because it is not a condition of 
at=1. Therefore, we built a regression model that predicts 
Te, t+1 with st and at as the explanatory variables. 

1) Reward for energy-saving efficiency 

Reward r1 for the energy-saving efficiency was calculat-
ed by using Eq. (3). The factual value of the difference 
in the blow-off temperature of the FAHU was compared 
with the counterfactual value. Regardless of the action, 
the reward was defined by the temperature difference 
because there was no need to calculate the heat load of 
the FAHU strictly. We assumed that OA was introduced 
at a constant airflow rate. In addition, we evaluated the 
heat load of the FAHU using only the temperature dif-
ference because the EAHE primarily processes sensible 
heat load. 

 r1,  t+1 = 
ΔT(at) ΔT(at)

Tstd
 (3) 

(r1, t+1 is clipped to [-1.0, 1.0])          

  ΔT(𝑎) = 

⎩
⎪
⎨

⎪
⎧

 

TOA(𝑎) 22
26 TOA(𝑎)
TOA(𝑎) 20
28 TOA(𝑎)

0          

         

if winter and TOA(𝑎) < 22         
if summer and TOA(𝑎) > 26       

(if spring / fall and TOA(𝑎) < 20) 
(if spring / fall and TOA(𝑎) > 28)
(else)                                           

 (4) 

 TOA(at) =  
To, t+1

T , t+1
                     

if at = 0
if at = 1

 (5) 

 TOA(at) = 
f (st, at)
To, t+1                     

if at = 1
if at = 0

 (6) 

at denotes the counterfactual action, for example, when 
at=0, at is 1. The seasons in Eq. (4) are April, May, and 
October for the intermediate (spring and fall) season, 
June through September for the summer season, and 
November through March for the winter season. 

2) Reward for condensation occurrence 

r2 for the suppression of condensation in the system was 
calculated by determining the appropriate action accord-
ing to the selected actions, as shown in Eq. (7). Unlike r1, 
when at=0 or at=0, x cannot be defined; therefore, r2 
was calculated by the humidity difference for at=1 or 
at=1. When at=1, r1 was calculated using factual data 
obtained from the environment. When at=0, xe, t+1 cannot 
be obtained; therefore, the counterfactual predictor is 
used to directly predict x(at=1). If x(a) is negative, it 
can be concluded that condensation is caused by the 
introduction of OA via the system. For this reason, if 
x(a) was negative when at=1, we assumed that "con-

densation occurred due to the selected action" and fed a 
penalty of r2, t+1= −1. Moreover, if x(at=1) was negative 
when at = 0, we considered "condensation occurred due 
to counterfactual action" and the decision to not use the 
system was correct with r2, t+1 = 1. 

r2,  t+1 = 
    1
 1
    0

            
if at = 0 and Δxt+1 at  < - xthreshold

if at = 1 and Δxt+1 at  < - xthreshold

else                                                  
 (7) 

   Δx(a) =  
f (st, at)            
xe, t+1  xo, t+1

        
if at = 1
if at = 1

 (8) 

3) Scalarization of reward 

The agent needs to be given a scalar reward. If we define 
reward r as the sum of r1 and r2, it is possible to imbal-
ance the reward because there are different frequencies 
of acquisition and scales for r1 and r2. This results in 
inappropriate learning. For example, the reward that is 
more likely to earn the reward robs another reward. 
Therefore, in this study, we adjusted each reward using 
Eq. (9). 

  r = r⋅wT (9) 

Method 
Uncoupled simulation 

The CFD model and its conditions are presented in Fig. 6 
and Table 2, respectively. The analysis was carried out as 
follows: 1) acquisition of the flow fields, 2) acquisition of 
the initial temperature, and 3) the main analysis, for ex-
ample, for RL. We also analyzed the case of baseline and 
random control, as shown in Table 3, as a comparator to 
control by RL. The common conditions of the analysis 
were as follows. The EAHE model was designed to con-
sider a typical straight type. The actual EAHE contained 
foundation beams and pillars with complex shapes. Heat 
convection behavior can be predicted with high accuracy 
by faithfully reproducing these shapes in the 3D analysis 
model. To avoid increasing the number of meshes for 
CFD, the analysis model was constructed using simplified 
shapes. It should be noted that this simplification does not 
allow for the evaluation of detailed heat transfer character-
istics in corners. The resolution of the meshes adjacent to 
the boundary between the concrete surface and the fluid 
has a significant effect on heat transfer. Therefore, we 
created meshes by using a dimensionless wall distance, y+, 
in the logarithmic region, because the standard k-ε turbu-
lence model was used for the wall function. The minimum 
number of meshes required in the soil and concrete was 

Figure 6: CFD model of an EAHE 
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determined in advance in terms of both prediction accura-
cy and computation time. Meteorological data were ob-
tained from the extended AMeDAS for a standard year in 
Yahata, Fukuoka Prefecture, Japan (Architectural Institute 
of Japan, 2000). The main three-dimensional unsteady 
analysis was coupled with air temperature and humidity 
transport, convective and radiative heat transfer, conden-
sation/evaporation of water on a virtual layer on the sur-
face of the underground air tunnel, and heat conduction in 
concrete and soil. 

1) Acquisition of the flow fields 

In the UCSIM, the flow field was obtained in advance by 
a steady analysis; these flow fields were read and 
switched according to the schedule or output of the agent 
in the main analysis. To obtain the flow field, isothermal 
steady analysis was conducted under the conditions 
shown in “pre-steady analysis” in Table 2. Two flow 
fields corresponding to two air volumes, 0 m3/h (at=0) 
and 8,100 m3/h (at=1), were obtained by a pre-steady 
analysis. 

2) Acquisition of the initial temperature 

The three-dimensional initial temperature for the main 
analysis was obtained by the following two-step proce-
dure and set as the initial temperature: 1) the vertical soil 
temperature profile reaching a periodic steady state 
(24:00 on December 31, the end of the analysis) was 
obtained by a one-dimensional heat conduction analysis 
for 20 years in the vertical direction. 2) This one-
dimensional temperature profile was allocated to the 
depths of the three-dimensional CFD models and set to 
concrete and soil. 

The conditions of this three-dimensional analysis were 
the same as those shown in “Main unsteady analysis” in 
Table 2 except for the initial temperature. The flow field 
followed the schedule of introducing OA via the system 
from 9:00 to 18:00 daily. In the main analysis, the three-
dimensional temperature field obtained in this analysis 
was set as the initial condition, which is regarded as the 
run-up period for one year. Noise N used to calculate the 
OA temperature and absolute humidity was set to 0.0 
during the approach period of the analysis. 

3) Main analysis 

The random, baseline, RL training, and creating a dataset 
for the prediction model of the FCRE were performed 
under the conditions shown in “Main unsteady analysis” 
in Table 2. OA was not introduced between 18:00 and 
9:00 on the following day as a common rule. As shown 
in Table 1, the state values included the surface tempera-
ture of a representative point and relative humidity at 50 
mm from the surface. The acquisition locations are the 
eight points shown in blue (air tunnel bottom) and or-
ange (air tunnel sides) in Fig. 6. Uniform random num-
bers were generated at each step in the range of ±1.0 % 
(±0.34 °C, ±0.000204 kg/kg') of the maximum values of 
the OA temperatures and absolute humidities. Then, the 
inlet temperature and absolute humidity were set by 
adding random numbers to the OA temperatures and 
absolute humidities, to allow irregularities in the envi-
ronment during learning. Condensation and evaporation 
on the surface and their quantities were calculated by the 
difference between the absolute humidity of the air and 
saturated absolute humidity of the surface temperature 
and moisture transfer coefficient at each time step. Con-
densation water accumulated in a virtual layer between 
the air and concrete to reproduce the unsteady condensa-
tion and evaporation phenomena. The diffusion and loss 
of condensation water on the virtual layer were not con-
sidered. 

Factual and Counterfactual Reward Estimator 

1) Overview of the prediction model for the FCRE 

Table 2: CFD boundary conditions and settings 

 Pre steady analysis Main unsteady analysis 

Calculation period / Time interval - 1/1–12/31/3,600 s (Approaching period: 1 year) 

Domain / Mesh 40.4m(X) × 13.4m(Y) × 6.9m(Z) / 110(X) × 48(Y) × 21(Z) = 205,920, Structured grid 

Scheme for advection term 1st-order upwind scheme for advection term 

Turbulence model Standard k- model - 

Inflow boundary (Flow) 
Ui= {0.0, 2.25}, 

ki= 3 / 2(Ui×0.05)2, i=C
3/4ꞏki

3/2 / li
Ui: Accordance with loading flow fields 

Inflow boundary (Temp. and humidity) - To= Toutside, t + max (Toutsode)×NT, t, xo= xoutside, t + max (xoutside)×Nx, t 

Outlet boundary Free slip 

Wall boundary in the air tunnel Velocity: General logarithmic function
Temperature: General logarithmic function 

Humidity: Lewis relationship (Exponent=0.67) 

Upper side boundary of the air tunnel - Surface temperature: 22.0–26.0°C, Heat transfer coefficient: 23.0W/(m2ꞏK)

Ground surface boundary - 
Surface temperature: Sol air temperature, 

Convective heat transfer coefficient: 17.9W/(m2ꞏK) 

Soil side and bottom - Adiabatic condition 

Table 3: Case setting 

Case Method for determining at 

Random Randomly determined 
Baseline Always introduce outside air via EAHE 

RL Based on agent's decision 
Note that when creating datasets for the prediction model of the FCRE, action at was output 

randomly to provide the diversity of the dataset.
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We built a counterfactual predictor (CP) for the outlet 
temperature, Te, t+1 (i.e., TOA(at)), and outlet inlet absolute 
humidity difference, x(at), to calculate the reward for the 
next step (1 h later). The CP was constructed with the 
inputs as each state st (see index of the state in Table 2) 
and the counterfactual action, at , and the outputs as 
TOA(at) and x(at). The rewards were calculated by pre-
dicting the counterfactuals, TOA(at) and x(at), when at=0. 
Features of air volume in st were excluded because it was 
unlikely that the air volume of OA in the current step 
would affect the output, and the effect of action at in the 
next step would be dominant. The LightGBM (Ke et al., 
2017) was used as the prediction algorithm in this study. 

2) Conditions of the prediction model 

The training data were the accumulated data from 10 
years of {st , at, Te, t+1, xt+1} obtained by randomly se-
lecting the flow field (i.e., changing the air volume) on 
the UCSIM. The dataset under condition at=0 was re-
moved. The number of training datasets was 16,239. The 
ratios of the training data and test data were 90% and 
10%, respectively. The training and validation were 
repeated five times by using K-fold cross-validation on 
the training data. After training with the training data, 
model validation was performed using the test data. 

Reinforcement learning 

Table 4 shows conditions for RL. The adopted RL algo-
rithm was based on DQN (Mnih et al., 2015), which is 
recognized for its high performance in a discrete action 
environment. However, the original DQN does not have 
good learning stability or sampling efficiency of experi-
ence. Hence, we applied Double DQN, Dueling DQN, 
and Prioritized Experience Replay to the original DQN 
to improve the learning efficiency. -greedy was adopted 
as exploration and exploitation method for the selecting 
action in training phase. -greedy is an algorithm that 
randomly explores the action space for probabilistic in 
addition to greedy action selection. In a discrete action 
problem, the Q-function can be expressed without deep-
ening the middle layer of the NN; therefore, the NN had 
three layers (hidden layer: 64×64).  

Results 
Prediction accuracy of CP 

The root mean-squared error (RMSE) and R2 values for 
validation scores and cross-validation scores are shown 
in Table 5. There were almost no differences in the pre-
diction errors for the outlet temperature. This is because 
the outlet temperature after one hour was highly corre-
lated with the current OA temperature and surface tem-

perature. The prediction accuracy for the outlet tempera-
ture was high, based on the RMSE and R2 values. The 
absolute humidity difference had a slightly larger predic-
tion error because there was no information regarding 
the absolute humidity of OA one hour later, which has a 
strong causal relationship with the absolute humidity 
difference. However, minor errors are not important 
when calculating the reward. Therefore, we adopted this 
prediction model for FCRE. 

Progress in reinforcement learning 

The weight-adjusted total rewards, R1 and R2, and their 
sum, R, are shown in Fig. 7. The total rewards at the 
final stages of the training were equal to the total reward 
of 15 episodes in which the random action probability by 
-greedy was minimized. It was confirmed that a rough 
policy was obtained based on random actions in the early 
stage of the training. We confirmed that R2 tended to be 
lower than R1, and R1 was preferentially acquired by 
comparing R2. Fig. 8 shows the action heatmap selected 
by the RL agent. Until 15 episodes of training, random 
action selection by the  -greedy was highly probable, 

Table 4: Conditions of reinforcement learning 

Episode (step) 
Training: 30, Evaluation: 5 

(3,649 steps / episode) 

Algorithm DQN + Double DQN + DDQN + PER 

Discount factor  0.99 

Exploration rate  Linear schedule,0=1.0, N = 0.02 

Learning rate  0.0005 

Replay memory buffer 50,000 

Q-Network / Batch size 22×64×64×2 / 32 

 

Table 5: Prediction accuracy 

 RMSE R2 

Outlet temp. [°C] 0.39 (0.40) 0.996 (0.996)

Abs. humidity diff. [kg/kg'] 9.8×10-6 (10.2×10-6) 0.745 (0.675)

 

Figure 7: Total reward each episode 

Figure 8: Action heatmap. Colored indicates at=1. Above: Evaluation. Below: Training 
Month
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and it was the early stages of the training; therefore, 
there was no regularity of action. However, considering 
the results of the stabilization of R1 and R2 rewards after 
episode 15, it was confirmed that the agent acquired a 
strategy of not introducing OA during summer to in-
crease the reward of R2 after episode 15. However, the 
possibility of condensation was low in winter; therefore, 
the decision of the agent was to introduce OA most of 
the time to increase R1. Thereafter, there was very little 
change as the episodes progressed, and the agent select-
ed similar actions based on strategies that it had acquired 
during the early stages of learning. 

Comparison with Random and Baseline 

Fig. 9 shows the monthly heat loads of the FAHU. The 
annual heat loads of the FAHUs were 113.6 GJ, 105.5 GJ, 
and 106.9 GJ for random, baseline, and RL, respectively. 
The baseline was the most efficient over the year, but the 
difference between baseline and RL in the winter was 
very small because the agent output actively introduced 
OA during the winter, as can be seen in Fig. 8. In general, 
it is more energy efficient to always introduce OA via an 
EAHE due to the characteristics of the system. Therefore, 
we considered that the baseline control was close to the 
optimal solution in terms of the accumulated heat load of 
the FAHU. In RL, it is inferred that there was almost no 
difference in the results because it learned to approach the 
optimal solution (baseline). The difference in the amount 
of heat load between the baseline and RL appeared in the 
summers of July and August. Fig. 10 shows the relation-
ship between the dew point temperature/minimum surface 
temperature of the representative point and the output 
action for each step in summer. The surface temperature 
was sometimes less than the dew point temperature in 
summer, as shown in Fig. 10. In July and August, the 
surface temperature tended to be low, and the absolute 
humidity of OA tended to be high. In other words, if out-
side air was introduced via the system in these situations, 
condensation was likely to occur. In RL, the energy-
saving effect was slightly worse because actions were 
chosen not to introduce high humidity outside air into the 
system. 

Fig. 11 shows the condensation area ratio, which is the 
ratio of the area where condensation water exists on the 
virtual layer at each time to the surface area of the entire 
system. The maximum value for each 7-day period is 
shown in Fig. 11. In random, condensation occurred al-
most everywhere (maximum condensation area ratio: 
96.1%) in early July, and the inside of the system was 
exposed to a high humidity environment, which raised 
concerns about contamination of the introduced air by the 
growth of fungi and other organisms. Condensation also 
occurred in most areas of the system from mid-June to 
mid-July (maximum: 72.6%), even at baseline. RL control 
significantly reduced the occurrence of condensation 
(maximum: 27.3%). The time-integrated condensation 
area ratios for random, baseline, and RL were 6.85×107, 
3.35×107, and 0.84×107, respectively. Based on the base-
line value, the random was 200.5% and RL was 25.2%. 

Fig. 12 shows the annual total hours in which condensa-
tion water existed at the respective points shown in Fig. 6. 
The total hours were the results of five episodes of each 
analysis. In the first half of the flow path there was little 
difference between baseline and RL. From the perspective 
of suppression of condensation, it was confirmed that RL 
control was effective in the latter half of the flow path. In 
this CFD simulation, the condensation rate depends on the 
absolute humidity near the surface, surface temperature, 
and convective heat transfer coefficient. It was assumed 
that the point where a large amount of condensation oc-
curred in the latter half of the flow path where the surface 
temperature tended to be low. Reward r2 was determined 
as whether a certain amount of condensation water was 

Figure 9: Monthly accumulated heat load of FAHU 
 

Figure 10: Relationship dew point temp. and surface temp.
 

Figure 11: Condensation area ratio 
 

Figure 12: Annual condensation time at each representative point
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caused. Therefore, it was inferred that the latter half of the 
flow path, where large amounts of condensation occur at a 
time, was under conditions likely to suppress condensa-
tion in the RL control. From these results, the RL control 
was assumed to be able to reduce the risk of air pollution 
in OA via the EAHE. 

Discussion 
We confirmed by comparisons with the conventional 
control method that the condensation in the system could 
be greatly reduced while maintaining the energy-saving 
effect for the FAHU when using RL control. The pro-
posed reward calculation method can be applied to not 
only on/off control problems (binary discrete action) but 
also multi-discrete action control problems such as step 
control. The EAHE is often operated by introducing mul-
tiple OA volumes during the operational phase. Therefore, 
applying RL control to the multi-discrete action control 
problem is a subject for future study. In the case of apply-
ing RL to actual buildings, there may be limitations where 
appropriate control cannot be implemented because of the 
slight divergence between the virtual and real environ-
ments when the trained NN is directly incorporated in the 
control system. This problem can be overcome by online 
learning, which is to learn while controlling in real time in 
the real world using a trained NN or offline learning, 
which updates a trained NN with conventional control 
data in actual buildings. Therefore, considering the appli-
cation of RL control in actual buildings, further validation 
of the generalization performance of trained RL models 
and an appropriate method of re-training are required. 

Conclusion 
In this study, we verified the effectiveness of RL control 
using the annual performance prediction method for the 
EAHE developed by us. In designing the rewards for the 
RL, we proposed a method that evaluates not only the 
factual results but also the counterfactual results and com-
pares them. As a result, we acquired a rough control poli-
cy over a few episodes, and the convergence performance 
of the learning was high. Compared to scheduled control, 
RL control suppressed the time-integrated value of the 
condensation area ratio by approximately 75%. The annu-
al heat load of the FAHU remained almost constant as it 
only increased by approximately 1%. The decision of the 
RL agent tended to limit the introduction of OA via the 
system during the summer months when condensation 
was more likely to occur. We confirmed that RL control 
enables operational control that balances the energy-
saving effect and suppression of air quality pollution of 
the introduced OA. In this study, we did not adjust the 
reward weights or various parameters of the training, and 
the number of actions was limited. These hyper-parameter 
tuning and development for the multi-discrete action prob-
lem are, therefore, retained as investigation points for the 
future. 
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Nomenclature 
at Actual action at t
at Counterfactual action at t
C Model constant (=0.09) [-]
f (st, at) Predictor for TOA(at) and x(at)
ki Turbulence kinetic energy [m2/s2]
ℓi Length scale (=1.0) [m]
MDe Motor dumper for the EAHE path
MDo Motor dumper for the direct introduction path 
N Random noise of Toutside and xoutside for each time interval, −0.01 ≤ N ≤ 0.01
Q Q value/function; expected value of perform at in state st following policy 
r Vector of each reward ([r1, r2])
R Sum of rt+1 for each episode
r1 Reward for reducing the heat load of the FAHU 
R1 Sum of r1 for each episode multiplied by weight w1 
r2 Reward for suppressing condensation 
R2 Sum of r2 for each episode multiplied by weight w2 
rt+1 Instant reward
st States at t
t Time step for RL
Te Outlet temperature of the EAHE [°C] 
To Outside temperature [°C]
TOA Inlet temperature of the FAHU [°C] 
Toutside Outside temperature (meteorological Data) [°C], 
TSOA Supply air temperature of the FAHU [°C] 
Tstd Normalizing value for r1 (=4.0) [°C] 
T Difference of temperature between TOA with TSOA [°C] 
Ui Inlet speed of the EAHE [m/s]
w Weights of each reward ([0.4, 0.6])
xe Outlet absolute humidity on EAHE [kg/kg’] 
xo Outside absolute humidity [kg/kg’]
xoutside Outside absolute humidity (meteorological Data) [kg/kg'] 
xthreshold Threshold value for ignoring prediction errors on x(at) (=1.0×10-5) [kg/kg']
x Difference of absolute humidity between outlet with inlet air of the EAHE [kg/kg’]
i Dissipation rate of kin [m2/s3]
0 Exploration rate at first step of the learning 
N Exploration rate at N steps of the learning (N≥54,735) 
 Learning rate; determines the update 
 Discount factor; controls selecting the action to receive a reward faster
 Policy; agent strategy
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