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Abstract

Future building automation systems will be increas-
ingly shaped by the internet of things and cloud com-
puting. This development not only favors the devel-
opment and integration of future building automa-
tion algorithms, but also increases the overall system
complexity. This makes extensive testing of build-
ing automation systems indispensable in order to en-
sure reliable operation. However, current test beds
do not yet provide functionality for testing the entire
automation system including the enhanced network
communication. This work presents a prototype for a
cloud-based development platform for designing and
testing building automation algorithms taking into
account future challenges due to augmented digital
networking.

Key Innovations

• Enabling rapid control prototyping for building
automation systems

• Integration of network communication mecha-
nism in an early development stage of building
automation algorithms

• Cloud-based framework for sophisticated proto-
typing of building automation algorithms

Practical Implications

Our presented test bed enables the joint evaluation
of algorithms and network infrastructure for future
building automation. Both researchers and practi-
tioners can apply the staged testing method, grad-
ually increasing the interdependencies between algo-
rithms and infrastructure. Thus, we pave the way
towards a robust and cost efficient application in real
buildings.

Introduction

Reducing the primary energy demand and CO2 emis-
sions in the building sector is a major goal of today’s
energy policies. Besides retrofitting and the integra-
tion of renewable energy sources into building energy
systems (BES), operation optimization is in the focus

of these efforts. Hence, a key challenge is to develop
intelligent algorithms that are capable of controlling
the augmented complexity of modern BES efficiently.
(Afram and Janabi-Sharifi (2014); Baldi et al. (2015);
Killian and Kozek (2018))

Advanced control strategies (ACS) such as model pre-
dictive control (MPC) hold great potential for signif-
icant savings in energy and operating costs (Blum
et al. (2019)). In literature, authors report en-
ergy savings of about 20 % up to 35 % while re-
ducing the operating costs up to 73 %, when com-
pared to classical control strategies based on On/Off
or proportional-integral-derivative (PID) controllers
(Afram and Janabi-Sharifi (2014); Serale et al. (2018);
Killian and Kozek (2018)). Despite the research ef-
forts in the field of ACS for BES, their practical im-
plementation is quite rare (Blum et al. (2019); Drgoňa
et al. (2020); Serale et al. (2018)).

Possible reasons for this are manifold and mainly due
to the fact that building automation programs are
usually implemented individually for a specific build-
ing on-site. Additional high pressure on costs and
time, eventually lead to error-prone implementations.
Furthermore, the communication between the algo-
rithms and the hardware level of building automa-
tion systems (BAS) and its specific protocols is still
a challenging task that is often underestimated in re-
search but represents a high hurdle in practice. Con-
sequently, only a few experts know how to set up and
commission an MPC in BAS successfully (Killian and
Kozek (2018)). Additionally, there is a lack of under-
standing and quantification of benefits of ACS (Blum
et al. (2019)).

An important step during the implementation of ACS
is a comprehensive testing of the automation func-
tions reducing the risks of malfunctioning and per-
formance losses (Blum et al. (2019); Wetter (2011)).
On the one hand, in practice often only sample-based
testing of the automation function is carried out dur-
ing commissioning of BAS. This procedure usually
does not allow the quantification of energy efficiency
and the benefits of ACS will not be visible a-priori.
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Hence, energy efficiency is often evaluated during op-
eration and the programs need to be adapted on-site.
This process is not only complex and lengthy but also
cost-intensive. On the other hand, when ACS are
compared in research the complexity of the underly-
ing communication infrastructure is often neglected
and, therefore, not included in the assessments. To
close this gap in research transfer a sophisticated end-
to-end testing procedure is strongly required.

However, due to the increased digital cross-linking
of technical equipment and the occasionally high de-
mand for computing power future ACS may be de-
veloped within a cloud platform using the Internet
of Things (IoT) as underlying communication infras-
tructure. This will not only enable development and
assessment of ACS in a cloud environment using avail-
able tools for co-simulation but also the seamless mi-
gration from testing to the practical implementation
within buildings. The latter requires the early inte-
gration of the underlying network infrastructure into
the testing procedure.

Therefore, we present ViTES, a virtual testbed for
energy systems that enables the a-priori evaluation
of the cloud-based building control applications in
terms of both control quality and energy efficiency of
the controlled system on different integration levels.
We do not aim to introduce general new concepts for
controller testing and energy assessment but rather
a cloud-based framework to provide testing scenarios
from pure local simulation in an early design stage
up to real-world scenarios considering an underly-
ing IoT infrastructure. Typical applications include
the performance assessment of integrated building en-
ergy and control systems, either through real-time
simulation, the development of ACS and simulation-
based verification of control algorithms in a cloud-
environment prior commissioning.

The remainder of this paper is structured as follows.
Initially, we give an overview about the related work
before we introduce the general concepts of ViTES.
Afterwards, we describe its architecture and imple-
mentation and discuss the proposed concepts and po-
tential challenges. Finally, we provide a conclusion
and an outlook for future work.

Related Work

Blum et al. (2019) and Huang et al. (2018) give a com-
prehensive overview about previous work in the field
of testing of ACS for BAS. Nevertheless, we will ex-
tend it by highlighting the research studies that most
inspired our present work. Additionally, we add some
more works originated in other but closely related re-
search areas, such as electrical power engineering and
computer science. In building simulation the most
sophisticated framework is the Building Controls Vir-
tual Test Bed (BCVTB) presented by Wetter (2011).
BCVTB does not only help in the development of

automation algorithms, but also allows the real-time
simulation as well as the co-simulation and data ex-
change between building simulation models developed
with different simulation environments. Furthermore,
it allows the coupling of simulation programs with
actual hardware. The latter aspect is particularly
important since the performance ACS also depends
on the underlying network infrastructure. By design,
BCVTB can be seen as modular middleware to couple
any number of simulation programs and control inter-
faces (Wetter (2011)). However, to our knowledge,
the framework has not evolved since 2016 and does
not include the concept of IoT systems that will be-
come increasingly important for building automation
in the future. Additionally, Blum et al. (2019) men-
tion the Alfalfastack 1 published by National Renew-
able Energy Laboratory already providing a cloud-
based emulation framework for buildings similar to
the present work but using EnergyPlus as simulation
engine, which limits its use for the development of dy-
namic control applications. Blum et al. (2019) them-
selves present the prototype of the Building Opera-
tion Performance Test framework for the simulation
based benchmarking of ACS. They define useful re-
quirements for a virtual testbed and describe its value
to stakeholders. Furthermore, they introduce a set of
standard key performance indicators for evaluating
and comparing ACS. However, their focus is more on
ACS development and comparison, rather than sup-
porting their practical implementation.

Sendorek et al. (2018) describe a general software-
defined virtual testbed for IoT systems. They in-
troduce a multi-staged testing procedure for IoT-
networks from a fully software-defined scenario up
to integration of real hardware emulating real-world
signals. Although this approach enables the evalua-
tion of network communication mechanisms, it does
not allow for the required evaluation of KPIs in-
troduced by Blum et al. (2019). Similar, Huang
et al. (2018) present an agent-based emulation frame-
work for hardware-in-the-loop for controller testing,
in which they realize co-simulation setup using soft-
ware agents as modular interfaces to different simu-
lation engines.

Methodology

Cloud computing offers features to achieve high scala-
bility and fault-tolerance and enables an efficient on-
demand provisioning of resources on infrastructure,
platform and application layer (Dähling et al. (2021)).
Together, with the concepts of IoT it will play an im-
portant role in future BAS, promising and easy re-
source provisioning and management on platform as
well as on field level. Furthermore, it will enable the
integration of further smart energy service such as
predictive maintenance. However, it will also add the

1https://github.com/NREL/alfalfa
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following requirements to the testing of future BAS
(Sendorek et al. (2018)):

• Distributivity: imposed by multiple data sources
• Interoperability: required both among devices

and between devices and sensors
• Scalability: implied by the ability to manage in-

creasing amounts of data
• Resources scarcity: caused by constraints of low-

level devices
• Security: demanded by acquired standards

With respect to these aspect, we present our concept
for a virtual testing framework below.

Framework design concept

To extend the concepts of BCVTB and inspired by
Huang et al. (2018) and the strong conceptional
similarities of multi-agent systems (MAS) and IoT
(Dähling et al. (2021)), we adopt an agent-based sim-
ulation approach. Here, the control and emulation
components are implemented as individual agents
that represent the behavior of their real-world coun-
terparts while providing the required communication
interfaces. Coupling of agents achieves the commu-
nication between the ACS and a dynamic 1-D sim-
ulation that imitates the behavior of the real BES.
However, like Dähling et al. (2021) we do not re-
strict agents to represent only one real counterpart
but rather logical collections which simplifies their
provisioning and the set up of different testing sce-
narios. Consequently, the following hardware compo-
nents or information sources are replaceable by their
virtual counterparts using a provided agent:

• Controllers: either representing existing con-
trollers or the ACS under test

• Sensors: that are either single or a collection of
sensors represented as emulated outputs

• Actuators: actuators represented as inputs to the
BAS emulation

• Environmental factors: originating from chang-
ing weather conditions

• Internal gains: originating from building utiliza-
tion

Deploying the MAS on a cloud-based platform us-
ing an orchestration tool such as Kubernetes enables
the emulation of the real network infrastructure using
software-defined networks as proposed by Sendorek
et al. (2018). This does not only allow the convenient
integration of network infrastructure via the internal
networking implementation of the chosen orchestra-
tor but also the scalability of the test bed itself.

Testing strategy

In order to provide a standardized testing procedure
for ACS, we propose the five-staged testing plan il-
lustrated in Figure 1, in which we successively in-
volve additional parts of the underlying communica-
tion mechanism and infrastructure. Beside the ability

to test ACS on different levels of integration, it also
ensures the full control over the course of testing as
described by Sendorek et al. (2018). The testing plan
comprises the following stages:

• Stage 1: describes a local test set up with almost
unrestricted communication between agents us-
ing a multi-threaded simulation setup. To realize
this direct communication channel the scenario
must be implemented within a single container.
This stage is especially suited in an early design
stage in order to provide functional tests of ACS.

• Stage 2: describes another local single-container
setup but with restricted communication be-
tween agents using multiple processes. This
forces the communication between agents over
the Message Passing Interface (MPI) which, in
return, represents a rudimentary network struc-
ture that has to be respected during ACS imple-
mentation.

• Stage 3: represents a distributed setup with first
integration typical IoT protocols. To realize this
stage we choose MQTT which is a popular in the
realm of IoT (Sendorek et al. (2018)). On this
stage agents will be deployed as multiple con-
tainers although a single container deployment
may not be actively forbidden, but also does not
provide any advantages.

• Stage 4: integrates the communication with the
IoT stack the ACS is supposed to run on. Struc-
turally, this stage does not differ from stage 3,
but requires the integration of all mechanisms re-
quired to communicate with the IoT stack. This
includes the north- as well as the southbound
traffic.

• Stage 5: represents the final integration step into
the real BAS by replacing the emulated sensors
and actuators with the real hardware again. The
transition from stage 4 to stage 5 may be also
performed step-by-step in order to have better
control of the procedure. However, this will re-
quire additional configuration effort which may
not be cost-effective in practice.

Evaluation of Control Applications

Blum et al. (2019) propose a set of core KPIs for
the assessment of ACS. This set aims for the global
evaluation of ACS in buildings but does not provide
information about single controllers. Therefore, in a
first approach we select two of the KPIs proposed by
Blum et al. (2019) based on their importance and the
complexity of their practical implementation. Fur-
thermore, we add KPIs commonly used for single con-
troller evaluation (Tan et al. (2006)), leading to the
set of KPIs presented in Table 1. However, this set
may be extended in the future.
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Figure 1: Illustration of the proposed five-staged testing procedure. The minimum number of containers required
by a stage is indicated by the gray box.

Table 1: List of KPIs for the evaluation of single con-
trollers and performance assessment of ACS

Key
performance
indicator

Formula

Integral of
absolute error

IAE(t0, tf ) =
∫ tf
t0
|ei(t)|dt

Integral of time
multiplied
absolute error

ITAE(t0, tf ) =
∫ tf
t0
t ∗ |ei(t)|dt

Integral of
square error

ISE(t0, tf ) =
∫ tf
t0
ei(t)

2dt

Integral of time
multiplied
square error

ITSE(t0, tf ) =
∫ tf
t0
t ∗ ei(t)2dt

Thermal
discomfort

D(t0, tf ) =
∑
z∈Z

∫ tf
t0
|sz(t)|dt

Building energy
usage

E(t0, tf ) =
∑
i∈ξ

∫ tf
t0
Pi(t)dt

ei(t) : the deviation from the set point for
controller i
ξ : the set of equipment in the system with and
associated energy use of any type
sz(t) : the deviation from lower and upper
set point temperatures established in zone z
t0 : start time
tf : final time
z : the zone index for the set of zones
in building Z

Test bed validation

The proposed KPIs are not only useful for the assess-
ment of ACS but also to evaluate the proposed test
design itself. On the one hand, when using event-
based communication schemes in an ACS, latency ef-
fects should not affect the calculated KPIs and only
the overall simulation time will increase because of
the throttled information exchange between agents.
These latency effects can either be added software-
wise or will be imposed by the communication scheme

of the individual test stages. On the other hand,
when using time synchronous simulation, the KPIs
will change depending on the imposed latency be-
cause they are time-dependent. Furthermore, we will
detect the influence of latency depending either on
the test stage or the real time acceleration factor if
the communication cannot meet the simulation re-
quirements.

Software architecture

This section describes the practical implementation
patterns for ViTES based on the proposed multi-
agent approach. Furthermore, we present the archi-
tectural concept of the overall framework.

Modular Software Agents

Multi agent systems is a computing paradigm that
has been around since the 1990s (Dähling et al.
(2021)). Multiple autonomously operating software
entities (agents) cooperate to solve a global task,
whereas an agent shows the following characteristics:
autonomy, social ability, reactivity and pro-activeness
(Wooldridge and Jennings (1995)). To achieve these
characteristics we designed a Python library for flex-
ible implementation and the provisioning agents.

Thereby, the implementation of agents follows a mod-
ular design pattern illustrated in Figure 2, where
each agent is configured on the fly by an exter-
nally provided configuration. Based in this config-
uration the agent initializes modules contained in the
library or provided as customized extensions. At
the present time, the implementation provides three
module categories: controller-, model handler- and
communicator-modules. A single agent may contain
multiple modules. However, it always requires at least
one communicator to interact with its environment
and one additional module in order to perform a task.
For the inter-agent communication we establish the
specification of scaler variables defined by the Mod-
elica Association (2020) as standardized message ex-

________________________________________________________________________________________________

________________________________________________________________________________________________ 
Proceedings of the 17th IBPSA Conference 
Bruges, Belgium, Sept. 1-3, 2021

 
3191

 
 

https://doi.org/10.26868/25222708.2021.30637



change format. As message transport mechanism the
library currently provides communicators for local,
MPI and MQTT communication. As illustrated in
Figure 1, depending on the current testing stage, the
scope of the additional communication layers added
to the agent increases step-by-step. Introducing this
concept we retain the type and format of telemetry as
well as the application-level protocols typically used
in IoT systems, such as MQTT and HTTP. Further-
more, it is possible to manipulate the communication
flow to favor more advanced testing scenarios, i. e., in-
jection of message loss or randomly increased latency.

Agents are embedded into an execution environment
for which we adopt SimPy2, a process-based discrete-
event simulation framework, which also enables the
simulation to run as fast as possible or synchronized
with a wall clock. Depending on the simulation setup
an environment can contain one or more agents. Fi-
nally, the environments can be executed either locally
or within a container environment.

Agent

C
om

m
un

ic
at
or

Controller

ModelHandler

FMU ScipyCasADI

MQTT

MPI

Local

...

PID MPCOn/Off ...

Local
Environment

config.json Cache

Figure 2: Structure of modular software agents used
for implementing the required simulation components

Controller layer : To provide a standardized interface
for developing and deploying ACS, we embed their
underlying logic into the presented agent structure
using the controller module. The library already pro-
vides a collection of reference controllers typical for
BAS, i. e., PID, On/Off and, additionally basic MPC
module. However, these controllers can be mainly un-
derstood as examples for customized controller mod-
ules. These can be implemented by extending the
provided controller module, which provides all nec-
essary interfaces for receiving and parsing the exter-
nally provided configuration as well as communica-
tion with the agent’s core. This way we establish
a standardized implementation for customized con-
troller modules. Finally, the communication with
other agents is realized by launching one of the pro-
vided communicator modules.

2https://simpy.readthedocs.io/en/latest/contents.html

BES emulation layer: As proposed by Sendorek et al.
(2018), we aim at the equivalence between virtual and
real devices from an application layer perspective. To
ensure the similarities we again use an agent based
approach where we embed a simulation model of the
real system into an agent for both handling of the sim-
ulation execution as well as for adding the required
communication layer to it. Using the agent’s simula-
tion model handler module as wrapper for the BES
simulation model, the simulation can be controlled
either event based or synchronized with a global wall
clock. The system models can be either provided as
Python models using well-known toolboxes, such as
CasADI (Andersson et al. (2019)) or SciPY (Virtanen
et al. (2020)) or as third party model wrapped in a
Functional Mockup Unit (FMU) defined in specifica-
tions for Functional Mock-Up Interface (FMI) 2.0.2
(Modelica Association (2020)).

Furthermore, the required network interfaces are
added through one of the provided communication
adapters and all specified system inputs and out-
puts of the FMU are automatically converted as mes-
sage object and transmitted over the communication
transport protocol of the individual testing stage.
Thus, we obtain the virtual representations of real
devices. From the perspective of the control applica-
tion, the inputs and outputs of the system simulation
no longer differ in appearance from their real counter-
parts, with inputs represented as actuators and out-
puts as sensors. Hence, we ensure that the tested
application can later be ported to a real BAS.

Platform architecture

Figure 3 illustrates the architectural concept of
ViTES. The individual components are implemented
as containerized micro-services and deployed in a
container-orchestration system. We choose Kuber-
netes for this purpose.

Frontend: Graphical user interface (GUI) for inter-
acting with the platform. It not only provides the
possibility to configure testing set up but also the
upload and management of simulation models that
should be used within the emulation layer. Currently,
the upload of FMUs and Modelica models is sup-
ported. However, the latter are automatically con-
verted to FMUs within the backend using the com-
mercial tool Dymola. Furthermore, the frontend al-
lows the visualization of simulation results.

Backend: is the core of ViTES. It provides all rou-
tines for managing users, projects, simulation models
and tests. Furthermore, it provides all functions for
analyzing simulation results and the calculation of
KPIs. Finally, it provides an interface for third-party
software via its RestAPI.

Relational database: to provide a persistent data stor-
age required for user-, project-, model and test man-
agement.
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Figure 3: Structure and interaction of the micro ser-
vice infrastructure forming the ViTES framework

Time series database: to efficiently storing simu-
lation results and enabling high-performance post-
processing in the backend.

Orchestrator middleware: for scaling and coordi-
nation of multiple simultaneous simulation scenar-
ios. This is accomplished by the cloud-native Multi-
Agent-Platform (cloneMAP) presented by Dähling
et al. (2021). cloneMAP takes over the management
of the individual agents and launches them as Docker
containers within the virtual network. This achieves
the imitation of a virtual network infrastructure.

MQTT-Broker: enables the inter-agent communica-
tion over an protocol typical for IoT applications. It
will be either provided by third-party or as additional
micro service by the platform. Agents interact with
via the provided MQTT-module. Furthermore, it
provides an interface to third-party components run-
ning outside of the framework. Using it as an out-
side communication channel may require the set up
of state of the art security mechanism, whereas the
internal use can also neglect these in a first approach.

IoT Stack: is a third-party IoT stack for which the
ACS is designed for. The choice of the IoT stack
is the responsibility of the user. Nevertheless, due
to the individuality of different IoT stacks the user
is also responsible to provide the routines required

by the agent to interact south- and northbound of
the stack, i. e., providing customized communication
modules. The connection to the IoT stack is essen-
tially for the fourth and fifth test stage. Using the
final IoT stack on stage 4 also enables smooth tran-
sition from emulation to real world scenario.

Application

For a proof of concept, we run multiple tests with two
scenarios.

First, we realize an event-triggered ping-pong experi-
ment with two agents to investigate the rudimentary
requirements for configuring agent modules and for
establishing interagent communication. Furthermore,
this experiment allows the test of the synchroniza-
tion with a global wall-clock, when using a real-time
setup. The PingPong module itself is written as a
customized module. Running the experiment we are
able to establish the setup using a local communica-
tion as well as the communication over MQTT us-
ing a publicly available MQTT broker. As expected,
both setups do not show any fundamental differences
during run time. Furthermore, accelerating the sim-
ulation in a synchronized setup also works. However,
as expected MQTT adds a small delay for each com-
munication step. Hence, the overal execuation time
increases. Furthermore, the connection establishing
in the MQTT setup requires a significant amount of
time that needs to be considered during simulation
setup or by developed ACS.

Second, we apply the presented framework to the
distributed control of a four-room apartment. Each
room is modelled according to the high-order ap-
proach from the AixLib (Müller et al. (2016)). The
heat supply is provided by radiators. While the sup-
ply temperature is set directly via a heating curve,
a PID agent controls the mass flow rate through the
valve opening. We analyze the IAE of the room tem-
perature controlller for different communication step
sizes. All simulations run synchronized with constant
model parameters over the course of a winter day.
This study aims at the identification of the minimal
required step size at which the control quality is still
acceptable. We conduct the studies both for stage 1
and stage 3 of the proposed five-staged testing pro-
cedure. For stage 3, we analyze the influence of
MQTT by setting the Quality of Service (QoS) to
0 and 2. In contrast to Figure 1 , stage 3 is exe-
cuted in a single container. Figure 4 depicts the re-
sults for one room. Regardless of the examined stage,
the control quality decreases with higher step sizes.
However, the local communicator yields lowest IAE
values for all sampling times. This is a direct result
of the distributed co-simulation. The local simula-
tion only continues once all messages are send and
received. As the IAE is lower for QoS of 0, we at-
tribute the error in the latency of sending and receiv-
ing values to the online broker. This latency is not
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considered in the co-simulation. Hence, information
is either lost or received with a significant delay. It is
also found that the results of stage 3 are stochastic.
All agents are executed in one container. As Python
executes multi-threaded tasks sequentially, some vari-
ables and agents have an implicitly higher latency
tolerance. Thus, the decrease in control quality is
more pronounced depending on the agent and vari-
able. Due to this finding, we re-run the third stage
for step sizes greater equal 100 s with an explicit pause
of 100 ms in the Python script to account for latency.
The results of this study, Latency , clearly show that
taking latency into account solves the issue and leads
to the same results as the local simulation.

0 50 100 150 200 250 300
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10

15

Communication step size in s

I
A
E

in
K

h

QoS = 2
QoS = 0
Latency
Local

Figure 4: Results of the IAE for different communi-
cation step sizes and performed studies

Discussion

The necessity of the presented testing method is un-
ambiguous demonstrated by the presented use cases.
Clearly, control quality depends on the used software
infrastructure. Going forward, we expect a further
decrease in control quality for the fully distributed
case if latency is not considered in the simulation.
Moreover, the results are stochastic. Hence, users
need to repeat tests to quantify the variance in re-
sults. Randomly lost messages or poor network con-
nectivity may increase this variance. Although this
increased testing time at a design stage initially yields
higher costs, the benefits of a robust transition from
emulated to real buildings will eventually outweigh
this increase in the long run.

Beside from this, the FMU import, as a shared stan-
dard, already allows the integration from multiple
simulation frameworks, such as Simulink and Mod-
elica. However, depending on the framework this still
requires additional implementation efforts. Further-
more, the adoption of different solvers may lead to
different numeric results. This needs to be considered
when evaluating the results. Nevertheless, the impor-
tance of the FMI standard will further increase in the

future. However, we experienced that the global syn-
chronization of distributed simulations is a challeng-
ing task and there is not yet a standard solution to
tackle this issue, which makes it a major concern to
the new FMI 3.0 Specifications (Modelica Association
(2021)) introducing clocks and hybrid Co-Simulation.

Overall, the successfully performed experiments indi-
cate that we can use ViTES as scalable and compre-
hensive testing framework for future BAS. Further-
more, we showed that communication has significant
impact on the performance of BAS and, hence, needs
to be included for sophisticated testing in order to
close the gap from the development stage to the prac-
tical implementation.

Conclusion

In this paper we presented the concept of ViTES, a
cloud-based virtual testbed for energy systems. Such
an environment provides a flexible and reliable way
for developing, testing, evaluating and commissioning
of future building automation algorithms. As a mod-
ular containerized web application, the virtual test
bed is extendable in its functionality and deployable
platform-independently. Furthermore, its underlying
modular agent-based implementation offers the op-
portunity for customized modules that also enable
connectivity to other IoT stacks. The user can ac-
cess the testbed via a web frontend or via RestAPI,
which allows the upload and management of simu-
lation models, the set up of testing procedures and,
finally, the evaluation of the test results.

We performed a proof-of-concept with different sce-
narios and different levels of integration of the un-
derlying communication infrastructure. The results
here correspond to the expectations. However, fu-
ture work will include a closer investigation of the
introduced testing stages. Especially, the step from
the virtual to the real environment requires further
research and demonstration that will potentially en-
able ViTES finally becoming a comprehensive digital
twin of BES. Additionally, we will investigate the po-
tential of proposed testbed for the pre-training and
evaluation of data-driven MPC as well as the devel-
opment and testing of further other smart BAS algo-
rithms. Furthermore, the integration of standardized
use cases from the BOPTEST frame work may be
considered in the future.

Overall, we state that the use of a virtual test bed can
complement and support the development, commis-
sioning, and maintenance of future IoT based building
automation systems in a cost-effective way.
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Nomenclature

ACS advanced control strategies
BCVTB Building Controls Virtual Test Bed
BES building energy system
BOPTEST Building Operation Performance Test
cloneMAP cloud-native Multi-Agent-Platform
FMI Functional Mock-Up Interface
FMU Functional Mock-Up Unit
GUI graphical user interface
HTTP hypertext transfer protocol
IoT Internet of Things
KPI key performance indicators
MAS multi agent system
MAS multi-agent system
MPC model predictive control
MPI Message Passing Interface
NREL National Renewable Energy Laboratory
PID proportional-integral-derivative
QoS Quality of Service
SDN sofware-defined networks
ViTES Virtual Testbed for Energy Systems
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