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highly susceptible to the type of measurement data used
for calibration (Li et al. 2015a).
While the capability of the KOH framework to infer
robust results for the uncertain input parameters has
already been assessed (Heo et al. 2014), the hyperparameters relating to the model bias and the random error
terms associated with measurement data and numerical
modelling have so far not been examined. Most studies
regard these uncertain terms in the KOH framework as a
mean to avoid overfitting of the model input parameters,
but rarely investigate them regarding their influence on
the calibration process. Yet, the model bias and error
terms contain information that is potentially valuable for
learning about the structure of the simulation model and
the overall quality of the calibration process.
In Bayesian analysis, results are commonly viewed as
robust when the resulting posterior parameter
distributions or predictions are not sensitive to the inputs,
i.e. prior assumptions or data sets (Berger et al. 1994). The
term identifiability commonly refers to the ability of the
algorithm to infer or update the information about
individual uncertain parameters in the Bayesian
framework. Previous studies showed that for mechanical
models the model bias function is prone to problems of
non-identifiability and robustness (Brynjarsdottir &
O’Hagan 2014). However, detailed assessment of the
posterior distributions is not yet part of the standard
procedure for Bayesian calibration of BEM.
In this study, we test the robustness of this method,
regarding the inference of parameter values and the
magnitude of the different error terms. In addition, we
assess the sensitivity of those parameters that show a lack
of inference, in comparison to those that shows good
inference, with respect of the different choices of input
information. By doing so, we aim at revealing what can
be learned about the magnitude and shape of error terms
by Bayesian calibration and where potential limitations of
this method lie.

Abstract
Recently there has been an increasing trend in the
application of Bayesian methods for calibration of
building energy models (BEM). While many of those
studies take into account uncertainties from different error
sources, the posterior hyper-parameter results have rarely
been assessed in detail. In this study, we assess the
robustness of the Kennedy & O’Hagan framework and the
sensitivity of its results on input information. We uncover
that a lack of inference for the model bias has a more
pronounced effect on calibration results than for model
parameters. The found dependency of the results on the
calibration settings highlights the need for an appropriate
assessment of the calibration results.

Introduction
Recent years have seen a significant increase in studies
applying Bayesian statistical methods for calibration of
building energy models (BEM) due their ability to infer
updated knowledge about calibration parameters. In
particular, the calibration framework developed by
Kennedy & O’Hagan (KOH) in 2001 has become quite
popular due to its ability to differentiate between different
sources of uncertainty, such as unknown model
parameters, model bias, which represents the discrepancy
between the model and the true physical process, and
measurement errors. While optimization based calibration
approaches typically simply aim at minimizing the
discrepancy between field measurements and simulation
outputs, the goal of the KOH framework is to reduce
uncertainty in all input parameters, while retaining
consistency with measured data (Muehleisen and
Bergerson 2016). In addition, Bayesian methods,
including the KOH framework, allow inference with a
small amount of measured field data, which can be an
advantage as sub-metered energy system data is often not
abundant (Chong et al. 2017).
Heo, Choudhary, and Augenbroe (2012) showed that the
KOH framework can be used to calibrate building energy
models under various sources of uncertainty in model
inputs. Further recent studies have also highlighted the
importance of two issues pertaining to the reliability of
the calibration process: (a) model discrepancy, in form of
a model bias function, is important in order to prevent
overfitting of calibration parameters (Li, Augenbroe, and
Brown 2016), and (b) the model calibration process is

Methodology and data
Bayesian updating
Bayesian inference can be applied to obtain posterior
probability distributions for unknown model parameters,
while accounting for uncertainty in parameters, measured
data and the model. This approach is based on Bayes’
paradigm (eq.1), which relates the probability p of an
event (or a specific parameter value, θ) given evidence (or
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data, y), p(θ|y), to the probability of the event, p(θ), and
the likelihood p(y|θ) (Gelman et al. 2014):

Markov Chain Monte Carlo (Menberg, Heo, and
Choudhary 2017, Chong & Lam 2017). We implement
the Bayesian calibration framework using the STAN
software (Carpenter et al. 2016), which employs a locally
adaptive HMC with a no-U-turn sampler that further
enhances the performance of HMC. We run HMC with
1000 samples (500 for burn-in/adaptation) and four
independent chains for each calibration exercise and
apply the 𝑅̂ criterion, which compares the inner and interchain variance of the posterior samples, to assess the
convergence of the results.

(1)
𝑝(𝜃|𝑦) ∝ 𝑝(𝜃) × 𝑝(𝑦|𝜃)
The relation in eq. (1) can be used to combine prior belief
about an event and evidence about this event, i.e.
measured data, to update said belief and to quantify it in
form of posterior probabilistic distributions.
Kennedy & O’Hagan framework
Kennedy & O’Hagan (2001) formulated a comprehensive
mathematical framework (KOH framework), which uses
Bayesian inference for model calibration relating field
observations, yf, to computer simulation outputs, yc, over
a range of contour state values x, as shown in eq. 2:
𝑦𝑓 (𝑥) = 𝜁(𝑥) + 𝜀 = 𝜂(𝑥, 𝜃) + 𝛿(𝑥) + 𝜀 + 𝜀𝑛

Table 1: List of uncertain parameters in the calibration
framework and selected prior probability distributions.

(2)

Here ζ is the true physical process that cannot be
observed; ε represents the random measurement errors
relating to the field observations; δ(x) is the structured
discrepancy between the model and the true process, and
εn is the random numerical error term originating from the
simulation model. As most physical models are
computationally very demanding, it is more convenient to
use an emulator, η(x, θ), depending on a set of calibration
parameters θ, instead of the original model.
In accordance with previous studies (Kennedy and
O'Hagan 2001; Heo, Choudhary, and Augenbroe 2012)
we use Gaussian processes (GP) to emulate the simulation
outcome η(x, θ) and the model discrepancy function δ(x).
The use of GP models introduces several unknown hyperparameters to the calibration process: the precision hyperparameters λη and λb, and two sets of correlation hyperparameters βη and βb. The precision hyper-parameters (λη
and λb) determine the magnitude of the covariance
function, and thus the variation in the output explained by
the corresponding component (model emulator, model
bias, etc.).
The hyper-parameters βη and βb specify the dependence or
correlation strength in each of the dimensions of x and θ,
and determine the smoothness of the emulator and model
bias function in the dimension of (x, θ) and x, respectively.
A smooth function will reflect a consistent trend, similar
to a linear relation. A less smooth function will
correspond to a more complex relation, which might also
capture part of the random variation in the outputs. Thus,
a proper inference of βη and βb is crucial for a robust
assessment of the different errors terms in the KOH
framework.
We define the prior distributions for the hyper-parameters
according to the values used in previous studies (Heo,
Choudhary, and Augenbroe 2012), which are based on the
typically expected magnitudes of the different error terms
(Tab. 1).
To obtain an approximation of the posterior probabilistic
distribution of all the unknown parameters, repeated
model evaluations with iterative sample draws for θ and x
are required. We use Hamiltonian Monte Carlo (HMC) to
draw from the joint posterior distribution, as recent
studies demonstrated its superiority in terms of
convergence speed over the often used random walk

Parameter

Prior probability distribution

θ

Normal (μ, σ)

λη

Gamma (10, 10)

λb

Gamma (10, 0.3)

λe

Gamma (10, 0.03)

λen

Gamma (10, 0.001)

βη

Beta (1, 0.5)

βb

Beta (1, 0.4)

Given measured data, a likelihood function, and properly
defined prior distributions, the KOH framework will
provide inference about true calibration parameters and
insights into the magnitude of different error terms.
TRNSYS heat pump model
For this study, we set up a heat pump model as part of a
ground source heat pump system in the building
simulation software TRNSYS and focus on its operation
in cooling mode (Fig. 1).

Figure 1: Schematic of the heat pump model and the
corresponding contour states x, model output y, and the
calibration parameters θ.
We perform a sensitivity analysis on the model using
Morris method to identify the most influential model
parameters using the load side outlet temperature of the
heat pump as quantity of interest (Menberg et al., 2016).
Of the 12 uncertain parameters in the heat pump model
we focus on the four most influential parameters (θ) (Tab.
1, Fig. 1). All four uncertain parameters are assigned a
normal prior distribution, which is a common choice for
an informative or weakly informative prior, depending on
the chosen variance. Based on the technical specification
for the investigated system, we define an expected range
and mean value for the four parameters (Tab. 2).
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Table 2: Selected calibration parameters, specified mean
values and assigned uncertainty around the mean.
Parameter
θ1: load side fluid
specific heat
θ2: rated cooling
capacity
θ3: source side flow
rate
θ4: load side flow
rate

Unit
[kJ kg-1 K-1]

Mean
4.25

uncertainty
±10%

[kJ h-1]

19,100

±10%

[kg h-1]

1800

±20%

[kg h-1]

890

±20%

Field and computer data used for calibration
The load side inlet temperature of the heat pump
represents an important boundary conditions for the heat
transfer process occurring in the heat pump (Fig. 1) and
needs to be specified as an input to the TRNSYS model.
Accordingly, it is selected as contour state variable x for
the calibration process. Measured data for the inlet and
outlet temperatures of the heat pump of a university
building is available as 15 min interval data for a period
of two years. From the vast number of measurements
available, we select 10 random data points referring to
operation at full load capacity, but under different
conditions x (Fig. 2).

Figure 3: Calibration results, top: emulator predictions,
middle: model bias that compensates for overall too low
field values, bottom: final calibrated model results
including model bias and random error.
While the model emulator term slightly overestimates the
measured field data, the model bias accounted for in the
KOH framework correctly compensates this effect, and
the calibrated model results matches the field data very
well. Note, that the model bias as shown in Figure 3 is
calculated by the difference between emulator and model
predictions, and not directly determined by the posterior
values of the GP model bias hyper-parameters, λb and βb.
From the standard calibration point of view, such as in the
ASHRAE calibration protocol (Reddy et al. 2006,
ASHRAE 2014), the minimization of the error between
modelled and measured data suggests successful
calibration. From the perspective of the KOH framework,
however, successful calibration reduces the uncertainty in
unknown parameters and yields an improved knowledge
about the true parameter values, while retaining
consistency between measured and modelled data
(Muehleisen and Bergerson 2016).
In a calibration exercise the true parameter values are
often difficult to obtain. While the values of some model
calibration parameters, such as the specific heat of the
cooling fluid, might still be assessable to certain degree,
the true values of the GP hyper-parameters are impossible
to validate against ground-truth data. Yet, it is still
possible to assess the accuracy and robustness of the
calibration results, for example by comparing the results
from calibration runs with different settings, such as
different prior information. In this study we do so for the
model calibration parameters, θ, the model bias and
random error precision parameters, λb and λe, some of

Figure 2: Input data base case, original data from BMS.
Each calibration run requires a set of computer simulation
results and associated field data. For calibration exercises
in this study, we use 10 measurements of the load side
outlet temperature yf at corresponding inlet temperatures
xf (Fig. 1). For the computer simulation outputs yc, the heat
pump model is evaluated at the same inlet temperature
conditions xc (= xf), where field data is available. At each
point of xc, 40 simulation outputs are obtained with
varying values for the four unknown model parameters θ
using 40 Latin Hypercube samples that cover the above
predefined parameter space (Fig. 2).

Results and discussion
Calibration results from base data
The calibration results in form of the predicted outputs
from the GP emulator, η(x, θ), the calibrated model, y(x),
and the model bias function, which is calculated as y(x)η(x, θ) are shown in Figure 3.
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which were shown to suffer from a lack of identifiability
by previous studies (Menberg, Heo, and Choudhary 2018;
Brynjarsdóttir & O’Hagan 2014). By comparing the
differences in calibration results over a range of prior
mode values, which will also define the posterior modes
in case of lack of inference, we assess the impact of the
choice of prior distributions on the whole calibration
results.

correctly compensates for the overestimated output values
in the emulator (top graphs) in all cases, which is naturally
influenced by the choice of prior. This influence on η(x,θ)
is most pronounced in the case of θ4, which is linked to
the fact that θ4 is the most influential model parameter as
identified by the sensitivity analysis. The standard
deviations of the predictions are not shown here for sake
of clarity of the figure, yet no significant differences to
the base results (Fig. 3) or any trend in the variations
around mean predictions is observed.

Robustness and identifiability of model parameters
Visual inspection of the posterior probability distribution
of the source side flow rate, θ3, revealed that the posterior
is identical to the prior, which hints at a lack of inference
about this model parameter. To assess the impact of this
lack of inference we evaluate the calibration results from
runs with different prior mode values for θ3, and compare
the variation in those outcomes to results with a range of
priors for the other model parameters according to the
values in Table 3. In other words, we test the sensitivity
of calibration results on the chosen prior information
under lack of information about this model parameter.
Calibration results from Figure 4 show that in terms of
model predictions, changes in the prior mode of θ3 and θ4
seem to have no significant impact, as the lines in the
middle graphs are almost identical. The same is true for
the parameters θ1 and θ2 (not shown), which exhibit a
behaviour very similar to θ4, yet with less pronounced
variability in the emulator and model bias. The model bias

Table 3: Selected prior distributions and the
corresponding absolute mean values for the model
parameters θ (base values in bold).

Different priors for θ3

Parameter

Prior mean μ

θ1: load side fluid
specific heat
θ2: rated cooling
capacity
θ3: source side
flow rate
θ4: load side flow
rate

[0.4, 0.5, 0.6,
0.7, 0.8]
[0.2, 0.3, 0.4,
0.5, 0.6]
[0.3, 0.4, 0.5,
0.6, 0.7]
[0.5, 0.6, 0.7,
0.8, 0.9]

Range of
absolute means
4.101 – 4.426
kJ kg-1 K-1
18307 – 19829
kJ h-1
1650 – 1950
kg hr-1
825 – 952
kg hr-1

Different priors for θ4

Figure 4: Calibration results over a range of different prior mean values μ for θ3 and θ4.
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Different priors for θ3

Different priors for θ4

Figure 5: Relative difference between prior to posterior mode value and interquartile range (IQR) for model
parameters θ (top) and GP hyper-parameters λ (bottom) over a range of different priors for θ3 and θ4.
Next, we assess the impact of the inference issues of θ3,
on the interpretation of the calibration results beyond the
error between measured and modelled data. Therefore, we
examine the dependency of the posterior distributions of
the additional calibration parameters on the chosen priors
of θ3 and θ4 by evaluating the observed difference, Δpriorposterior, in percent between prior and posterior mode
values relative to the prior mode. The corresponding
difference in statistical dispersion for each unknown
parameter over the range of prior expectations, Ep(θ3) and
Ep(θ4), is calculated according to the procedure for the
mode value to allow assessment of the change in
uncertainty about the unknown parameters. Statistical
dispersion describes the spread of a probability
distribution and can be quantified as interquartile range
(i.e. the difference between the 75th and the 25th percentile
of a distribution referred hereon as IQR), which is less
susceptible to strongly skewed distributions than e.g. the
variance.
A Δprior-posterior close to zero indicates that the prior
and posterior are almost identical and no inference can be
made about this parameter with respect to the
corresponding characteristic (mode or IQR). This means
that the parameter is non-identifiable. No or only minor
variation in the Δprior-posterior values over the range of
Ep(θ) means consistent inference about this paramter. This
would indicate that the Bayesian framework performs as
intended, although there can be no absoulte guarantee that
the inferred parameter reflects the true parameter value. A

strong variation in the Δprior-posterior values, on the
other hand, indicates inconsistent inference of the
corresponding parameter. Such behaviour is expected for
different priors of the selfsame parameter, but might also
hint at a potential confounding between parameters when
observed for parameters, whose priors are not varied. It is
important to remember here that all posteriors are linked
through a joint multivariate distribution. A reduction in
the posterior IQR indicates an increase in confidence
about the posterior mode value. In contrast, positive
values mean less confidence related to a wider posterior
distribution.
As can be seen from the left-hand plots in Figure 5, there
is no inference possible about θ3 with Δprior-posterior
mode values around zero for all tested prior distributions.
The mode values of the other model parameters, θ, and
the precision hyper-parameters, λ, are also quite
consistent, indicating that their inference appears not to be
affected by the lack of inference and the changing
posterior distribution of θ3. So, even with the nonidentifiability of θ3, the remaininig calibration results for
our case study are robust towards the choice of prior of θ3.
When changing the prior for θ4 on the other hand we
obtain posterior modes, which are different from the
priors (high Δprior-posterior values), and whose absolute
values vary between 780 and 880 kg hr-1. This variation
in the posterior mode is linked to the fact that Bayesian
inference always represents a certain compromise
between the prior and the likelihood (see eq. 1). The
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different posteriors for θ4 are compensated by the model
bias function (Fig. 5 bottom right), while the posteriors of
other model and hyper-parameters remain unaffected and
thus robust.
Figure 5 reveals no significant trend in the Δpriorposterior IQR of model parameters with changing Ep(θ3)
and Ep(θ4), indicating that the precision in posterior
inference is not influenced by the choice of prior
distribution. We also observe Δprior-posterior mode
values for the model bias precision, λb, around zero,
hinting at a lack of inference about the model bias, which
is investigated in more detail in the next section. The
correlation strength hyper-parameters, β, show a similar
behaviour as the λ hyper-parameters, and are consitently
inferred with non-zero values (not shown).

7). As expected the Δprior-posterior of θ3 is consistently
close to zero, indicating the same lack of identifiability as
before (Fig. 5). While the model parameters with
unchanged priors also showed a consistent inference in
Figure 5, they now yield a strong variation over the range
of Ep(λb) (Fig. 7). This is particularly true for load side
flow rate, θ4, whose posterior mode values vary between
794 and 882 kg h-1; a range, which is actually similar to
the one obtained by varying the prior of θ4 directly. For
very large Ep(λb) > 100 the specfic heat of the cooling
fluid, θ1, shows posterior modes around 4.07 kJ kg-1 K-1 ,
which appear to be rather unreasonable values, given the
fact that pure water is used in this system.

Robustness and identifiability of the model bias
The magnitude of the impact due to the lack of inference
of model bias precision, λb, on calibration results, i.e.
model predictions and posterior distributions, is examined
according to the same procedure as for the model
parameters. Therefore, we define different priors on λb,
with different rate values for the gamma distribution, b =
[0.01, 0.03, 0.1, 0.3, 1, 3, 10], which yield different prior
expectation values, Ep(λb), between 1000 and 1. These
prior expectations refer to proportions between 0.1 and
50% of the overall variation in the output explained by the
model bias. The shape parameter of the gamma
distribution remains constant at a = 10, which keeps the
spread of the distributions approximately constant in
relation to the order of magnitude. The base case
calibration (Fig. 3) with b = 0.3 refers to an Ep(λb) ≈ 33.
Figure 6 shows the impact of the chosen prior on
predictions from the model emulator, the calibrated model
and the model bias function. Compared to the previous
analyis with θ3 and θ4, there is a more significant
differentiation between the emulator predictions from the
different calibration runs. This might seem surprising as
the emulator itself only depends on the model parameters,
θ, and the contour state, x. However, as mentioned above,
the overall calibration results are inherently linked
through the joint posterior distribution, so the change of
the λb prior is likely to trigger changes in the inferred
model parameters, θ, which will then affect the emulator
results. Indeed, the bottom graph of Figure 6 reveals that
the magnitude of the model bias function increases with
increasing prior mode values, which not only hints at
identifiability issues, but also forces the emulator to
compensate the model bias. Although this compensation
here is working not as intended, but rather in an opposite
way, the calibrated model results y(x) still fit the measured
trend in the data quite well. Only the model results based
on the largest, extreme model bias prior (b = 10) show a
slightly curved shape, which is not in agreement with the
thermodynamics of the heat pump model and would
represent a bad calibration result.
To further examine the dependency of the emulator and
the magnitude of the model bias function on the chosen
prior of λb, we now take a closer look at the observed
Δprior-posterior over the mentioned range of Ep(λb) (Fig.

Figure 6: Calibration results over a range of different
priors for λb.
The statistical dispersion (Δprior-posterior IQR) shows a
slightly decreasing trend with larger Ep(λb) for θ1, θ2 and
θ4 (Fig. 7 top), i.e. with a larger model bias the confidence
in posterior model parameters increases. However, it
would be misleading to interpret this as a reduction of
uncertainty about the ‘true’ model parameters, as it is
related to a larger portion of the overall uncertainty being
absorbed in the model bias.
In the middle plot of Figure 7 we again observe values
close to zero for λb, corroborating the findings from above
that the posterior simply assumes the same form as the
prior. The precision of the emulator term, λeta, and the
numerical error, λen, shows consistent values and thus
good inference as before, while the random error term (λe)
shows a slight dependency on Ep(λb). This indicates that
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the random error term in combination with the θs
compensates for the mismatch caused by the varying
magnitude of the model bias. In addition, the correlation
parameter, which controls the smoothness of the model
bias, βb, also exhibits a strong dependency on the
magnitude of the model bias (Fig. 7 bottom). This is also
visible in Figure 6, where the more negative model bias
functions exhibit a more curved shape.

probability of each posterior distribution for the
individual priors.
Robustness and identifiability of the random error
Next, we also examine the effect of different priors for the
random error precision, λe. Calibration results in terms of
model emulator, calibrated model and model bias
functions predictions are all identical to the base case
results (Fig. 3) and are not impacted by the choice of prior
for the random error (not shown). The plots in Figure 8
confirm an overall good and consistent inference of
posterior values. Also, the absolute posterior mode values
for λe are within a range of 16.7 ± 0.2. The correlation
strength parameters, β, also show no dependency (not
shown). These observations indicate that inference about
the magnitude of the random error is generally robust,
although naturally this assessment cannot show whether
the inferred value reflects the ‘true’ random error in the
model.

Figure 8: Relative difference of prior to posterior mode
value and interquartile range (IQR) for model
parameters θ (top) and for GP hyper-parameters λ
(bottom) over a range of different random error priors.

Figure 7: Relative difference of prior to posterior mode
value and interquartile range (IQR) for model
parameters θ (top) and GP hyper-parameters λ (middle)
and β (bottom) over a range of different model bias
priors.

Conclusion

Given the severe lack of robust inference in case of a nonidentifiable model bias precision, one might ask what we
can still learn from the results. From Figure 7 (top) it
appears that the Δprior-posterior of the model parameters
reaches a certain limit for very high (> 500) Ep(λb),
beyond which further increase seems unlikely. This
variation in the posterior modes with the investigated
Ep(λb) could be taken into account as a secondary level of
uncertainty; in addition to the uncertainty given by the

In this study we assess the robustness of Bayesian
inference about posterior parameter values in the
Kennedy & O’Hagan framework for model calibration. In
contrast to previous studies we also take into account the
hyper-parameters originating from the use of a Gaussian
Process emulator.
We found that not only the model bias function, which is
known to be potentially non-identifiable, but also model
parameters can suffer from a lack of inference and lead to
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non-robust calibration results. While this lack of inference
was found to have only a minor impact on the resulting
calibrated model predictions y(x), it can have a significant
effect on the resulting posterior distributions of uncertain
model parameters. This is particularly true for
identifiability problems with the magnitude of the model
bias function, which can lead to unreasonable posteriors
for model parameters, such as the specific heat of the
cooling fluid, θ1. While this particular finding is limited
to our case study, building energy models are typically
complex, under-determined problems, which are likely to
suffer from identifiability issues. Accordingly, if the aim
of model calibration is to learn about the parameter
values, specific care should be taken to assess the
inference of the error terms.
In addition, it seems advisable to carefully evaluate the
sensitivity of posterior results on the chosen prior
distributions. We found that analysing the calibration
results in terms of predictions as well as posterior mode
values, over a range of sensible priors and plotting the
outcomes in form of the Δprior-posterior can provide
useful information about this sensitivity and the
robustness of the posterior distributions. Also, this
variation in the posterior modes could be taken into
account as a secondary level of uncertainty; in addition to
the primary uncertainty given by the probability of each
posterior distribution. However, the resuts obtained here
are only valid for the relatively simple heat pump model,
and further testing of the approach on more complex
building and system models is necessary.
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