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Abstract
In building energy simulation, time variations of internal loads and lighting are typically defined as
hourly schedules based on occupant-related ‘activities’ assigned to each building zone. This approach does not consider the stochastic variability
of occupant-related actions in buildings, and is often
one of the main reasons why model predictions fail to
match actual energy consumption. At the same time
there is a wealth of metered consumption data becoming available. In this paper a novel data-centric
bottom up functional data analysis model is used to
examine how well the so-called ‘activities’ in a building correlate with its energy demand for plug loads
and lighting. As a result, new classifications for plug
loads based on activity and for lighting based on the
control strategy are proposed.

Introduction
Despite considerable advancement in understanding
of occupant-driven energy demand in buildings (Yan
and Hong, 2018), building performance simulation
tools are still typically using simplistic hourly schedules for occupancy, lighting and plug loads as input
for each building zone (Ouf et al., 2018).
It is common practice to apply default schedules of internal loads developed for compliance calculations as
they are quick and straightforward to apply (O’Brien
et al., 2017). Yet the increasing proliferation of energy sub-metering has the potential to revolutionise
the way in which occupant-driven demand can be simulated. New tools for incorporating operational energy data directly into dynamic building energy simulation are being developed (Integrated Environmental
Solutions, 2019). This significant advancement for
an operational building offers a way to incorporate
stochastic demand data, which can potentially improve simulation of the time dynamics and quantification of its variability (Mahdavi et al., 2017). Given
these advancements it is timely to consider how best
to leverage metered energy data for use at the design
stage in building simulation.

In the UK, the National Calculation Methodology
(NCM) used for compliance calculations incorporates
an activities database which is used to define schedules of occupancy, internal loads, and lighting according to the activity specified for each building zone,
e.g. ‘food preparation’,‘laboratory’, etc (Building Research Establishment, 2016).
In this paper we explore how observed plug loads and
lighting demand for a building zone are related to
zone activity. Using monitored electricity consumption data from four non-domestic buildings, we use
a novel functional data analysis (FDA) approach to
uncover an underlying structure to the data in terms
of functional principal components (PCs) that are the
same across all days of data. We illustrate how the
FDA model can generate stochastic sample data for
input into building energy simulation. Following a
brief introduction to the methodology, the implications of the data-centric model for definition of activity are explored in relation to key parameters of
interest such as the daily total electricity consumption, the base load and the timing and magnitude of
the peak demand for plug loads and lighting.
The weightings or ‘scores’ for each PC that characterise the demand for each building zone are then
clustered hierarchically to investigate the correlation
between zone activity and energy demand. Interpretation of the clustering indicates the extent to which
the definition of activities for plug loads and lighting
is appropriate. Finally we discuss a revised ‘activity’
classification that mirrors the findings of the study.

Methodology
In this study, a functional Data Analysis (FDA) approach and in particular functional Principal Component Analysis (FPCA) have been used. Put simply, in FDA it is assumed that data points are representative of an underlying continuous function. So
in this study, hourly metered electricity consumption
values are assumed to be representative of an underlying continuous function of time. The FDA approach
used here was originally developed for the analysis of

Table 1: Building and metering information
Building
1
2
3
4

Date of
construction
2001
2016
2009
1970

Gross floor
area (m2 )
10,241
2,947
4,506
13,107

Primary
use
IT Laboratory, Research Office
Research Office
Laboratory, Research Office
Museum, Laboratory, Research Office

SONAR data (Tucker et al., 2013) and its application to plug loads has been described in detail by the
authors (Ward et al., 2019).
Similar to PCA for discrete data, FPCA describes
for a set of functions, F, how each individual member
of that set, φ(t) ∈ F, can be expressed as the sum
of a mean, µ(t), together with a weighted sum of i
Principal Components, νi (t). The general equation
can be expressed as:
φ(t) = µ(t) + Σi αi νi (t)

(1)

The mean and PCs are the same across all members of
F; differences between members of F arise as a result
of different values for the weightings or ‘scores’, αi .
For this study of plug loads and lighting demand, each
data sample is in the form of 24 hourly values of electricity consumption. By representing each data sample as a continuous function of time and using FPCA
we aim to find a mathematical description that allows
us to investigate similarities and differences in shape.
This enables us to explore whether the function shape
is dependent on the end-use, the spatial location or
the nominal zone activity.
The main steps of our analysis are as follows:
1. Plug load and lighting data are cleaned and packaged into data samples consisting of 24 hourly
values starting and finishing at midnight;
2. It is most efficient to separate out the amplitude
(magnitude of load) from the phase (timing of
load) and describe each data sample in terms of
an amplitude function together with a warping
function that describes the phase. To do this, all
the data samples are aligned to a common mean.
Each data sample is decomposed into an aligned
amplitude function and a warping function that
maps that aligned amplitude function to the original data. This is the most computationally intensive part of the process, requiring a dynamic
programming algorithm to find the minimum distance between the mean and the samples.
3. A functional principal component analysis is performed on both the aligned amplitude functions
and the warping functions separately. The outputs of this stage are functional PCs for both amplitude and phase - the same across all data samples - together with the unique sets of scores for
amplitude and phase for each data sample. The
amplitude and warping functions are then both
expressed in the form of Equation (1).
4. To generate stochastic data samples it then suffices to sample from the scores for phase and am-

Small power
meters
10
5
9
35

Lighting
meters
9
5
3
32

plitude and to use the sample scores in conjunction with the PCs to generate new sample data.

This approach identifies an underlying structure to
the data - in terms of the PCs - and identifies how
each data sample is constructed using this structure.
Furthermore, new data may be mapped to existing
PCs in order to generate scores for generation of
new stochastic sample data. Further details of this
methodology are given in detail in Ward et al. (2019).
In the following sections the application of this
methodology to plug loads and lighting for four buildings is described.

Description of the dataset
Four buildings with a good spatial distribution of reliable sub-metered data for plug loads and lighting
have been used for this study (Table 1). The buildings are all research offices with associated services
and additional facilities. Across the four buildings
we have access to data for two lecture theatres, two
canteen kitchens, museum storage and display space,
a server room, five laboratories and numerous spaces
that are mixed-use office, circulation and communal
space. The terminology used hereafter refers to the
building (1-4) and the metered zone, numbered sequentially. Dominant activities have been nominally
used to categorise each zone, for example zone 4.16 is
a mix of common room (49%) and classroom (32%)
with the remainder circulation and storage space, and
has been nominally identified as communal space.
The spaces attributable to the majority of the electricity meters do not correlate to a single activity, but
there are a few exceptions, notably the server room
and laboratories with specialist equipment.
Hourly electricity consumption data were acquired for
each building from January 1st 2017 until October
31st 2018. The data were cleaned by removing zero
days and days with excessive ‘spikes’ in the data in general it was the case that excessive values occur
after a period of zero values, facilitating discrimination between errors and genuine increased operational
demand. The data were normalised by the area nominally covered by each meter to estimate hourly energy
density values in Wh/m2 /h.

Functional Principal Component model
To explore the different end uses and control scenarios, separate PCs have been extracted for plug loads
and lighting using data across all four buildings.

Figure 1: Plug Loads: first 3 Principal Components for phase, X, (top) and amplitude, Y (bottom) showing the impact of adding each PC to the
mean function using a +ve (solid red) or -ve (dotted red) score.
Principal Components
Figure 1 illustrates the first three PCs for phase (top)
and amplitude (bottom) for the plug loads. The figures show the mean function in black, with the PC
shown in red; a positive score value leads to a profile
similar to the solid red line, while a negative score
leads to the dotted red line. The absolute magnitude
of the score used in each figure is twice the standard
deviation of the score values across all data. Each
PC is shown individually for clarity and the proportion of variability explained by each PC is included
in brackets. As an example, consider the first phase
PC in the the top left of the figure: a positive score
indicates that the data sample is shifted to the left
with respect to the mean i.e. there is an earlier start
and end time to the day. A negative score gives the
opposite. This PC accounts for 28% of the variability in the data. Similarly a positive score for PC X2
leads to a stretching of the day with respect the mean,
while a negative score gives a squashing. The first 5
PCs account for 65% of the variability across all the
data samples.
Considering the first amplitude PC in the bottom left
of the figure, a positive score is closely linked to an
increased daily load range, whereas a negative score
gives a reduced load range; a positive score for PC Y2
leads to a high base load. The first 5 PCs account for
over 50% of the variability across all the data samples.
Figure 2 shows the same results for the lighting data.
While the results are broadly similar to the plug loads
- PC X3 for example represents a shift in the daily
timing similar to the first plug loads phase PC - there
are attributes specific to the lighting demand. First,
the mean function shown in black has a higher demand at the end of the day than at the beginning,
and the minimum demand occurs at about 4am. Contrast this with the mean plug load demand which is
lower in the evening than the morning. Similarly the
peak of the mean function occurs later in the day for
lighting than the plug loads indicative of an increased

Figure 2: Lights: first 3 Principal Components for
phase, X, (top) and amplitude, Y (bottom) showing the impact of adding each PC to the mean function using a +ve (solid red) or -ve (dotted red)
score.
demand for lighting in the evening. The lighting amplitude PCs also exhibit increased variability at the
start and end of the day - in PC Y1 which accounts
for 18% of the variability of the data a positive score
indicates a tendency for lights to be on late at night.
Scores
As previously mentioned, the PCs are the same across
all the data samples, while each data sample has a
unique set of scores for phase and amplitude. Figures
3 and 4 illustrate the scores for the first two amplitude
PCs for 10 zones with different dominant space usetypes for plug loads and lighting respectively. For the
plug loads, with reference to Figure 1, an increasingly
positive score for PC Y1 on the x axis indicates an
increased load range whereas an increasingly positive
score for PC Y2 (y-axis) indicates an increased base
load. For example, the server room, 3.09, represented
by the red ‘+’ stands out as having a high base load
and low range, whereas the museum display space,
4.13, has a low base load and higher range.
The scores for the first two lighting amplitude PCs
(Figure 4) are more variable, but predominantly positive in PC Y1 indicating a tendency for lights to be
on later in the evening. The museum storage space
scores are clustered around the origin, suggesting a
lower likelihood of lights being on at night indicating
a timed control regime.
Stochastic sample data
Having derived the mean function and extracted the
PCs and the score sets for each data sample, stochastic data samples can be generated to use as input into
a building energy simulation. New data samples are
created by taking a random sample from the distribution of scores and using the sample scores together
with the PCs which remain the same across all data.
Figure 5 illustrates the results obtained using this approach for plug loads for 5 different zones. 90% confidence limits are shown for the data in red and for
1000 simulated sample profiles in blue with the mean
demand also shown as solid lines. The intention is

Figure 3: Plug Loads: amplitude scores for PCY1
and PCY2 for different zones

Figure 4: Lighting: amplitude scores for PCY1
and PCY2 for different zones

Figure 5: Plug Loads: sample profiles. 90% confidence limits for 1000 samples generated by sampling from the
score distributions (blue) and combining with the PCs compared against the data (red)

Figure 6: Lights: sample profiles. 90% confidence limits for 1000 samples generated by sampling from the score
distributions (blue) and combining with the PCs compared against the data (green)
that the sample data should encompass the qualities
of training data and not purely replicate it. This
is mostly the case, but certain features of the data
are less well represented particularly the peaks observable in the laboratory, in part because the peaks
are relatively infrequent and so are not picked up as
dominant features. In addition, while each simulated
sample does have distinct peaks, across 1000 samples
they appear blurred. The simulated spread of demand at the end of the day is wider than observed.
This could be improved by using a finer temporal resolution and increased number of PCs. However, even
distinctly different profile shapes are adequately simulated - for example the very different demand profiles
of the server room and the open plan office are both
well represented by the model.
For lighting, the simulated demand profiles shown in
Figure 6 show a wider spread (blue) compared to
the data (green) than for the plug loads, particularly
where the data are less stochastic. For example, the
lighting in the open office is centrally controlled, and

there is little variation possible. Yet, the simulation
predicts a much wider range of variability. Again,
this may be remedied by increasing the temporal resolution of the data and number of PCs.

The meaning of ‘activity’ in defining internal loads
The FDA model provides stochastic samples of data
on a zone-by-zone basis. However, in order to apply
these to represent demand at design stages of building simulation, one needs to select the right set of
scores. Whilst it is natural to select scores based on
the activity associated with a zone, Figures 3 and 4
indicate that there are significant overlaps between
the set of scores associated with very different activities i.e. different activities may be represented by the
same set of scores. Conversely, nominally similar activities may have very different scores indicating quite
different energy demand. It thus becomes necessary
to examine how best to select the most relevant set
of scores to define the energy demand of a zone.

It is not sufficient to examine the scores for the first
few PCs by eye; indeed it is difficult to draw conclusions from a visual inspection. Instead, a hierarchical clustering algorithm has been employed to cluster
zones based on the proximity of the scores across all
PCs. It works by calculating the distance between
values and then agglomerating pairs of values according to the minimum distance. We use a representative
score for each PC for each zone for the clustering. As
the scores are not typically normally distributed, the
representative score selected is the median value.
The dendrogram shown in Figure 7 illustrates the
clustering for the plug load data. Nine clusters are
highlighted in colour, with two clusters having just a
single member - zones 3.9, a server room, and 4.12,
the museum storage facility. The largest cluster (yellow) has 17 members and is predominantly open-plan
office space. Cluster 2, in purple, are all cellular offices (although not all cellular offices are in this cluster). Clusters 3 (blue) and 4 (green) are both a mix of
space use-types (lecture theatres, cellular and openplan offices, classrooms, a workshop and circulation
space). By comparison, cluster 5 contains just the
two canteen kitchen zones, 1.9 and 4.24, and the zones
in cluster 6, shown in red, are all laboratory spaces.
Cluster 8 is another mixed cluster (cellular office, circulation space and a laboratory). These results raise
the following questions; a) why are different activities
clustered together, b) what differentiates one cluster
from another, and therefore c) does clustering facilitate a new specification of ‘activity’ based on observed energy demand?
To answer these questions we examine the demand
profiles generated for each cluster and the key parameters of particular interest namely daily base and
peak loads, daily total demand and the timing of the
peak. Figure 8 shows the 90% confidence limits of the
data plotted for each cluster in red, with the depth
of colour indicating the degree of overlap in the data.
Also shown are the simulation results obtained from
the FDA model sampling from the clustered scores in
blue, and also where applicable, the corresponding deterministic NCM profile extracted from the activities
database - note there is no NCM profile for controlled
environment storage in a university/museum (cluster
7) (Building Research Establishment, 2016).
It is clear why clusters 5 to 9 are considered separate clusters as the demand profiles are distinct from
each other. It is less clear how clusters 1 and 2, and
clusters 3 and 4, differ from each other. However,
consider the KPIs shown for these clusters in Figure
9. Figure 9(a) shows the base loads extracted from
the data and the simulation, and the median base
load is higher for cluster 2, the cellular offices. The
median peak is also slightly higher (Figure 9(b)) as is
the daily total demand (Figure 9(c)). This however
appears to be driven by the inclusion of zone 1.4 in

cluster 2; this is an IT lab and has a distinctly higher
base load and peak than the other zones in the cluster. Perhaps the most significant difference between
clusters 1 and 2 is the timing of the peak demand
(Figure 9(d)); for cluster 2 the median peak time is
an hour later, around 3pm compared with 2pm for
cluster 1. Thus, these two clusters should be kept distinct if the timing of demand is a significant quantity
of interest. Clusters 3 and 4 are even more similar, as
evidenced by the smaller height of the link between
them in Figure 7 and the KPIs in Figure 9. Cluster 3
contains a mix of spaces with variable demand such
as a lecture theatre (1.1), two meeting rooms (1.2 and
2.1), two classrooms (1.10 and 4.29) and a workshop
(3.1). Cluster 4 is similar, but there is no one dominant space type. There is again a lecture theatre, but
also 5 cellular offices, an open-plan office, a cafe, library and two museum exhibition areas. This cluster
seems related to a more intermittent work pattern.
Also included in Figure 8 are the NCM profiles for a
university building appropriate to the dominant activity in each cluster, and it is clear that the base load
is consistently underestimated in the NCM approach.
For clusters 1, 2, 4 and 8 this is the ‘cellular office’ profile, and the NCM profiles overestimate the peak in all
but a small number of zones. For clusters 5, 6 and 9,
the NCM profiles for ‘food preparation’,‘laboratory’
and ‘high density IT’ all have substantially lower peak
demand than observed.
The complete score set for each cluster has been used
as a basis for generation of stochastic sample demand profiles, for which the 90% confidence limits
are shown in Figure 8 in blue. Comparison of the
confidence limits for the simulation against the data
for the individual zones highlights those zones which
exhibit outlying behaviour when compared with the
cluster. For example, in cluster 4 it is clear that there
are two zones which have a base load outlying the
confidence limits for the cluster. However the KPIs
illustrated in Figure 9 show that the simulation is in
overall good agreement with the data.
A similar analysis has been performed for the lighting
data, and Figures 10 and 11 illustrate the clustering
results and the corresponding clustered lighting demand profiles. Nine clusters have been identified, but
these are not the same clusters as for the plug loads.
While the kitchen 4.24 again appears on its own in
cluster 7, cluster 1 are all open-plan offices in building
2, as are cluster 8 in building 4. Cluster 2 are also
primarily open-plan office space although 3.10-3.12
also encompass laboratory spaces which are not separately metered for lighting. Clusters 3 (green) and
9 (blue) are all cellular offices. Clusters 4 (purple),
5 (red) and 6 (light blue) are all mixed-use space,
containing a lecture theatre, circulation space, meeting rooms, a library and museum storage. Figure 11
shows the 90% confidence limits for the data in green,

Figure 7: Plug Loads: clustered median scores
Figure 8: Plug loads: clustered profiles

a)

b)

c)

d)

Figure 9: Plug loads: Simulation and Data for: a) Base load, b) Peak load, c) Daily Total and d) Peak Time
for clusters 1 to 4 (C1 - C4)

Figure 10: Lights: clustered median scores
Figure 11: Lights: clustered profiles

Figure 12: Lights: daily total demand for clustered data for clusters 1 - 9 (C1 - C9)

Table 2: Cluster comparison for plug loads with proposed activity classification
FDA
Cluster
1

Dominant
activities
Open-plan office

NCM
classification
Cellular Office

2

Cellular office

Cellular Office

3

Lecture theatre,
Meeting room,
Classroom
Cellular, Open-plan office
Workshop
Library,
Cellular, Open-plan office,
Lecture theatre,
Storage,
Exhibition
Kitchen
Laboratory

4

5
6

7
8
9

Storage
Cellular office,
Laboratory
Server room

Lecture theatre
Communal area
Classroom
Cellular Office
Workshop
Communal area
Cellular Office
Lecture theatre
Store
Communal area
Food preparation
Laboratory

Store
Cellular Office
Laboratory
High density IT

with the depth of colour indicating the degree of overlap. Also shown are the simulation results in blue,
and also where applicable the corresponding deterministic NCM profile, assuming a luminous efficacy
of 60 lumens/W. Clusters 1 and 8, the open-plan
offices, exhibit relatively consistent, rectangular demand profiles as would be expected for centrally controlled lighting, but the magnitudes are different. By
comparison, the mixed-use clusters 4-6 have a more
varied demand. Clusters 3 and 9 are quite different
from each other in terms of the timing and peak demand despite both clusters being cellular offices; this
could be related to building location, orientation or
occupant-related factors. Interestingly, for all clusters
the timing of the demand is offset with the peak occurring in the afternoon as might be expected, unlike
the NCM schedules which are typically symmetrical
about mid-day. Also all of the NCM lighting schedules assume zero demand at night; while this might be
desirable it is clearly not achieved in practice. The
simulation results presented in Figure 11 exhibit a
tendency for the spread of end-of-day demand to be
greater than observed in the data and greater than
the start-of-day demand, notably for cluster 7. In addition, the simulation results show a greater variation
in the peak value than observed, similar to the single
zone simulations presented in Figure 6. However, this
does not appear to be having an overly significant impact on the KPIs, particularly the daily total demand
(Figure 12) for which the median values are in good
agreement between the simulation and the data.

A new classification of activity
The aim of this study is to identify whether internal
loads can be directly related to the nominal activity assigned to a space. For plug loads, Table 2 lists

Observed Energy
Demand Profiles
Regular daytime demand, load range
similar in magnitude to base load,
peak early afternoon
Regular daytime demand, load range
similar in magnitude to base load,
peak mid-afternoon
Variable hourly demand,
Low base load and daily load range

Variable hourly demand,
Low base load and daily load range

High base load and daily load range
Variable but potentially high base load,
Variable but low load range
Irregular spikes in demand
Constant low demand
Very low base load and daily load range
High constant demand

the activities in the NCM database and the zones
clustered by the scores derived from the FDA model.
The results indicate that activity itself is insufficient
for selecting a set of scores that best match its energy
demand. For example, a cellular office could be represented by scores of clusters 2, 3, 4, or 8; the most
appropriate choice depends on the expected degree of
variability in magnitude and timing of the demand.
If we assume that the case-study buildings are typical of their type, then using the observed patterns of
energy demand in conjunction with the activity suggests a useful classification. In particular we propose
a new activity be defined, namely ‘intermittent use’,
represented by a combination of clusters 3 and 4, to
replace activities such as lecture theatre, communal
area, classroom and workshop. It might also be recommended to merge clusters 1 and 2 unless the timing
of the peak is important. The suggested classification
is indicated in the final column of Table 2.
The analysis of lighting demand shows quite different results, with little observable relation between the
clusters for lighting and those for the plug loads. Table 3 summarises the clustering for the lighting demand. Compared against Table 2 there is much less
correlation between the clusters and activity. Instead,
we suggest that lighting is better defined according to
control strategy; the lighting clusters appear primarily related to the variability in the demand which is
a consequence of the control strategy, with regular
demand associated with centrally timed control and
little occupant autonomy. The final column in Table
3 suggests a classification according to whether the
lighting is on a regular timer or is related to occupancy.

Table 3: Cluster comparison for lighting with proposed schedule classification
FDA
Cluster
1
2
3
4

5

6
7
8
9

Dominant
activities
Open-plan office
Open-plan office
Laboratory
Cellular office
Lecture theatre
Meeting Room
Library
Storage
Classroom
Cellular office
Lecture theatre
Circulation
Cellular Office
Kitchen
Open-plan office
Cellular office

NCM
classification
Cellular Office
Cellular Office
Laboratory
Cellular Office
Lecture Theatre
Communal space
Communal space
Store
Classroom
Cellular Office
Lecture Theatre
Circulation,
Cellular Office
Food preparation
Cellular Office
Cellular Office

Observed
cluster demand
Late start, regular daytime demand
Variable daytime demand, peak mid afternoon
Variable daytime demand, peak late afternoon
Variable daytime demand, low mean range

Variable daytime demand, low mean range

Regular daytime demand, high load
High demand at night
Early start, regular daytime demand
Early start, regular daytime demand

Conclusions
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Hierarchical clustering of the scores has been used to
explore how loads are related to ‘activity’ as defined
in the UK NCM activities database. Different clusters were derived for plug loads and lighting; while
the plug load clusters are primarily related to activity, lighting loads are more closely linked to the degree of variability in the data - a direct consequence
of the control strategy. It seems appropriate, therefore, for plug load and lighting demand schedules to
be developed separately, with plug loads specified according to activity and lighting schedules according
to the control strategy. For plug loads the clustering
algorithm grouped zones with intermittent demand
together, so there may be no need for separate definition of activities such as ‘lecture theatre’, ‘classroom’
and ‘communal space’. But there do appear to be
distinct differences between laboratories and offices,
kitchens and the server room which all were identified as distinct clusters. The analysis presented here
has used just four buildings from a university building
stock. In future studies it will be beneficial to draw
on a wider dataset to corroborate these findings, particularly for activity types such as ‘food preparation’
and ‘high density IT’ for which we have few examples. A useful feature of this FDA model is that as
new data become available, they can be mapped to
the existing set of PCs and thus add to the database
of scores. So there is scope to extend the analysis to
other types of non-domestic building and activity.

Integrated Environmental Solutions (2019). Website.
https://iesve.com/software/ergon. Accessed:
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