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Abstract
With the proliferation of building energy management
systems and smart meters, high-resolution time-series data
have become more easily accessible. The commercial
building stock is often represented through aggregated
representation that do not consider the time-series profiles.
It is crucial to determine the types of patterns in these
profiles to provide a deeper understanding of the building’s
operations. This study proposes a clustering framework that
uses time-series trends to identify commercial building
archetypes. The case study uses synthetic time-series data
generated using US DOE building archetype EnergyPlus
models. Results indicate that water heater use side outlet
temperature as a feature is effective in formation of a
building cluster which contains buildings that closely
resemble a medium office building archetype (homogeneity
score = 0.8). Stakeholders could use the identified clusters
to model deep retrofits or perhaps run targeted energyefficiency campaigns.

Introduction
The World Green Building Council and Architecture 2030
have advocated for 100% of existing buildings to be net zero
by 2050 (Laski and Burrows 2017). The decision-making
processes geared towards understanding the improvements
in building energy performance need to be constructed on
reliable scientific evidence. Over the past decade, Building
Automation and Control System (BACS) have become
immensely popular in the built environment for data
acquisition and efficient building control. The Building
Management System (BMS) market is poised to be valued
at 19.25 billion USD by 2023; a staggering increase
compared to 6.65 billion USD in 2016 (Jradi et al. 2021).
Generating valuable insights from this voluminous source
of data is a highly complex computational task.
Previous work using sensor point data originating from the
building automation system (BAS) or building management
system (BMS) was quite siloed due to lack of a
homogeneous representation of data points within building
systems (Gallaher et al. 2004). Recent developments in

semantic model standards such as Project Haystack (Praire
et al. 2016) and Brick (Balaji et al. 2016) potentially allows
for a more effective analysis on the BAS/BMS sensor
outputs. Shi et al. (2019) used multiple clustering techniques
including agglomerative hierarchical clustering (AHC) on a
large-scale dataset containing more than 40 buildings and
65,000 BMS points with manually translated ground-truth
point labels to investigate the use of time series features for
BMS point type inference and proposed that when raw
metadata contains limited definitions of sensor points, time
series data should be used to compliment the input data.
A critical issue facing the building industry is the capability
of traditional building performance analysis techniques to
handle the vast amount of detailed, temporal data streams
(Miller, Nagy, and Schlueter 2018). While analyzing
building information tagged with less known metadata,
generating insights about the corresponding built
environment is a challenge that could be addressed through
unsupervised machine learning techniques. Such methods
formulate the relationship between observations in an
exploratory manner. Previous research pertaining to
building performance analysis that used unsupervised
learning methods resulted in a plethora of applications.
These include portfolio analytics (such as targeting,
classification), operations (such as energy management,
occupancy detection), anomaly detection (such as whole
building, subsystem), and smart meter (load profiling,
customer classification) (Miller, Nagy, and Schlueter 2018).
Clustering is one of the most common general unsupervised
techniques applied to building performance data. It is used
to automatically generate subgroups of similar types of
observations based on certain features. The two most
common types of clustering applied to building
performance data are k-means and hierarchical clustering
(Miller, Nagy, and Schlueter 2018). (Park et al. 2019)
performed clustering analysis using unsupervised clustering
methods to un This study integrates concepts from the subdomains of portfolio analytics and anomaly detection to
identify crucial subsystem trends which can tie together a
group of buildings into a cluster.
Portfolio analysis refers to a domain where a group of
buildings, located in the same geographical area, are studied

for the purpose of managing or optimizing the group as a
single entity. Within this domain, lies targeting, a concept
that builds upon characterization and classification to
recognize specific buildings or measures to be implemented
in a portfolio to increase performance (Miller, Nagy, and
Schlueter 2018). Petcharat, Chungpaibulpatana, and
Rakkwamsuk (2012) used cluster analysis to estimate
potential energy savings from the lighting systems across a
group of commercial buildings based on the lighting power
density measure. Additionally, the authors determined that
that the clustering approach can also be applied to other
parameters including equipment power density to accurately
evaluate the impact of energy codes on building energy
performance. Lévy et al. (2021) performed a cluster analysis
on a group of sites using their time-series based energy
consumption profiles to develop recommendations on
energy savings.
Anomaly detection in buildings is focused on identification
and diagnostics of issues that occur within a building. This
field relies on the use of clustering methods to find
anomalous behavior. Stamatescu et al. (2019) state that
within a modular BAS structure, the HVAC subsystem
plays a dominant role as both the main driver of energy
consumption and a driver of user satisfaction with the
working environment. Analyzing subsystem or individual
component behavior allows for analysis using broader data
set to identify and diagnose faults from a lower level.
Yoshida et al. (2008) used a semi-supervised approach to
determine the most influential variables that affect the
overall building performance. Similarly, Le Cam et al.
(2014) used PCA to create inverse models to detect issues
in HVAC systems. According to Hensel (2013), the highest
potential for innovation is at the systemic level where the
positive system synergies can be exploited.
To measure the distance between various time series,
different distance measures are used, such as Euclidean
distance and its variants, Discrete Fourier Transform, and
Dynamic Time Warping (DTW). Originally used in the field
of text data matching and pattern recognition, DTW
computes the similarity of two time series providing both a
distance measure that is insensitive to local compression and
stretches and warping, which optimally deforms one of the
two input time series onto the other (Tormene et al. 2009).
This paper computes DTW using dtw-python, a freely
available Python implementation of the algorithm (Giorgino
2009). Bode et al. (2019) applied several unsupervised
clustering algorithms on BACS time series data. One data
set consisted of data for one day in high resolution and
another for 20 days in reduced resolution. As the accuracies
of clustering methods such as DTW and Mini batch Kmeans were found to be insensitive to the time frame or
resolution of the data, the authors recommend focusing on
larger time frames to capture representative time series
behaviors of classes such as heat flow, power, temperature
setpoints in a building.

Lack of reproducibility has been cited as one of the major
issues when it comes to the use of unsupervised machine
learning in building performance. Additionally, another
challenge is the lack of clarity regarding the optimal
technique for a particular application. Different studies use
unique datasets and methodologies, hence do not render a
straightforward comparison. Existing design methods and
metrics do not fully capture or enable the quantification of
the complex synergies that emerge during operation
(Lumpkin, Horton, and Sinfield 2020).
This work proposes a generalized clustering-based
methodology
to
identify
prominent
subsystem
characteristics belonging to a specific building archetype
(DOE medium office building in this study) using DTW as
the distance measure. The generated distance matrix is then
analyzed and visualized using various clustering methods
such as agglomerative hierarchical clustering and kmedoids.
This paper is structured as follows: Section 2 describes the
proposed workflow of mapping variables and performing
clustering exercise. Section 3 lists the key results of a
clustering exercise when considering a specific building
archetype. Section 4 focuses on the discussions,
interpretations, and limitations of the research. Section 5
lists the key conclusions of the research.

Methods
Multivariate time series data are widely available in daily
life and research in multivariate time series classification
has become more and more prominent during the past
decades. BMS provides visibility and control over three
broadly important aspects of a building, namely: energy
consumption, security, and occupant comfort. Digital Twins
(DTs) combine artificial intelligence, machine learning, and
data analytics to create a simulation model that learns and
updates in real time from heterogeneous and disjoint data
sources as well as represent and predict the present and
future conditions of physical counterparts. Time-series
surrogate models using synthetic datasets potentially reduce
the computation time of the physics-based building energy
models employed in DTs. This study looks at the use of
DTW-based clustering analysis in the identification of
prominent subsystem features, available within a building
BMS. The overall process involves a BMS output mapping
procedure, synthetic data generation, distance matrix
computation, and clustering analysis for the whole set of
buildings and for the medium office building separately
(Figure 1).
Output Mapping Procedure
This is the initial step in the workflow and involves the
mapping of individual BMS outputs to the outputs of an
EnergyPlus IDF. The mapping is crucial so that the
synthetic data outputs retain a link to the real-time variables
of the BMS (Table 1). These features are identified and

Figure 1 Process for running a clustering analysis on BMS data to identify representative features of a building archetype

selected after running a correlation matrix, thus eliminating
strongly correlated features (Figure 2) for a sample of the
matrix). It is worthwhile to note that some of the BMS
output variables do not directly map to the EnergyPlus
output variables (such as damper position), instead they
represent easily extractable and relevant proxies to the
originally intended BMS output variables.
Table 1 BMS-EnergyPlus variable mapping.

No.
1
2

BMS Output
Variable
Outdoor Air
Damper Position
Signal
AHU System
Status

3

AHU Run Mode

4

Supply/Return
Fan Amperage

5

Heating Coil
Valve Opening
Fraction
Pump Supply
Water Temp.

6
7

Boiler Leaving
Water Temp.

EnergyPlus Output
Variable
Air System Outdoor
Air Flow Fraction

Unit

Air System Outdoor
Air Heat Recovery
Bypass Heating
Coil Activity Status
Air System
Simulation Cycle
On-off Status
Fan Electric Power

-

-

W

Heating Coil
Runtime Fraction

-

Pump Outlet Temp.

°C

Water Heater Use
Side Outlet Temp.

°C

Synthetic Data Generation
This step involves the EnergyPlus simulation runs, and the
extraction of outputs as identified in the output mapping
procedure. The EnergyPlus simulation runs generate the
synthetic dataset for an entire year on a 15-minute resolution
basis, which corresponds to (35,040x7) data points for one
building. The first number (35,040) corresponds to the
yearly 15-min time steps and the second number (7)
corresponds to the number of features. The simulations are
generated for five weather files including Baltimore
(Climate Zone 4A), Boulder (5B), Chicago (5A), Miami
(1A), and Seattle (4C). The simulations are generated for six
building archetypes including midrise apartment, large
office, medium office, small office, large hotel, and strip
mall. (35,040x7) datapoints are generated across each of the
30 buildings (5 climate zones x 6 building types). As
calculation of the DTW distance measure is a
computationally intensive process, the time series
datapoints across the seven features are limited just to the
representative summer (Jul, Aug) and winter (Dec, Jan)
months.

Distance Matrix Computation
This step involves the creation of the distance matrix based
on a list of results and indexes. Many clustering algorithms
do not require the objects as input, but their relations. When
it comes to time series mining, the relations can be defined
as the distance between each pair of instances (Silva and
Batista 2016). In this study, the DTW distance is computed
for each feature, comparing the different building
archetypes and locations. The measure of DTW is used in
this paper as several independent studies have shown that
for the problem of time series classification, the Nearest
Neighbor DTW is hard to beat (Bagnall et al. 2016).
Additionally, any effort to beat the DTW algorithm is at the
cost of huge effort in coding or complexity of
implementation, and a large time and space overhead. As
DTW is a distance measure that is symmetric {D (A, B) =
D (B, A)} and has a constancy of self-similarity {D (A/A) =
0}, we calculate the results only for the upper triangle of the
distance matrix, thus reducing the time and effort needed for
the overall computation (Mueen and Keogh 2016). We
select a month as the frequency for computation as it
reduces the number of pairs to compare. Although weeks
drastically reduce the difficulty for one comparison, it adds
a lot of points for further analysis. The data is rescaled using
the min-max scaler. Min-max normalization performs a
linear alteration on the original data. The benefit of this
normalization method is that all the values are annealed
within certain range (Saranya and Manikandan 2013).
Lastly, the DTW distances are calculated using the SakoeChiba method and a window size of 6 hours (i.e., 24 timesteps). The Sakoe-Chiba band was shown to be quite
promising towards improving the accuracy of time series
classification, especially upon constraining the warping
window (Geler et al. 2019). These distances are calculated
simultaneously, and the resulting matrix is stored in a
variable. The distance matrix creation in this study took
approximately 71 minutes.
Clustering Analysis
This step involves running a series of analyses on the
distance matrix computed during the previous stage. First,
all buildings are labeled corresponding to their archetype
(such as medium office building, strip mall). In this study,
this is referred to as an independent general clustering
exercise. Among the independent general clustering
methods, the following ones were put to test: dendrograms,
and two sets of homogeneity scores, one using k-medoids
and the other using agglomerative clustering. Next, the
buildings are labeled in a binary manner based on the target
building archetype (i.e., medium office building vs. nonmedium office building). This is referred to in this paper as
isolated building clustering. In this study, clustering is done
by isolating the medium office building (target building),
followed by calculation of homogeneity scores. As before,
the homogeneity scores in this case are computed using kmedoids and agglomerative clustering techniques.

Figure 2 A snapshot of the correlation matrix represented as a
heatmap.

Results and Discussion
First, relevant results pertaining to the independent general
clustering methods are discussed, where all building types

are tagged using their respective labels. A dendrogram is a
type of tree diagram that shows relationships between
similar sets of datapoints (Schonlau 2002). These structures
are quite frequently used in biology to show clustering
between genes and can be used to represent any type of
grouped data. In this study, the well-formed dendrograms
are represented by the following features and seasons: Air
system simulation cycle on-off status (winter), pump outlet
temperature (both seasons), and water heater use side outlet
temperature (both seasons) (Figure 3). Majority of the
office buildings across the selected climate zones form a
unique cluster that differentiates these against other
archetypes such as strip malls and apartment buildings.
Next, the homogeneity metric (Figure 4) is calculated by
using 6 clusters. If the generated label matches the ground
truth, the clustering result satisfies homogeneity, and higher
the score the better the result. Comparing the results
generated by using agglomerative and k-medoids, it appears
that the k-medoids method identified more no. of prominent
features being representative of the building archetype as
compared to the agglomerative method, namely pump outlet
temperature, water heater use-side outlet temperature, and
fan electric power during the summer months. During the

Figure 3 Dendrograms showing clusters formed from some building operational features.

winter months, only the water heater use-side outlet
temperature scored high on the homogeneity metric.

different time-series data were calculated using DTW as the
distance measure. Although this study used time-series

Figure 4 Homogeneity metrics across features clustered using k-medoids and agglomerative clustering methods (general).

Finally, the homogeneity scores are calculated again using
the two clustering methods (k-medoids and agglomerative)
but this time, the medium office building is isolated from

corresponding to a month of operational data, it could be an
interesting task to see the difference in analyzing weekly
data instead. Additionally, the dataset used in this study is

Figure 5 Homogeneity metrics across features clustered using k-medoids and agglomerative clustering methods (medium office isolated).

the other building archetypes (Figure 5). This requires
overwriting the labels for each building individually and
creating a condition where the labels are either part of the
expected class (medium office) or lie outside of it. The kmedoids method results in an observation that regardless of
the season, the feature water heater use side outlet
temperature is a prominent one for medium office
buildings, meaning it could potentially be used for the
identification of a medium office building when a set of
unknown buildings are studied using this feature.

Conclusion and Future Work
In this paper, a clustering study was performed on seven
time-series based building operational features. This study
used a distance matrix where the distances between the

purely synthetic, generated using EnergyPlus. Inclusion of
other building archetypes and climate zones could be added
to the future scope of this study.
This study was set out with the premise that there are
common prominent operational features across building
archetypes and climate zones. These features could
potentially be used to associate a building under study to a
fully understood building archetype and further use a
building energy prediction model which is fine-tuned to the
archetype. The proposed methodology allows researchers to
understand and recognize how a building subsystem trend
can be used towards the identification of the building itself,
purely from a data-driven perspective.
Although using DTW requires a greater computational
effort than other distance measures (such as Euclidean),
restricting the time window and the overall study period

(two months instead of annual) could help with expediting
the overall process. Given that these intermediate data
streams are readily available or can be used to derive a
suitable proxy (coil runtime fraction derived from valve
opening percentage) from a building BMS, constructing
building energy prediction models becomes a more
convenient task if a building can be bucketed within a larger
group.
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