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Abstract 
To achieve climate neutrality by 2050, Building-Stock 
Energy Models (BSEMs) are key tools in comparing 
competing building energy reduction strategies. Yet, at 
present, existing regulatory energy performance 
calculation methods poorly estimate the real building 
energy use and widely overestimates the potential energy 
savings. Promising data-driven machine learning 
models, such as gradient boosting machines and support 
vector machines are gaining considerable traction in a 
wide range of applications. In this paper, we will 
evaluate the performance of common data-driven black-
box models and evaluate whether they could potentially 
replace the present regulatory calculation method for 
prediction and/or policy making. 

Introduction 
Buildings are one of today’s key target sectors for 
potential energy and CO2 reduction (EU, 2020). To 
reduce the energy use of buildings, the European 
Commission implemented the Energy Performance of 
Buildings Directive (EPBD), which requires the member 
states to establish certification schemes for existing 
buildings (CA, 2008). Flanders implemented energy 
labelling in 2009 (A to G) and based the regulatory 
calculation of a dwelling’s energy performance on a 
steady state method (EPC, 2015). Since the energy label 
is portrayed on the front of the Flemish energy label 
certificate as ‘standard energy use of the dwelling’, it has 
been widely used as an indication of energy use and 
included in energy policy goals.  
To achieve climate neutrality by 2050, Building-Stock 
Energy Models (BSEMs) are key tools in comparing 
competing building energy reduction strategies. 
Nevertheless, the present regulatory energy performance 

calculation (which is currently used by EU policy 
makers) poorly predicts the real building energy use in 
residential buildings (Macjen et al., 2013; Sunikka-
Blank et al., 2012; Van Hove et al., 2021) and 
consequently poorly informs current and future home 
owners and tenants about their energy use, largely 
overestimates the potential energy savings and therefore 
undermines policy making (Van Hove et al., 2021; Van 
Hove et al.,  2022). 
A number of studies has been published in recent years 
focusing on the gap between the real and regulatory 
calculated building energy use in The Netherlands 
(Macjen et al., 2013), France (Cayre et al., 2010), 
Germany (Sunikka-Blank et al., 2012), United Kingdom 
(Kelly et al., 2011), Switzerland (Cozza et al., 2020) and 
Belgium (Van Hove et al.,  2022). Most of these studies 
are based on statistical data analysis of large national 
registries, combining several data sources and most of 
them report the results of additional statistical models 
(i.e., multiple linear regression) to draw inferences on 
prediction, parameter significance and/or relationships 
between variables and to evaluate the performance of 
data-driven black-box models as compared to the white-
box regulatory calculation methods. 
In recent years, data-driven black-box models, such as 
gradient boosting machines and support vector machines 
have been gaining considerable traction (Meghana et al., 
2021) in a wide range of applications. Yet, not in the 
field of building stock modelling (see above), in which 
still mostly data-driven statistical and physical models 
are being used (Langevin et al., 2020). At the same time, 
since the introduction of the regulatory calculation 
methods (EU, 2003), national building energy 
performance registries have emerged and vastly 
increased ever since. With large amounts of this data 
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being collected and available, we question whether data-
driven black-box machine learning models can replace 
the regulatory methods for prediction of the real annual 
building energy use at individual building level as well 
as at building stock level. Further, as machine learning 
models have a nearly-exclusive focus on predictive 
accuracy (rather than inference), we question how their 
predictive performance compares to the performance of 
classical statistical linear regression models (Van Hove 
et al.,  2021). 
Therefore, in this paper, we attempt to study the 
performance of common data-driven black-box machine 
learning algorithms (i.e., gradient boosting regression 
trees and support vector machines) in predicting the real 
building energy use for gas-fuelled space heating (SH) 
and domestic hot water (DHW) in Flemish existing 
residential single-family houses. Further, we will 
compare their performance with the performance of 
statistical linear regression models for the same dataset 
and variables (and reported in an earlier study) (Van 
Hove et al., 2021). Last, we will evaluate whether the 
fitted models perform sufficiently well to inform 
households in Flanders sufficiently accurate about their 
yearly energy use for space heating and DHW. 

Simulation and/or experiment 
Materials 
The datasets, used for this paper, are collected from a 
former study together with the Flemish Energy and 
Climate Agency (Van Hove et al., 2021). In total, it 
comprises 122,680 cases from the Flemish Energy 
Performance Certificate (EPC) registry (i.e., one 
centralised database with data from the regulatory 
energy performance certificates of all registered existing 
buildings constructed before 2006). The data provide 
information about the building characteristics, technical 
systems and some detailed building geometry data. Also, 
there are annual real meter data available from the 
Belgian distribution system operator Fluvius and there 
are some socio-demographic and climate variables as 
well. After data cleansing, filtering and coupling, 85,268 
cases have been excluded from the sample mainly based 
(mainly) on the following three criteria: 

i. Coupling of data from various databases (i.e., 
Fluvius real energy use data, data from the 
energy performance database, socio-
demographic data). (24.2%) 

ii. Doubt about the reliability of the real energy 
consumption data. (18.9%) 

iii. Single-family houses with energy sources other 
than natural gas for space heating (SH) and/or 
domestic hot water (DHW). (26.5%) 

 

Hence, the total sample size is 37,412 cases, which 
formed the basis for all the analyses and modelling 
carried out in this paper. Descriptive statistics show that 
the total sample (after cleansing, filtering and coupling) 
is statistically representative of all 122,680 cases in the 
collected datasets (Van Hove et al., 2021. 

(In)dependent variables 
The dependent variable in all analyses and the machine 
learning models is the real annual primary natural gas 
consumption [kWh/y]. An overview of the independent 
variables (or predictors) is given in Table 1 and Table 2. 
Table 1 shows the general building variables used and 
their frequencies or summary statistics (M means Mean, 
SD means standard deviation for the continuous 
variables). Table 2 shows descriptive information for the 
socio-demographic and weather variables. 

 
Table 1 - Overview of general building variables and their 

frequencies (bold = reference category). 
Variable Categories (N) 
Energy score n/a (cont.: M=328kWh/m2!y, SD=149) 
Construction year n/a (cont.: M=1967, SD=29) 
Latitude n/a (cont.: M=51.06, SD=0.17) 
Longitude n/a (cont.: M=4.24, SD=0.73) 
Usable floor space n/a (cont.: M=174.6m2, SD=63.2m2) 
Building volume n/a (cont.: M=527.1m3, SD=198.3m3) 
Dwelling type Detached (32.2%), semi-detached (34.8%), 

terraced (33.0%) 
Number of floors n/a (cont.: M=2.3, SD=1.6) 
Basement? Yes (44.0%), no (56.0%) 
Roof insulation? Yes (76.3%), no (23.7%) 
Floor insulation? Yes (20.6%), no (79.4%) 
Wall insulation? Yes (40.4%), no (59.6%) 
Ventilation system A (95.3%), B (0.1%), C (3.7%), D (0.8%) 
Condensing boiler? Yes (57.4%), no (42.6%) 
DHW storage vessel? Yes (20.9%), no (79.1%) 
SH Floor heating? Yes (4.5%), no (95.5%) 
SH Radiator/Convector? Yes (13.0%), no (87.0%) 
SH Air heating? Yes (0.7%), no (99.3%) 
PV-panels? Yes (6.0%), no (94.0%) 
Heat pump? Yes (0.1%), no (99.9%) 
Solar collector? Yes (1.9%), no (98.1%) 
Space cooling? Yes (1.7%), no (98.3%) 
Social housing? Yes (13.8%), no (86.2%) 
 
Table 2 - Overview of socio-demographic and weather 
variables and their frequencies (bold = reference category). 
Variable Categories (N) 
Number of occupants n/a (cont.: M=2.67, SD=1.32) 
Children 00-04yr? Yes (29.3%), no (70.7%) 
Children 05-12yr? Yes (26.0%), no (74.0%) 
Children 13-18yr? Yes (14.8%), no (85.2%) 
Adults 19-29yr? Yes (27.4%), no (72.6%) 
Adults 30-44yr? Yes (54.8%), no (45.2%) 
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Adults 45-64yr? Yes (37.9%), no (61.1%) 
Adults 65+yr? Yes (14.1%), no (85.9%) 
Number of 65+-adults n/a (cont.: M=0.19, SD=0.50) 
Number of Children n/a (cont.: M=0.99, SD=1.12) 
Number of adults n/a (cont.: M=1.94, SD=0.72) 
HH composition 1Ad, 0Ch (2%), 1Ad, 1Ch (2.7%),  

2Ad, 0Ch (23.1%), 2Ad, 1Ch (15.0%), 
2Ad, 2Ch (18.6%), 2Ad, 3Ch (5.3%), 
3Ad, 0Ch (4.7%), 3Ad, 1Ch (2.3%) 

Length residency n/a (cont.: M=7.19, SD=10.4) 
weighted annual Tav n/a (cont.: M=0.04°C, SD=0.18°C) 
weighted annual DegreeDays 
(∆_DD) 

n/a (cont.: M=-24.7, SD=42.7) 

weighted annual GHI 
(∆_GHI) 

n/a (cont.: M=-2.25W/m2, 
SD=17.09W/m2) 

weighted annual SolarHours 
(∆_SH) 

n/a (cont.: M=223.5, SD=70.7) 

Flemish regulatory energy calculation 
The energy performance level in Flanders is calculated 
using standardised, simplified calculation procedures 
(Energy Decree Annex V, 2009), based on building 
characteristics, lots of default values and a standard 
average user profile and climate (Concerted Action 
EPBD, 2013), as is the case in other countries. Therefore, 
naturally the calculated energy uses by the regulatory 
method is only a conservative indication of the real 
energy use at stock level rather than an accurate estimate 
at building level. Figure 1 shows a scatter plot of the real 
and regulatory calculated energy use [kWh/y] for SH and 
DHW in Flemish single-family houses with natural gas 
as only energy carrier for both SH and DHW (i.e., the 
studied sample in this paper) (Van Hove et al., 2021).  
In an ideal scenario, a linear function 𝑦 = 𝑥 should 
closely describe the relationship between both 
parameters. As expected, an ideal relation is not 
obtained. In fact, a negative R2 between both (N.B., R2 
can be negative only when the chosen model does not 
follow the trend of the data, so fits worse than a 
horizontal line (Hastie et al., 2009; James et al., 2013)) 
indicates that the average real building energy use for SH 
and DHW of the stock is, on average, a better prediction 
of the real building energy use for SH and DHW of an 
arbitrary single-family house than the annual regulatory 
calculated building energy use for SH and DHW. 
Furthermore, the RMSE and MAE between both 
variables are respectively 45808 kWh/y and 35325 
kWh/y. This shows that both at individual building level 
as well as at building stock level, the regulatory energy 
performance calculation poorly predicts the real building 
energy use in residential buildings (Van Hove et al., 
2021). 
 

 
Figure 1 - Scatter plot of the regulatory calculated annual 
primary energy use for SH and DHW and the real annual 
natural gas consumption in buildings with natural gas as 

energy carrier for both SH and DHW. 

Statistical linear regression models  
In a recently completed study, together with the Flemish 
Energy and Climate Agency (Van Hove et al., 2021), the 
authors of this paper tested Ordinary Least Squares 
(OLS) statistical linear regression models on the same 
dataset for the same 37,412 single-family houses with 
the same group of (in)dependent variables. For, an OLS 
model with general building variables, a R2, MAE and 
RMSE of respectively 40.8%, 4144 kWh/y and 5201 
kWh/y were obtained. For an OLS model with socio-
demographic and weather variables a R2, MAE and 
RMSE of respectively 13.6%, 5180 kWh/y and 7073 
kWh/y were obtained. Last, for a combined ‘general 
building and socio-demographic and weather’ XGB 
baseline model, we obtained a R2, MAE and RMSE of 
respectively 43.4%, 4046 kWh/y and 5082 kWh/y. Thus, 
a total of 43.4% of the variability in real building energy 
use for gas-fuelled space heating (SH) and domestic hot 
water (DHW) in Flemish existing residential single-
family houses was explained by the final OLS model 
based on a combined set of predictors (general building 
variables, socio-demographic and weather variables, see 
Table 1 and 2) and MAE and RMSE results of 
respectively 4046 kWh/y and 5082 kWh/y were 
obtained. 

Gradient boosting regression trees 
The Gradient Boosting Machine (GBM) is part of a class 
of powerful ensemble machine learning algorithms 
based on the concept that a “strong learner” (de Queiroz 
et al., 2016), having high prediction accuracy, can be 

© 2022 U.S. Government 183



   
 

obtained by iteratively combining several less complex 
models, called “weak learners”. Such ensembles are 
constructed from decision tree models. Trees are added 
one at a time to the ensemble and fit to correct the 
prediction errors made by prior models. This is a type of 
ensemble machine learning model referred to as 
boosting. Models are fit using any arbitrary 
differentiable loss function and gradient descent 
optimisation algorithm. This gives the technique its 
name, “gradient boosting”, as the loss gradient is 
minimised as the model is fit, much like a neural 
network. Gradient boosting is an effective machine 
learning algorithm and is often the main, or one of the 
main, algorithms used to win machine learning 
competitions (like Kaggle) on tabular and similar 
structured datasets, which is why we test its performance 
in this paper. 
The algorithm provides hyperparameters that must be 
tuned for a specific dataset. Such parameters include the 
number of trees or estimators in the model, the learning 
rate of the model, the maximum tree depth, the minimum 
tree weight etc. The gradient boosting implementation 
that we are using in this paper is XGBoost (Extreme 
Gradient Boosting) with the Python package ‘xgboost’ 
(Chen et al., 2016). First a baseline model is made with 
a 80%-20% training-test set split without hyper 
parameter tuning. Then hyper parameter tuning is 
performed with the Bayesian optimisation algorithm 
(HYPEROPT) (N.B., see Table 3 for the used 
hyperparameter space) (Bergstra et al., 2015), with a 
80%-20% training-test set split, a 5-fold cross-validation 
and 1000 evaluations. 

Table 3 - List of hyperparameters of the GBM models and 
tuning range. 

Name Tuning range 
learning rate [0.001, 0.1] 
hessian regularisation [1, 10] 
loss regularisation [0, 1] 
column sampling by tree [0.5, 1] 
column sampling by level [0.5, 1] 
maximum depth [3, 15] 
subsample [0.4, 1] 
number of iterations [100, 800] 

(with early stopping at 100) 

Initially, gradient boosting regression models are build 
for both a set of "general building variables #$ and a set of 
"socio-demographic and weather variables#. Then models 
are combined until resulting in a final model 
encompassing all explanatory variables. We further use 
SHAP (Shapley Additive exPlanations) values to 
interpret the outputs (Lundberg et al., 2017). The x-axis 
of a SHAP summary plot shows the impact off features 
on the outcomes, based on the SHAP values. Features are 
sorted based on their impact, thus the variable at the top 

has the highest impact. The color represents the feature 
values, with red for high values and blue for low values. 
The vertical dispersion for each feature corresponds to 
the data points with the same SHAP values. If red points 
are mostly present on the positive side of SHAP values, 
it means by increasing the value of the independent 
variable, the dependent variable increases as well. 

Support vector regression 
Support Vector Machines (SVMs) are a supervised 
learning algorithm and are most known for use in 
classification problems. The use of SVMs in regression 
is generally less used and better known as Support 
Vector Regression (SVR). The goal of the method for 
classification is to discover an optimal separating 
hyperplane in an n-dimensional space, where n denotes 
the number of features, to separate a dataset into different 
classes.  That optimal hyperplane is the plane which has 
the maximum distance from the closest data points (or 
support vectors) on either side. For regression, the idea 
is to find the best hyperplane that covers the maximum 
number of data points. The general aim is to reduce the 
error of the test set (as with many models), but SVR 
gives us the flexibility to define how much error is 
acceptable in our model (by a threshold value) to find an 
appropriate hyperplane to fit the data (Debasish et al., 
2007). 
The data underwent feature scaling to normalise the 
ranges of the independent variables. A robust scaling 
was preferred since it performs better in case of outliers 
in the data (N.B., the features contained outliers). The 
SVR implementation that we are using in this paper is 
implemented in the statistical packages ‘scikit-learn’ 
(Pedregosa et al., 2011). First a baseline model is made 
with a 80%-20% training-test set split without hyper 
parameter tuning. Then hyper parameter tuning is 
performed with the Bayesian optimisation algorithm 
(HYPEROPT) (N.B., see Table 4 for the used 
hyperparameter space) (Bergstra et al., 2015), with a 
80%-20% training-test set split, a 5-fold cross-validation 
and 1000 evaluations. There is no straight-forward 
method for SVR models, such as SHAP for gradient 
boosting, to interpret the outputs and list the most 
important model parameters. 

Table 4 - List of hyperparameters of the SVR models and 
tuning range. 

Name Tuning range 
C [0.05, 10000] 
kernel [‘linear’, ‘poly’, ‘rbf’, ‘sigmoid’] 
epsilon [0.000005, 100] 
degree [1, 7] 
gamma [0.005, 500] 
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Discussion and result analysis 
General building characteristics XGB model 
For a XGB baseline model with general building 
variables, we obtained a MAE and RMSE of respectively 
4467 kWh/y and 5823 kWh/y. After hyperparameter 
tuning with 5-fold cross-validation, a XGB rerun 
resulted in a model with a MAE and RMSE of 
respectively 4432 kWh/y and 5788 kWh/y (learning rate 
= 0.0355, n estimators = 260, colsample bytree = 0.958, 
gamma = 0.459, min child weight = 2, max depth = 5, 
colsample bylevel = 0.595, subsample=0.610). Figure 2 
shows the SHAP summary plot for predicting the real 
building energy use for SH and DHW based on general 
building variables. The most important general building 
variables are the usable floor space, the dwelling type, 
the calculated energy performance score and the fact 
whether there is a condensing boiler or a DHW storage 
tank. 

Socio-demographic & weather XGB model 
A XGB baseline model with socio-demographic and 
weather variables resulted in a MAE and RMSE of 
respectively 5552 kWh/y and 7073 kWh/y. After 
hyperparameter tuning, a XGB rerun resulted in a model 
with a MAE and RMSE of respectively 5540 kWh/y and 
7070 kWh/y (learning rate = 0.0687, n estimators = 160, 
colsample bytree = 0.648, gamma = 0.0909, min child 
weight = 1, max depth = 7, colsample bylevel = 0.971, 
subsample=0.964). Figure 3 shows the SHAP summary 
plot for predicting the real building energy use for SH 
and DHW based on socio demographic and weather 
variables. The most important socio-demographic and 
weather variables are the normalised number of solar 
hours, degree days, GHI and average temperature, the 
number of occupants and the number of adults. 

Combined XGB model 
For the combined ‘general building and socio-
demographic and weather’ XGB baseline model, we 
obtained a MAE and RMSE of respectively 4381 kWh/y 
and 5709 kWh/y. After hyperparameter tuning, a XGB 
rerun resulted in a model with a MAE and RMSE of 
respectively 4328 kWh/y and 5635 kWh/y (learning rate 
= 0.0356, n estimators = 380, colsample bytree = 0.773, 
gamma = 0.019, min child weight = 4, max depth = 6, 
colsample bylevel = 0.977, subsample=0.560). Figure 4 
shows the SHAP summary plot for predicting the real 
building energy use for SH and DHW for the final 
combined XGB model. The most important variables are 
the usable floor space, the dwelling type and the 
calculated energy performance score. 
 

 
Figure 2 - Contribution of the 20 most important features in 

the ‘general building variables model’. 

 
Figure 3 - Contribution of the 20 most important features in 

the ‘socio demographic and weather variables model’. 
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Figure 4 - Contribution of the 20 most important features in 

the ‘combined model’. 

General building characteristics SVR model 
A SVR baseline model, based on general building 
variables, obtained a MAE and RMSE of respectively 
5672 kWh/y and 7389 kWh/y. After hyperparameter 
tuning with 5-fold cross-validation, a SVR rerun resulted 
in a model with a MAE and RMSE of respectively 4450 
kWh/y and 5824 kWh/y (C = 2000, kernel = ‘rbf’, 
gamma = 0.05, epsilon = 50, degree = 5). 

Socio-demographic & weather SVR model 
A SVR baseline model with socio-demographic and 
weather variables resulted in a MAE and RMSE of 
respectively 5861 kWh/y and 7646 kWh/y. After 
hyperparameter tuning, a XGB rerun resulted in a model 
with a MAE and RMSE of respectively 5534 kWh/y and 
7181 kWh/y (C = 1000, kernel = ‘rbf’, gamma = 0.1, 
epsilon = 0.0001, degree = 4). 

Combined SVR model 
For the combined ‘general building and socio-
demographic and weather’ XGB baseline model, we 
obtained a MAE and RMSE of respectively 5749 kWh/y 
and 7483 kWh/y. After hyperparameter tuning, a XGB 
rerun resulted in a model with a MAE and RMSE of 
respectively 4366 kWh/y and 5734 kWh/y (C = 1000, 
kernel = ‘rbf’, gamma = 0.01, epsilon = 0.0002, degree 
= 5). 
 

Discussion 
The performances of all trained XGB and SVR models 
are summarised in Table 5. The Extreme Gradient 
Boosting models perform slightly better than the Support 
Vector Regression models (although the differences in 
performance are very small). Furthermore, the 
hyperparameter tuning time for the XGB models is 6 to 
9 times shorter than for the SVR models for the same 
amount of model evaluations. Also, with Gradient 
Boosting, we were able to interpret the outputs and list 
the most important model parameters with SHAP fairly 
easy, while the SVR models remained very much black-
box (N.B., a SHAP-like module for SVR does not exist 
yet). Yet, we experienced that the gradient boosting 
regression trees overfitted the training data much more 
quickly than the SVR models and various regularisation 
measures had to be taken to control overfitting during 
hyperparameter tuning (i.e., through penalisation of parts 
of the algorithm). The extra time spend on controlling 
overfitting of the gradient boosting regression trees 
reduced the modelling and tuning time advantage from 6 
to 9 times shorter to 2 to 3 times shorter than for the SVR 
models as much more trial and error wass needed to get 
a proper ‘non-overfitted’ model. 

Table 5 - Overview of fitted XGB and SVR models, their 
performance metrics and tuning time (1000 evaluations). 

Model MAE RMSE Tuning time 
gen_build XGB (3.1) 4432 kWh/y 5788 kWh/y 1h 37m 32s 
gen_build SVR (3.4) 4450 kWh/y 5824 kWh/y 8h 34m 50s 

    
socio XGB (3.2) 5540 kWh/y 7070 kWh/y 0h 57m 17s 
socio SVR (3.5) 5534 kWh/y 7181 kWh/y 9h 9m 40s 

    
final XGB (3.3) 4328 kWh/y 5635 kWh/y 1h 46m 22s 
final SVR (3.6) 4366 kWh/y 5734 kWh/y 14h 24m 28s 

Figure 5 shows a scatter plot of the real and regulatory 
calculated energy use [kWh/y] for SH and DHW (blue) 
in Flemish single-family houses with natural gas as only 
energy carrier for both SH and DHW. It further shows 
the predicted energy use for SH and DHW by the final 
XGB (red) and SVR (green) model (N.B., the red cloud 
heavily overlaps with the green cloud, hence hardly 
visible but the density lines are visible). Although the 
obtained MAE and RMSE results for the XGB and SVR 
models (see Table 5) show that the prediction is not 
perfect, both models perform well in comparison to the 
regulatory white-box calculation method (i.e., shown by 
the blue cloud). For the regulatory calculation method 
(see earlier), the MAE and RMSE between were 
respectively 35325 kWh/y and 45808 kWh/y while the 
MAE and RMSE for the final XGB and SVR models are 
respectively 8 and 8 times smaller (see Table 5). Yet, we 
observed lower and upper limits in terms of predicted 
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energy uses (N.B., the minimum and maximum predicted 
energy uses are approximately 10500 kWh/y and 25000 
kWh/y). This is an indication for missing features as the 
algorithms seem to have not enough evidence to predict 
the lowest (i.e., <10500 kWh/y) and highest (i.e., >25000 
kWh/y) real natural gas consumption figures in the 
dataset accurately (hence the tilted red and green point 
cloud as compared to the ideal scenario 𝑦 = 𝑥).  
Last, the obtained MAE and RMSE results for the final 
XGB and SVR models appear to be slightly worse than 
the results from the OLS models in our recently 
completed study with the Flemish Energy and Climate 
Agency (Van Hove et al., 2021). As the results are drawn 
from models on the same dataset for the same cases with 
the same group of (in)dependent variables, this clearly 
shows that complex data-driven black-box models do not 
necessarily perform better than simple, interpretable 
statistical models (such as OLS linear regression 
models). While these ‘old school’ statistical models 
require much more manual labor and assumption checks 
than the automated machine learning models, their 
convenience in terms of interpretability, inference and in 
this case also performance ensures that they remain very 
useful algorithms for data science and prediction models.  

 
Figure 5 - Scatter plot of the regulatory calculated, XGB 
predicted and SVR predicted annual primary energy use for SH 
and DHW and the real annual natural gas consumption in 
buildings with natural gas as energy carrier for both SH and 
DHW. 

Conclusions 
The authors of this paper investigated the predictive 
performance of common data-driven black-box machine 
learning algorithms (i.e., gradient boosting regression 
trees and support vector regression) in predicting the real 
natural gas consumption at building stock level for gas-

fuelled space heating (SH) and domestic hot water 
(DHW) in Flemish existing residential single-family 
houses. Further, the obtained results have been compared 
with the predictive performance of the regulatory 
calculation methods and there has been evaluated 
whether these data-driven black-box models can 
potentially replace the current regulatory white-box 
models for predicting the annual building energy use for 
SH and DHW at individual building level as well as at 
stock level. 
For a final XGB model, based on a combined set of 
predictors (general building variables, socio-
demographic and weather variables), MAE and RMSE 
results of respectively 4328 kWh/y and 5635 kWh/y are 
obtained after hyperparameter tuning. A final SVR 
model, based on the same set of features, performed 
equally well with MAE and RMSE results of 
respectively 4366 kWh/y and 5734 kWh/y after 
hyperparameter tuning. Compared to the performance of 
the regulatory method, both the XGB and the SVR model 
largely outperform the regulatory method (gradient 
boosting regression trees slightly better than support 
vector regression), with the MAE and RMSE metrics 
being both 8 times smaller for the final XGB and SVR 
models than for the regulatory calculated energy 
consumption figures. Yet, the observed MAE and RMSE 
metrics are still rather large, considering that they are 
about as large as approximately 25% and 30% of the 
dwelling’s average energy use for SH and DHW. 
Further, the tested machine learning algorithms are 
unable to predict the lowest and highest real building 
energy uses in the dataset. A considerable portion of 
evidence therefore has to be attributed either to 
parameters that are not listed among the variables of the 
EPC registry (e.g., occupant behaviour, appliance 
ownership, income, water/DHW usage, percentage 
heated dwelling volume) or that the values of the 
parameters listed are inaccurate (e.g., inaccurate default 
values).  
Compared to statistical OLS models (R2: 43.4%, MAE: 
4046 kWh/y and RMSE: 5082 kWh/y), the results from 
our machine learning models clearly show that complex 
data-driven black-box models do not necessarily 
perform better than simple, interpretable statistical 
models (such as OLS linear regression models). 
Therefore, while these ‘old school’ statistical models 
require much more manual labor and assumption checks 
than the automated machine learning models, their 
convenience in terms of interpretability, inference and in 
this case also performance ensures that they remain very 
useful algorithms for data science and prediction models. 
At individual building level, it is clear that both the 
gradient boosting regression tree performance and the 
support vector regression performance is still too poor 
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for inference (N.B., MAE and RMSE metrics are too 
poor). At stock level, however, both types of models 
seem promising and can be a useful tool to inform big 
housing owners (e.g., financial institutions, 
governments, housing companies etc.) or for policy 
making. 
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