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Abstract 

Defining inputs for heating, ventilating, and air-

conditioning (HVAC) equipment is an important part of 

creating a building energy model. Results from 

simulations depend on how HVAC systems perform at 

off-rated and part load conditions. Building energy 

simulation is often used in situations where efficiency 

targets are defined for HVAC equipment but guidelines 

on how this equipment should be modeled are lacking 

and have been for years. A new tool available for all 

practitioners was developed to help with this issue. This 

tool, named Copper, is a performance curve generator for 

building energy simulation that enables modelers to 

generate full and part load efficiency metric-specific 

performance curves for HVAC equipment to be used in 

applications such as baseline modeling for building 

energy code compliance and simulations for early design 

analysis in building energy modeling and simulation 

software such as EnergyPlus or DOE-2. Copper uses a 

data-driven approach to derive typical performance 

curves that are then modified to target specific efficiency 

values. This study covers Copper's methodology and the 

factors to consider when dealing with integrated 

efficiency metrics in simulations and how they impact 

the modeling of part load performance. 

Introduction 

Heating, ventilation, and air-conditioning (HVAC) 

equipment is one of the dominant energy end-uses in 

buildings (Nambiar 2019), so when using a building 

energy simulation (BES) tool to estimate building energy 

use, it is important to follow a reliable approach to model 

the performance of HVAC equipment. 

Part load performance of HVAC equipment in BES is 

typically represented using empirical performance 

curves. Performance curves are polynomial equations 

that tie environmental and operational conditions to 

changes in an equipment characteristic. For instance, the 

capacity of air-cooled direct expansion cooling 

equipment is tied to the outdoor air condition and the 

condition of the air entering the evaporator. Performance 

curves are created from data tables by performing 

regressions, and the data source is usually from 

manufacturer-derived models. 

BES is used for many applications; some of them require 

that typical equipment performance be modeled while 

targeting a specific level of efficiency. Performance 

curves derived from data for an existing piece of 

equipment are not always the best representation of 

typical equipment performance and they might not meet 

or might exceed this specific level of efficiency, 

especially part load efficiency values. 

Gap 

Rated and Actual Operating Conditions 

HVAC equipment is rated at full load and specific 

environmental conditions per Air-Conditioning, 

Heating, and Refrigeration Institute (AHRI) standards. 

Figure 4 shows the distribution of the entering condenser 

water temperature for a chiller serving a hospital 

building and a large office building, as well as the 

distribution of the air temperature entering a heat pump 

serving a small office building in multiple locations. The 

figure shows that the rated temperatures defined in the 

AHRI standards rarely occur during annual simulations. 

This disparity underscores the importance of considering 

a broader spectrum of conditions using performance 

curves when performing BES. 

Integrated Efficiency Metrics in Simulations 

Integrated energy efficiency metrics such as the 

integrated part load value (IPLV) for chillers or the 

integrated energy efficiency ratio (IEER) for direct 

expansion cooling equipment are integrated metrics, or 

part load efficiency metrics commonly used in the 

HVAC industry.  

These metrics are informative from an equipment 

selection and regulation standpoint: They help HVAC 

design engineers quickly understand how well a certain 

piece of equipment might perform at part load 



   

 

conditions; they are also used in codes and standards to 

define minimum efficiency requirements. 

Unlike full load efficiency metrics such as the energy 

efficiency ratio (EER) and the coefficient of 

performance (COP), which only depend on the 

performance of the equipment at full load and specific 

rated conditions, integrated energy efficiency metrics  

are a weighted average efficiency of a piece of 

equipment at four distinct load levels and different rated 

environmental conditions; see Equations (1) and (2). 

In other words, a simulated equipment’s integrated 

efficiency (hereafter referred to as part load efficiency) 

is a function of the performance curves used in the model 

as they describe how a piece of equipment performs 

under different conditions. 

Therefore, when using “typical” or “default” 

performance curves, it is possible that the simulated 

equipment’s part load efficiency will be different from a 

targeted value. This is particularly pertinent when using 

BES during early design analysis when specific HVAC 

equipment might not have been selected yet, but the 

specific target efficiency might be known (e.g., 5% to 

10% better than code requirements). This is also 

pertinent when modeling a code-compliant piece of 

equipment (e.g., ASHRAE Standard Appendix G 

Performance Rating Method) where its minimum 

efficiency is expressed at full (EER, COP or kW/ton) and 

part load (IEER, IPLV) efficiency. 

Figure 1 shows that when using publicly available 

sources of performance curves, a modeler could either 

over- or under-comply with some of the most recent 

minimum efficiency code requirements for chillers. 

Since most of the publicly available performance curves 

libraries (COMNET 2023, eQUEST, EnergyPlus) do not 

consider part-load performance, there is a need for a 

novel approach to develop performance curves that are 

generated to meet both full- and part-load  performance. 

 

Figure 1. Calculated IPLV or efficiency for different 

minimum full load efficiency code requirements using 

performance curves from different sources for a 

constant speed positive displacement chiller. 

The Conundrum of Integrated Efficiency Metrics in 

Simulations 

Equations (1) and (2) show how the IEER and IPLV 

metrics are defined. 

 𝐼𝐸𝐸𝑅 = 0.020. 𝐴 + 0.617. 𝐵 + 0.238 . 𝐶
+ 0.125 . 𝐷 

(1) 

 𝐼𝑃𝐿𝑉 =  0.01. 𝐴 +  0.42. 𝐵 +  0.45. 𝐶 
+  0.12. 𝐷 

(2) 

A, B, C, and D in Equations (1) and (2) are the efficiency 

of the equipment at different capacities and load ratios 

and specific environmental conditions defined in (AHRI 

2022) and (AHRI 2023). In BES, A, B, C, and D depend 

on the performance curves selected by a modeler for a 

particular piece of equipment. 

Equation (1) and (2) include more unknowns than 

equations which makes them underdetermined systems 

and means that for a specific IEER or IPLV there is an 

infinite number of solutions for A, B, C, and D. This 

means that multiple sets of performance curves could 

lead to the same IEER or IPLV. This also means that 

similar models using different sets of performance 

curves that model an identical IEER or IPLV will likely 

produce different simulation results. Figure 5 shows an 

example of this situation: 30 different sets of 

performances curves, which, if used in a model, would 

result in the simulation of a chiller with the same full 

load and part load efficiency while providing different 

simulation results. 

Figure 6 illustrates this implication by showing 

simulation results for two of the Commercial Prototype 

Building Models (U.S. DOE and PNNL, 2023) in four 

different climate zones across the United States. Each 



   

 

data point corresponds to an annual simulation using a 

different set of performance curves to model a chiller’s 

part load performance. The average COP values (used as 

a proxy to the building’s cooling energy use) for the 

entire simulated year were compiled and compared to the 

IPLVs corresponding to the performance curves used in 

the models. The figure shows that similar IPLVs can 

correspond to very different average COP values. One 

can, however, observe from the trendlines on the charts 

that part load efficiency appears to follow the average 

efficiency. In other words, IPLV is not necessarily an 

indicator of a building’s cooling energy use but a piece 

of equipment with a good IPLV is expected to perform 

on average better than a unit with a worse IPLV. Of 

course, as shown in the figure, the actual average 

performance improvement between a good and less good 

IPLV depends on many different factors, including the 

building load profile, which depends on building 

occupancy type and location. 

The last statement implies that when a model targets a 

specific IPLV for a chiller, it is important that 1) 

performance curves used in the model reasonably 

represent the equipment part load characteristics (e.g., 

available capacity as a function of operating 

temperatures) and 2) the sets of curves used in the model 

match the targeted part load efficiency. 

The conundrum of current integrated efficiency metrics 

applied to simulation lies in the fact that while full load 

efficiency can be modeled uniquely, there are different 

ways to target the same integrated efficiency and thus 

obtain different results from a simulation. This is 

especially relevant when no detailed performance data is 

available to a modeler. 

Data Availability 

Most BES software includes some form of performance 

curves libraries. For instance, eQUEST, a graphical user 

interface to the DOE-2 simulation software, provides an 

extensive library of generic performance curves for all 

types of building components, including HVAC 

systems. Another example is EnergyPlus, which instead 

of including generic performance curves includes 

datasets of performance curves for actual pieces of 

equipment. Other software, such as OpenStudio, uses 

default performance curves when they are not specified 

by the user. 

Energy modelers sometimes also rely on 

manufacturer-published expanded performance data 

tables. While these can be good resources, they are not 

widely available, and are mostly relevant when modeling 

a specific piece of equipment (i.e., not during early 

design or baseline modeling). Moreover, converting 

 
1 https://github.com/pnnl/copper  

expanded performance tables to performance curves can 

be a time-consuming and error-prone process. 

As previously demonstrated, both generic and 

equipment-specific performance curves are not 

necessarily useful when trying to model metric-specific 

performance curves. To the authors’ knowledge, there 

isn’t a publicly available resource to help model metric-

specific performance curves in BES. 

Methodology 

While part load performance metrics have been around 

since before ASHRAE Standard 90.1-2004 – which 

introduced the first version of the Appendix G 

Performance Rating Method that relies on modeling to 

rate a building design, modelers have been left without 

resources to model metric specific part load performance 

of equipment. A tool that aims to fill that gap was 

developed. 

The tool, named Copper,1 is an open-source performance 

curve generator for BES. Written in Python, and 

available as both a package and a command line interface 

(CLI) tool, Copper can generate reliable metric-specific 

performance curves that are ready to be included in 

simulation models in seconds. 

Copper uses a data-driven process. First, a user defines 

the equipment type and targeted characteristics. Then, 

these inputs are used to derive a typical set of 

performance curves by leveraging Copper’s extensive 

library of performance curves through an aggregation 

process. Finally, an optimization is run to adjust the 

performance curves so that they match specific full load 

and part load efficiency values. While this represents the 

typical Copper workflow for generating metric-specific 

performance curves, each step can be done 

independently when using Copper as a library. For 

instance, a user can browse and select specific curves 

from the library to be used in the optimization process 

instead of letting Copper generate typical curves by 

aggregation. 

While currently the main use case for Copper is the 

generation of vapor compression cycle chiller 

performance curves for chiller models supported by the 

EnergyPlus BES software, Copper is in active 

development and its capabilities will be expanded (see 

Current Limitations and Next Steps below). 

Library 

Copper’s library is a collection of performance curves 

from different sources, including publicly available 

resources such as the dataset included with EnergyPlus, 

performance curves generated from data obtained from 

https://github.com/pnnl/copper


   

 

manufacturer equipment selection software,2 and 

performance curves generated from 

manufacturer-published expanded performance data 

tables. Data from publicly available sources was only 

included if the performance curves made physical sense 

based on simulation results, which reduces inherent 

errors that could arise from the library data. 

The curves included in the database were generated by 

performing ordinary least square regressions on 

manufacturer-published data. The data, obtained from 

expanded performance data tables or equipment 

selection software, represents the ideal performance of 

the equipment. It does not consider any performance 

degradation. Copper uses a data-driven approach, not a 

physics-based approach, so it cannot consider equipment 

degradation unless degradation data is available. 

The library can be expanded at any point. It can be 

updated and expanded locally. For instance, if a user 

wants to use their own library of performance curves 

instead of Copper’s, they can swap out items from it as 

long as the same format is used to describe the curve. 

Copper uses a data-driven process, so it is important that 

the library stays current as equipment performance 

evolves; this will require continuous maintenance. 

Copper is an open-source project, so relevant data 

contribution with proper documentation from non-

developers and non-maintainers is encouraged. 

Each library entry is composed of two distinct types of 

data: performance curves data (e.g., curve coefficients, 

maximum and minimum curve output and independent 

variables, and reference conditions such as temperature 

and flow rates) and equipment characteristics data (full 

load efficiency, type of compressor or condenser, 

reference capacity, etc.). The latter is used to parse 

library items to select a subset of all entries for 

processing. 

ASHRAE Standard 205, “Standard Representation of 

Performance Simulation for HVAC&R and Other 

Facility Equipment” (ANSI/ASHRAE 2023), supports 

the development of a format that is different than 

performance curves in order to model part load 

performance of HVAC equipment. Performance maps 

are multi-dimensional tables of data representing the 

dependent characteristics of a piece of equipment as a 

function of independent properties such as 

environmental and operational conditions. Local 

interpolation is used to derive data points that are “in-

between” sets of tabulated data points. While this format 

provides a significant advance to the field of BES, it has 

 
2 All performance curves in Copper’s library have been 

anonymized. 

not yet been widely adopted by both BES software and 

the industry. Some BES software is starting to support 

this modeling approach. For instance, EnergyPlus 

version 22.23 can model Standard 205 chiller 

performance maps; however, performance maps for 

existing equipment are not yet widely published by 

manufacturers. For this reason, the development of 

Copper was based on performance curves, which are the 

current de facto standard to model part load performance 

of HVAC equipment. 

Aggregation 

Copper can generate typical performance curves using 

its entire library or a subset using three different 

aggregation methods. 

Each method uses the same initial process. First, the 

process calculates the output of each performance curve 

considered for the aggregation using a predefined range 

for each independent variable. 

Typically, performance curves are normalized at rated 

conditions. However, it is possible that the reference 

conditions (conditions at which the performance curves 

are normalized) will be different than the rated 

conditions. In that instance, the calculated curve outputs 

are adjusted to make sure that the reference point is the 

same for all performance curves used by the initial 

process. 

The first two aggregation methods calculate either the 

average or median of all calculated (and adjusted) 

outputs to obtain a single set of outputs for each range of 

independent variables. An ordinary least square 

regression is then performed to obtain the aggregated 

performance curves. In a final step, the performance 

curves are renormalized to the reference conditions 

(which often are the same as the rated conditions). 

The third aggregation method uses a “nearest neighbor” 

approach. The goal is to identify the N most 

representative sets of curves among the ones in the 

library (or subset) based on the characteristics of the 

chiller that they represent, and to then weight average the 

output of these curves determined during the initial 

process. The weights are determined by how close their 

characteristics are to the targeted ones. The aggregation 

process is as follows: 

Step I: For a given chiller specification (i.e., chiller type, 

condenser type, compressor speed control), select all 

curves in the library with the same specification. 

Step II: For each of the selected curves in step I, compute 

a “score” (𝑥𝑠𝑐𝑜𝑟𝑒) based on the relative proximity of the 

3 

https://github.com/NREL/EnergyPlus/releases/tag/v22.

2.0  

https://github.com/NREL/EnergyPlus/releases/tag/v22.2.0
https://github.com/NREL/EnergyPlus/releases/tag/v22.2.0


   

 

corresponding chiller with the target curve 

characteristics (i.e., how closely the characteristics of a 

given chiller match the target characteristics). Copper 

can handle an arbitrary number of user-specific chiller 

characteristics such as full load efficiency, part load 

efficiency, and chiller capacity. 𝑥𝑠𝑐𝑜𝑟𝑒  is then computed 

as follows: 

𝑥𝑠𝑐𝑜𝑟𝑒 =  −𝝓𝑇𝒅 

  

Here, 𝒅 is the L2 distance with respect to each of the 

target characteristics, and 𝝓 is the weight associated with 

each one of the three aforementioned characteristics. We 

can weight each one of the three characteristics equally, 

i.e., 𝝓 = [𝜙1, 𝜙2,, 𝜙3] = [
1

3
,

1

3
,

1

3
], or use different 

weights for each characteristic. 

Step III: Select the top 𝑁 candidate sets of curves from 

the library based on their 𝑥𝑠𝑐𝑜𝑟𝑒  values. 

Step IV: Find the weighting factor 𝑤𝑛 associated with 

each of the 𝑁 curves by considering the softmax 

function: 

𝑤𝑛 = exp(𝑥{𝑠𝑐𝑜𝑟𝑒,𝑛}) / ∑ exp(𝑥{𝑠𝑐𝑜𝑟𝑒,𝑛}) 

𝑁

𝑛

 

𝑤𝑛 is the weighting factor for each of the selected 𝑁 

curves used to compute a weighted aggregate.  

Optimization 

As mentioned in the Gap section, the equation used to 

calculate part load performance metrics such as IPLV is 

an underdetermined system, meaning that there are an 

infinite number of solutions. In Equations (1) and (2), the 

coefficients A, B, C, and D are a function of performance 

curves. For instance, for a chiller model that is function 

of the chilled water temperature and entering condenser 

temperature, the coefficients can be defined as follows. 

 

 
𝐴 =  

𝑃𝐿𝑅𝐴. 𝐶𝑂𝑃𝑟𝑒𝑓

𝐸𝐼𝑅𝑓(𝑇𝐴). 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅𝐴)
 

(3) 

 
𝐵 =  

𝑃𝐿𝑅𝐵. 𝐶𝑂𝑃𝑟𝑒𝑓

𝐸𝐼𝑅𝑓(𝑇𝐵). 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅𝐵)
 

(4) 

 
𝐶 =  

𝑃𝐿𝑅𝐶 . 𝐶𝑂𝑃𝑟𝑒𝑓

𝐸𝐼𝑅𝑓(𝑇𝐶). 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅𝐶)
 

(5) 

 
𝐷 =  

𝑃𝐿𝑅𝐷. 𝐶𝑂𝑃𝑟𝑒𝑓

𝐸𝐼𝑅𝑓(𝑇𝐷). 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅𝐷)
 

(6) 

 
4 𝑂𝑢𝑡𝑝𝑢𝑡 = 𝑎 + 𝑏. 𝑥 + 𝑐. 𝑥2 + 𝑑. 𝑦 + 𝑒. 𝑦2 + 𝑓. 𝑥. 𝑦, 

where 𝑥 and 𝑦 are the independent variable and 𝑎, 𝑏, 𝑐, 

𝑑, 𝑒, 𝑓 are coefficients. 

 
𝑃𝐿𝑅𝑋 =

𝐿𝑜𝑎𝑑𝑋

𝐶𝑎𝑝𝑟𝑒𝑓 . 𝐶𝑎𝑝𝑓(𝑇𝑋)
 

(7) 

Where: 

• 𝐶𝑂𝑃𝑟𝑒𝑓  is the COP of the chiller at the reference 

conditions. 

• 𝐶𝑎𝑝𝑟𝑒𝑓  is the capacity of the chiller at the reference 

conditions. 

• 𝐿𝑜𝑎𝑑𝑋 is the load on the chiller at the load ratio at 

the conditions “X”. 

• 𝑃𝐿𝑅𝑋 is the chiller’s part load ratio at the conditions 

“X”. 

• 𝐸𝐼𝑅𝑓(𝑇𝑋) is the energy input ratio (EIR) curve 

modifier (biquadratic curve, 6 coefficients4) as a 

function of the temperature at conditions “X”. 

• 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅𝑋) is the EIR curve modifier (quadratic 

curve, 3 coefficients5) as a function of the PLR at 

conditions “X”. 

• 𝐶𝑎𝑝𝑓(𝑇𝑋) is the capacity curve modifier (biquadratic 

curve, 6 coefficients) as a function of the 

temperature at conditions “X”. 

• “X” is the condition of either A, B, C, or D as 

defined in (AHRI 2023). 

To find the curve coefficients for a specific IPLV in 

Equation (2), when considering Equations (3) through 

(7), we end up with another underdetermined system of 

equations (21 equations and 36 unknowns), which means 

that an infinite number of solutions exist. This is further 

confirmed by Figure 5. 

The approach that Copper uses to find solutions to these 

systems is to treat the problem as an optimization 

problem and uses a simple genetic algorithm (GA) to 

find potential solutions. An in-depth review of the GA is 

beyond the scope of this paper, but a quick overview of 

the process is provided in Figure 2. Additional 

information on GAs can be found in (Lambora et al. 

2019). 

The main input to the GA is the set of performance 

curves generated through the aggregation process, which 

are hereafter referred to as the “seed curves.” 

• The seed curves are used as the basis to create the 

initial population. Individuals (sets of curves) from 

the population are created by slightly and randomly 

modifying the coefficients of the seed curves. 

• Then a loop starts: 

1. The first step of the loop is to evaluate the 

“fitness” or “cost” function of each individual. 

This function calculates how close an 

5 𝑂𝑢𝑡𝑝𝑢𝑡 = 𝑎 + 𝑏. 𝑥 + 𝑐. 𝑥2, where 𝑥 is the 

independent variable and 𝑎, 𝑏, 𝑐 are coefficients. 



   

 

individual is to the targets (full load and part 

load efficiencies). 

2. The fitness of individuals is then rated, and the 

best performers are selected; the other ones are 

tossed. 

3. The best performers are then used in the 

crossover step. That process mixes-and-

matches the performance curves and the 

coefficients of two individuals to create 

individuals with potentially better overall 

fitness. Some of the new individuals are also 

randomly mutated, meaning that some of their 

curve coefficients are slightly and randomly 

modified. 

4. The fitness of each new individual is re-

calculated to see if any of them meet the targets. 

If not, the GA returns to step 1 to create a new 

generation of individuals. If the target is met, 

the GA stops and returns the best individual. 

 

 

Figure 2. Overview of the GA used by Copper. 

The algorithm includes several parameters that can be 

used to fine-tune the results returned by the GA. A quick 

overview of the parameters is provided below. 

• Users can specify the magnitude of the random 

values generated and used to modify existing curve 

coefficients during the initial population and 

crossover/mutation steps. Large values will tend to 

produce curves that are much different than the seed 

curves, while smaller values will produce results 

closer to the seed curves. In general, smaller values 

will also make the GA converge later than when 

using larger values. 

• A tolerance for the targeted value is used to 

determine if a viable solution has been found. A 

loose tolerance will likely make the GA return a 

solution with efficiency far from the targeted values. 

• Depending on the type of application, it might be 

important to generate repeatable results, meaning 

that the same results would be expected from 

running Copper with the same input multiple times. 

Copper takes in an argument to set the original seed 

to generate the random modifications; if the same 

seed is used in consecutive runs, the same series of 

random numbers will be used, which will effectively 

provide the same set of results. 

• The optimization process can be run on all 

performance curve modifiers shown in Equations 

(3) through (7), or a subset of them. For instance, in 

the case of chillers, to identify which of the 

modifiers have the biggest impact on the IPLV, we 

performed a correlation analysis between IPLV and 

the mean deviation (Δ𝜇𝑛) of each set of curves 𝒄𝒏 

(i.e., a set including the curves for 𝐸𝐼𝑅𝑓(𝑇), 𝐶𝐴𝑃𝑓(𝑇), 

and 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅) modifiers) in the library with respect 

to a mean curve (𝜇𝑐). Here, the mean curve for each 

modifier is computed by averaging over all the 

curves (𝑐𝑛 ∈ 𝑁𝑐  ) at a given point, i.e., 𝜇𝑐(𝑦) =

 ∑ 𝑦𝑛
{𝑁𝑐}
𝑛 . Subsequently, we can compute a property 

Δ𝜇𝑛 for each curve (i.e., for each curve modifier for 

each chiller) 𝑐𝑛 by averaging over all the points as 

follows: Δ𝜇𝑛 =  ∑ |𝑦𝑛 − 𝜇𝑐(𝑦)|𝑌
𝑦 . We demonstrate 

the correlation analysis on water-cooled centrifugal 

chillers from the library (which contains 131 such 

chiller curve sets) as an example. The results of the 

correlation analysis, shown in Figure 7, show that 

the IPLV has a significantly stronger correlation 

with 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅) (Pearson coefficient 𝜌 = 0.80) 

compared to 𝐸𝐼𝑅𝑓(𝑇) (𝜌 = −0.17) and 𝐶𝐴𝑃𝑓(𝑇) 

(𝜌 = 0.07). As such, while Copper can 

accommodate optimization on all curve modifiers, 

these results show that it may be sufficient to run the 

optimization on only 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅). 

Auxiliary Functionality 

In addition to generating performance curves, Copper 

offers a few useful auxiliary functionalities to users, 

which are briefly described below. 

• Copper includes a built-in functionality to 

quickly plot the performance curves from the 

library or generated by Copper. The 

functionality relies on the matplotlib Python 

library to display the charts. Figure 5 is an 

example of curves plotted by Copper. 

• Users of Copper can also export the newly 

generated performance curves to a simulation-

ready input file. 



   

 

• A CLI was developed so the tool could be 

integrated seamlessly into different workflows 

regardless of whether Python is used. 

Results 

Attempting to validate the accuracy of the curves 

generated by Copper is not a relevant exercise and that 

for two reasons: 1) Copper generates metric-specific sets 

of performance curves and as demonstrated in The 

Conundrum of Integrated Efficiency Metrics in 

Simulations there exists an infinite number of sets of 

performance curves that would meet the efficiency 

targets, with each providing different simulation results, 

2) The performance curves generated by Copper are not 

meant to represent actual pieces of HVAC equipment but 

rather provide performance curves that provide a 

reasonable estimate of the part load performance for a 

targeted set of efficiency and characteristics to be used 

in baseline building energy modeling and/or early design 

analyses. 

Evaluating the reasonableness of the sets of performance 

curves generated by Copper is however a relevant 

exercise. Figure 3 shows simulation results for two sets 

of chiller performance curves for two of the Commercial 

Prototype Building Models: the original set of 

performance curves included in the models (results in 

blue), and a set of performance curve generated by 

Copper (results in orange) which matches the same 

chiller description and same full and part load efficiency. 

A water-cooled variable-speed centrifugal chiller is 

modeled in the large office model (0.585 kW/ton and 

0.569 IPLV.IP), and a water-cooled constant-speed 

screw chiller is modeled in the hospital model (0.660 

kW/ton and 0.533 IPLV.IP). The figure shows that for 

both cases, the results for the set of performance curve 

generated by Copper provide similar results to the ones 

for the set of curves included in the prototype model. 

One can observe that, especially in the large office 

prototype case, the discrepancies increase at low part 

load ratios. It is important to note that Copper generates 

performance curves that match specific full and part load 

efficiency values and that the lowest percentage loading 

taken into account in the calculation of a chiller’s part 

load efficiency (IPLV) is 25% (AHRI 2023). In other 

words, the performance of chiller at low part load ratios 

isn’t taken into account in the part load efficiency 

calculation of a chiller and hence in the optimization 

done by Copper. 

 

 

Figure 3. Simulated chiller power as a function of the 

chiller part load ratio (ratio of load on the chiller to the 

available capacity) for two different prototype building 

models in New York, NY. The minimum part load ratio 

and minimum unloading ratio for these chillers were 

modeled at 0.15, below this value the chiller cannot 

unload and cycles to meet the load. 

Discussions on Use Cases and Applications 

While the target audience for Copper is energy modelers 

doing early design and baseline modeling, Copper was 

successfully used in other types of applications. 

Performance Curves for Performance-Based Energy 

Code Compliance Approach 

Since its first publication in the 2004 version of 

ASHRAE Standard 90.1, Appendix G has always 

required baseline equipment to be modeled at minimum 

efficiency level at both full and part load. As 

demonstrated in this paper, there are always an infinite 

number of solutions that meet both of these efficiencies, 

and because these requirements are not representative of 

a specific piece of equipment, it is up to the modeler to 

use a set of performance curves that meet these 



   

 

requirements. This also represents a loophole as the 

baseline part load performance curves are not prescribed, 

so any performance curves meeting the efficiency 

requirements could be used, even unrealistic ones. 

Copper was used to generate minimally code compliant 

performance curves to be used for Appendix G and for 

the Energy Cost Budget method. These curves were 

included in a new normative appendix, which was 

reviewed and approved by the ASHRAE 90.1 

Mechanical Subcommittee and published as part of the 

2022 version of the ASHRAE Standard. 

While Copper is unlikely to ever be required for use in 

performance-based approaches to building energy code 

compliance, as its functionalities expand, it might be 

used to further develop this normative appendix to 

prescribe baseline part load performance for other types 

of HVAC equipment. 

TSPR Analysis Tool 

The total system performance ratio (TSPR), as described 

in (Goel 2021), is a metric that can be used to establish 

compliance for HVAC systems. Pacific Northwest 

National Laboratory has developed a TSPR analysis tool 

for Washington State’s performance-based energy code 

compliance path for HVAC systems. The tool uses 

EnergyPlus to perform simulations. 

While Copper can be used as a standalone tool, it has 

been created with scalability in mind. As such, it can be 

easily integrated in workflows thanks to its well 

documented inputs and outputs and its short computing 

time6. Copper has been integrated into the workflow via 

its CLI to generate IPLV-specific chiller performance 

curves to be used in simulations. The curves are created 

for the baseline models as well as the proposed models 

if the design includes a chiller. 

Current Limitations and Next Steps 

While Copper has already been used successfully in 

different applications, it currently has a few limitations, 

which are discussed below. It is important to note that 

Copper is in active development, so some of these 

limitations will be lifted in the near future. 

The current main use case for Copper is to generate 

performance curves for vapor compression cycle 

chillers. Ongoing efforts are focused on supporting IEER 

rated unitary direct expansion cooling systems. More 

HVAC system types will likely be supported in the 

future. 

With regards to the optimization approach (i.e., GA), one 

limitation could be that the algorithm can take a 

 
6 Generating performance curves using Copper 

typically takes tens of seconds. The tolerance of the 

comparatively longer time for the cases where a small set 

of library curves are close to the target specifications. 

While the computational time using the genetic approach 

is low (in the order of seconds for a tolerance of 0.5%), 

the time taken can also increase with a lower tolerance 

value. In future developments, we plan to leverage 

machine learning-assisted optimization approaches to 

reduce the computational time. 

As mentioned in the Library section, Copper only 

supports the generation of performance curves. This is 

mostly due to the lack of availability of BES software 

supported formats, including the ASHRAE Standard 205 

performance map approach. It is, however, possible to 

convert performance curves to other formats, for 

example, to the performance map format supported by 

ASHRAE Standard 205. To illustrate that format, the 

Standard 205 team used a tool7 to convert the ASHRAE 

Standard 90.1-2022 Appendix J performance curves. 

However, modelers should not see any benefit in terms 

of accuracy in HVAC modeling by using these maps 

since the source of the maps is data derived from 

performance curves. 

Typically, performance curves are model-specific, 

which means that they are not necessarily interoperable. 

In other words, a performance curve generated 

specifically for a chiller model available in EnergyPlus 

cannot be used in DOE-2, at least directly. Copper 

supports basic conversion of curve coefficients to 

support some level of interoperability. For instance, 

EnergyPlus requires coefficients to be defined for 

independent variables in SI units, while DOE-2 requires 

IP units. Copper includes a functionality to convert the 

curve coefficients that are meant to work with inputs in 

SI units to coefficients meant to work with inputs in IP 

units. It does not, however, support the conversion of 

performance curves from one type of model to another. 

For instance, EnergyPlus has a chiller model, which uses 

the chiller leaving condenser fluid temperature as one of 

its independent variables. This model is not available in 

DOE-2, so Copper cannot convert a set of generated 

performance curves for that particular EnergyPlus model 

for use in DOE-2. 

The authors are aware that not all energy modelers are 

familiar with Python or the use of CLIs. To open Copper 

to a broader audience, a web-based application is 

currently being developed. The application will be a 

graphical user interface to Copper: user inputs will be 

gathered from a webpage, Copper will be run in the back 

end, and results will be displayed in the application. The 

number of constraints consider for a particular 

generation can impact the runtime. 
7 https://github.com/bigladder/chiller  

https://github.com/bigladder/chiller


   

 

application will also let the users export the results as an 

input file to be included directly in a model. 

Conclusion 

The implications and importance of modeling metric-

specific curves in BES were discussed and a new tool for 

energy modelers was introduced. This new tool solves 

decades-old issues by providing a way to quickly 

generate reliable performance curves for BES with direct 

application in early design modeling, performance-based 

code compliance modeling, and building energy code 

development. The tool uses a data-driven approach 

where a library of existing sets of performance curves are 

aggregated to obtain typical sets of performance curves 

and are then modified to target specific full load and part 

load efficiency values through an optimization process. 

The reasonableness of the curves generated by the tool 

and their application was discussed. 
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 (c) small office building 

 (a) hospital building 

 (b) large office building 

Figure 4. Distribution of the entering condenser water temperature for a chiller serving (a) a hospital 

building and (b) a large office building, and (c) the distribution of the air temperature entering a heat 

pump serving a small office building during cooling operation. 



   

 

 

 

  

Figure 6. Average COP of a chiller over a full simulated year for two of the Commercial Prototype Building Models in different climate zones with as a function of 

IPLV (in kW/ton). Each data point represents a simulation done with a different set of performance curves. 

  

Figure 5. Thirty different sets of chiller performance curves for a constant speed water-cooled centrifugal chiller with a full load efficiency of 0.56 kW/ton and an IPLV of 0.5 

kW/ton. These performance curves would be used in a chiller model depending on chilled water temperature, entering condenser temperature, and part load ratio. The curves 

are plotted for a chilled water temperature of 4.44 °C. 



   

 

 Figure 7. Correlation between IPLV and mean curve deviation, 𝛥𝜇𝑖 for 𝐸𝐼𝑅𝑓(𝑇), 𝐶𝐴𝑃𝑓(𝑇), and 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅) across all water-cooled centrifugal chillers represented in 

the Copper library. The figure indicates that the changes in 𝐸𝐼𝑅𝑓(𝑃𝐿𝑅) values correlate significantly more with IPLV compared to changes in 𝐸𝐼𝑅𝑓(𝑇) and 𝐶𝐴𝑃𝑓(𝑇). 

 


