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Abstract

Bottom-up urban simulations tend to require more
input data than there are available in practice. Even
though geometric information system (GIS) descrip-
tions of buildings, roads, networks and terrains are
becoming widespread in certain part of the world,
technical description of those urban objects (occu-
pancy, structure, performances...) are either not col-
lected, not published under open data licenses or only
consist in limited size surveys. Considering the large
number of simulated objects, manual collection is also
impractical. A common approach to overcome this
issue is to associate urban objects with a catalog
of manually crafted archetypes. Nevertheless, those
approaches introduce uncertainties that are hard to
quantify. This paper proposes a new approach to the
data imputation problem by reframing it as multi-
output multi-class classification task. In the clas-
sification task, available urban data are treated as
features used to predict unknown discrete quantities
required by the simulation tools. Census and tech-
nical surveys are used as training data sets. Raw
classification performance metrics of the multi-output
multi-class task are evaluated using cross-validation
on training data sets. Output classes dependencies
are evaluated using mutual information. End to end
performances are assessed by comparing the predicted
building thermal properties to open data thermosen-
sitivity. Two machine learning and statistical models
are evaluated as potential classifiers. The approach
is demonstrated on predicting missing data of French
buildings. GIS and description data are treated as
input features, the French population census and the
Phebus survey are used as training datasets.

Introduction

Urban scale modeling is a rapidly evolving field that
aims to inform our decision-making process amidst
a growing number of challenges, including climate
change, biodiversity collapse, pollution and resources
scarcity. While multiple modeling approaches are be-
ing investigated to address those challenges, they can
be classified in broad categories. Top-down models
try to capture macro-scale effects as macro-economy
does with the economy, while bottom-up models try

to reconstruct phenomenon from the micro-scale. Ab-
basabadi and Ashayeri (2019) further distinguish be-
tween bottom-up models: there are data driven ap-
proaches that rely on the rapidly developing fields of
machine learning to build prediction models based on
historical data, and there are simulation approaches
that rely on the equation of physics. While both ap-
proaches have specific use cases, few try to combine
them (De Jaeger et al. (2018)). On one hand, when
enough data are available, statistical and machine
learning models have the ability to abstract the com-
plexity of phenomenon in a city, at the price of pre-
dicting that the future is like the past. On the other
hand, given the right models and assumptions, sim-
ulation tools have the capacity to predict yet unseen
scenarii, but their ability to reliably discern between
alternatives depends on the quality of their inputs,
which is severely lacking at the urban scale. This
paper address the issue of missing simulation inputs
with machine learning techniques.

We reframe the missing simulation inputs problem as
a multiple imputation task (i.e. predicting multiple
correlated variables), and more generally, as a super-
vised learning task. We introduce requirements that
the imputation models must satisfy in order to pro-
duce meaningful simulation results and propose met-
rics to evaluate those requirements. We introduce a
simple use case in order to demonstrate the approach.

Imputation task objectives

Framing and terminology

We aim to run a simulation for a collection of n build-
ings, where each building Bi, i ∈ [1, n] is described by
a set of variables, also called features, that are sep-
arated in two categories, Xi = {x1,i, .., xm,i} the m
observed features and Yi = {y1,i, .., yp,i} the p un-
observed (or missing) features, both required to in-
stantiate the simulation. The imputation task con-
sists in predicting the missing features Yi given the
known features Xi. This task is performed by using
an imputation (or prediction) model M in the form
Ŷi = M(Xi), where Ŷi is the vector of predicted fea-
tures.

In the following section, we will assume that all fea-
tures are categorical, meaning that they were either
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already categorical or that continuous variables (such
as u-values) have already been discretized in the data
preparation stage. This assumption simplifies the dis-
cussion about performance metrics and restricts the
prediction models to computationally less intensive
algorithms. It also means that all imputation algo-
rithms discussed in this paper are actually classifica-
tion models.
Classification models can be categorized by the type
of output and the extent of information provided to
the models. The most simple classification models are
binary classifiers where the algorithms decide whether
an instance belong to a class or not, for instance if a
picture represents a cat or something else. When the
classifier has to choose among a list of possible classes,
the task is called multi-class classification. An exam-
ple of such task is deciding what kind of animal is
in a picture (each type of animal being a class, like
cat, dog or parrot). Finally, when a classifier is set
to predict multiple features of the same instance at
the same time, it is called a multi-output classifier.
For instance, predicting both the type of animal and
the type of setting (indoor, park, beach...) in a sin-
gle picture is a type of multi-class multi-output clas-
sification. By definition, the multiple imputation of
categorical features is a multi-class multi-output clas-
sification task. Here each instance is a building, and
each predicted categorical feature (energy type, build-
ing type...) is an output that can take values among
multiple classes (energy type can be electricity, wood,
natural gas...).
Finally, classifiers can be deterministic or probabilis-
tic. Deterministic classifiers only output the most
probable class, while probabilistic classifiers can pre-
dict the probability of an instance to belong to any
of the possible classes P (Ŷi) = M(Xi).
Even though we attempt to predict simulation inputs,
not simulation outputs, most of the topics covered in
this paper remain equally relevant in the latter case.

Energy simulation use case

In order to illustrate the imputation task, let us intro-
duce a simple energy ”simulation” use case where we
seek to approximate the electric thermosensitivity of
buildings by the heat loss coefficient of the envelope.
For each building, the known features are :

• living area

• floor, roof windows and exterior facing walls ar-
eas (derived from GIS data)

• Construction year Cy,i

• Building type Ti (individual or collective hous-
ing)

The unknown features are

• floor, roof windows and exterior facing walls u-
values

• Heating system

• Heating energy type

• occupation status (occupied or vacant)

In order to learn the relationship between inputs
and outputs, we use the 2016 french housing census
and the 2013 energy performance assessments survey
Phebus from ”Ministère de l’Environnement” (2013).
The 2016 census collect 25 million observations re-
ported anonymously at the district scale (a district
being defined by ∼ 2000 inhabitants). The Phe-
bus survey consists in a collection of energy perfor-
mance assessments of residential buildings alongside
technical and socio-economic data. The main sur-
vey population of 5400 housings is sampled from the
2011 french census master sample in order to be sta-
tistically representative according to region, climate
zone, year of construction and building types. Out
of the main population, energy performance assess-
ments have been conducted on a sub-sample of 2210
housings for which weights have been calibrated to
preserve representativeness.
Among other variables, the census dataset describes
each housing by its construction year, living area,
occupation status, heating energy type, heating sys-
tem and type of building. The Phebus dataset de-
scribes u-values and windows surface ratio on top of
the variables of the census. Even though the census
dataset seems redundant, its spatial resolution allows
us to learn a model for each district, while relying on
the Phebus dataset to predict the remaining features
learned on national scale.
Before choosing an algorithm for the imputation task,
we first define requirements the imputation models
have to meet in order to predict features producing
meaningful simulation results. Then we propose per-
formance metrics which enable to ensure those re-
quirements are met. Most metrics proposed in the
following sections are derived from standard perfor-
mance metrics that can be found in various text-
books covering machine learning from the point of
view of statistics and information theory such as Mur-
phy (2013).

Prediction error

When evaluating imputation models, the first obvious
criteria is to aim for the prediction error to be as close
to zero as possible for each single output feature y in
Y . For any prediction task, error can be decomposed
in 3 main components :

• the bias, or systematic error, is the average error
between the model and the ground truth;

• the variance is the intrinsic variability of the pre-
diction model;

• the irreducible error is the intrinsic variability in
the data.

Depending on the type of classifier, the prediction
error can be estimated in several ways. If the classi-
fier is deterministic, we only predict an output class
Ck ∈ {C1..Cm}, leading the error to be either 0 (cor-
rect prediction) or 1 (wrong prediction). This error
is called Hamming loss, or 0-1 loss.
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When evaluating a probabilistic classifier, we can use
the predicted probability of belonging to each class to
better evaluate the classification model performance.
For instance, we can compare P (ŷi = Ck) the pre-
dicted probability of the prediction ŷ of belonging to
the class Ck relative to P (yobs = Ck), the probability
of the observed outcome yobs:

P (yobs = Ck) =

{
1 if yobs = Ck

0 if yobs 6= Ck

(1)

The log-loss is a widely used loss function based on
such a comparison. It is calculated by taking the
cross-entropy of P (yobs = Ck) and P (ŷi = Ck):

H(P (yobs), P (ŷ)) =
1

n

n∑
i=1

−P (yobs) logP (ŷi)

=
1

n

n∑
i=1

− logP (ŷi = yobs,i)

(2)

The higher the probability of predicting the right
class, the lower the log-loss. If the classifier is perfect
and always predict the right class with 100% con-
fidence, the log-loss is 0. An upper bound for the
log-loss can be estimated by defining a ”dumb” prob-
abilistic classifier that always predict the marginal
probability of y of belonging to a class for all the pre-
diction, whatever the values of the inputs P (ŷdumb) =
P (y). In this case, the log-loss of the ”dumb” classi-
fier is :

H(P (yobs), P (y)) =
1

n

n∑
i=1

−P (yobs) logP (y)

=

m∑
j=1

−P (y) logP (y)

= H(P (y))

(3)

where H(P (y)) is the entropy of the marginal prob-
ability of y in the training dataset. The entropy of
a distribution represents the amount of uncertainty
about a random variable drawn from this distribu-
tion. If the entropy is calculated with log2, entropy is
expressed in bits. It can be seen as the minimal num-
ber of yes/no questions required to know the state of
that draw. For instance, the entropy of the distribu-
tion of a fair coin toss is −2× 1

2 log2
1
2 = 1, meaning

a single yes/no question allows to know the state of
the coin. In this example, a ”dumb” classifier chooses
randomly between head and tail with equal probabil-
ity. Comparing the log-loss of our classifier to the
entropy of the marginal distribution is equivalent to
estimating how much better our algorithm is at pre-
dicting the right class than by chance only. This al-
lows to compare performance for features with differ-
ent numbers of classes and class imbalance. This can
be directly expressed as a relative information gain

(RIG), the relative amount of information a classifier
is able to recover from the input features compared
to random chance :

RIG =
H(P (yobs), P (ŷ))−H(P (y))

H(P (y))
(4)

Diversity and population consistency

When running a simulation over a large set of build-
ings, it is important to stay consistent with the di-
versity of the target population. For instance, let
us consider running a simulation of a district that is
known to be composed of 80% electric heating and of
20% gas heating. If the heating energy type is not
strongly linked with other observed features, we are
likely to predict for each building a high probability
of being electrically heated. If we were to only select
the most probable class, we would end up predicting
that all building use electricity. By trying to minimize
the error for each building, we can introduce incon-
sistencies at larger scale. Such situation can only be
avoided by estimating the probability of all possible
classes and to predict randomly within this probabil-
ity distribution. This will lead to higher variance in
the prediction model, hence higher Hamming loss on
average, but will ensure that population consistency
is preserved. Preserving diversity can also be critical
to ensuring a robust estimation of some simulation
key performance indicators like the diversity factor
of electric loads.

In order to estimate how far the predicted distribu-
tion is from the target distribution, we can use a dis-
similarity measure between probabilities. One such
measure is the Kullback-Leibler divergence, which
can be seen as the information lost when approxi-
mating a target distribution p with a predicted dis-
tribution q:

DKL(p‖q) =

m∑
j=1

pj log
pj
qj

= H(p, q)−H(p)

(5)

Kullback-Leibler divergence is 0 if and only if p and q
are the same probability distribution, but it is un-
bounded for large probability difference. Interest-
ingly, since this dissimilarity measure is the informa-
tion lost about the target distribution, it can be scaled
by the entropy to define a relative information loss,
allowing to compare that metric for different features,
similarly to equation 4.

Uncertainty management

Simulations are often run in order to make decisions.
Being able to assess the level of uncertainty of the
simulation outcomes allows to take risk into account
in the decision-making process. While uncertainty
propagation is widely used in building simulations, es-
timating the uncertainty of input parameters can be
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complex. Being able to draw from the joint probabil-
ity P (Ŷi) = M(Xi) allows to build a sample of likely
simulations inputs that can be used to perform Monte
Carlo integration of the simulation results. Propagat-
ing uncertainty in this way allows to estimate the un-
certainty introduced by the imputation task, which,
depending on the amount of available information,
can be a significant contributor of the global uncer-
tainties of urban scale simulations.

Feature inter-dependencies

When predicting multiples features for the same
building, the dependency between features should be
preserved. For instance, lets consider two continuous
output features (yi, yj) ∼ N (0,Σ), and a toy simula-
tion model f(Y ) = yiyj . Even if both yi and yj are
both correctly predicted individually, not taking into
account their correlation will lead to the wrong re-
sult. In this case, the average simulation result would
be directly proportional to the correlation coefficient
between yi and yj , hence neglecting it would cause
severe bias in the simulation output.
Even though correlations measures exists for categor-
ical features (such as the Pearson Chi square test),
mutual information of two features accounts for de-
pendency in a broader sense. Mutual information be-
tween two categorical features yi and yj is the amount
of information lost when approximating the joint
probability P (yi, yj) by the product of the marginal
probability P (yi)P (yj):

MI(yi, yj) = DKL(P (yi, yj)‖P (yi)× P (yj)) (6)

As such, it has been used to discover feature relation-
ships in the context of feature selection in machine
learning (Battiti, 1994) and is implemented in popu-
lar machine learning frameworks such as scikit-learn
(Pedregosa et al., 2011). Contrary to correlation mea-
sures, mutual information is a non-negative quantity
that is 0 for two variables if and only if they are in-
dependent.
By estimating mutual information on all pairs of fea-
tures, we can construct the mutual information ma-
trix of the imputation model and compare it with the
mutual information matrix of the training dataset.

Imputation strategies

Historically, imputation has been developed in order
to account for missing data in the context of statisti-
cal analysis. When tasked with analyzing surveys or
censuses with missing data, statisticians would have
to choose between removing all incomplete lines or
predict their missing columns. Removing data points
would result in a significant loss of information em-
bedded in the dataset, while filling in the missing data
would inject wrong information into the data, leading
to false conclusions.
While multiple strategies to fill in the missing data

have been proposed, they can be categorized in two
main categories (Little and Rubin, 2002):

• Explicit modeling, where the predictive distribu-
tion P (Ŷi) = M(Xi) is based on a formal statis-
tical model with explicit assumption about the
data. For instance, imputation of all missing
values using the mean of the observed values, or
using regression for imputation all fall into that
category. This category include most probabilis-
tic models.

• Implicit modeling, where an imputation algo-
rithms may or may not rely on an underlying
model and where assumption are implicit. Such
algorithm can be hot deck imputation, which fill
individual values from ”similar” responding unit,
or cold deck imputation that replace missing val-
ues by a constant value from an external source.
Most machine learning techniques would fall into
that category. For instance, the k-nearest neigh-
bors algorithm is closely related to hot deck im-
putation.

Imputation best practice is to rely on repeated impu-
tation D times to account for the uncertainty intro-
duced by the imputation process.
In the case of multiple imputation, Little and Ru-
bin (2002) describe two main approaches : modeling
the joint probability or chaining models, outputs by
outputs. This work only presents a single example
of both families of methods without trying to build
an extensive benchmark of all available algorithms.
We will use Bayesian networks as an explicit model
of the joint probability, and a chained version of the
k-nearest neighbors as an implicit model.

Bayesian Networks

Bayesian networks are probabilistic graphical models
that represent a set of variables and their conditional
dependencies via a directed acyclic graph (Koller and
Friedman, 2009). Let G = (V,E) be a directed acyclic
graph and let X = (Xv), v ∈ V be a set of random
variables indexed by V . X is a Bayesian network with
respect to G if its joints probability density function
can be written as a product of the individual density
functions, conditional on the parent variables:

P (X) = Πv∈V P (xv|xpa(v)) (7)

For instance in figure 1, we have

P (A,B,C) = P (C|A,B)P (A)P (B)

Training a Bayesian network requires us to learn the
structure of the network that fit best the data, then to
learn the parameters for each node, which is the con-
ditional probability table of the node variable given
its parent nodes.
By factoring the joint probability P (X,Y ) in a
tractable way, Bayesian networks allows to easily es-
timate conditional probability of any nodes given any
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Figure 1: Example network

of its parents by making a query on the network. Ob-
served data that are used to condition the probability
are called evidences. There are multiple way to query
a network, exact and approximate. Exact queries on
a large network can become computationally inten-
sive. Approximate queries rely on sampling algorithm
such as Gibbs sampling. Since we seek to randomly
draw from P (Ŷ |X), the posterior distribution of Y
given X, we sample the network directly with the
Gibbs method. Training and sampling are achieved
using the Pomegranate Python package described in
Schreiber (2017).
Figure 2 and figure 3 show the learned structure re-
spectively for the census and the energy performance
assessment datasets.

K-nearest neighbors

Multi label K-nearest neighbors (MLkNN) from
Zhang and Zhou (2007) is an adaptation of the k-
nearest neighbors in the context of multi-label clas-
sification. Classical kNN algorithm consists of find-
ing the k closest points from the training data (in
the input feature space) and uses this sample to infer
the class to predict. Imputation is performed using
the machine learning package scikit multi-learn from
Szymański and Kajdanowicz (2017). Here we selected
k = 5 after trying values between 3 and 20. In this
context, k is called an hyper-parameter of the classi-
fier.

Results
Cross-validation

Classification model performance can be assessed in
multiple ways depending on the type of outputs and
ultimately on the end application. However, the su-
pervised learning goal is always to be able to general-
ize well, meaning that a model should perform well on
data that were not included in the training dataset.

Cross-validation, also known as out-of-sample evalu-
ation, is a commonly used sampling technique used
to assess how a model performs out of the training
dataset context. It consists of training the model on
a fraction of the dataset (training set) and to eval-
uate its performance on the remaining part of the
dataset (test set). Compared to estimating the per-
formance on the training dataset (in-sample evalu-
ation), cross-validation avoids over-fitting. Multiple
splitting schemes can be applied to the dataset, but
in order to make sure the evaluation of the perfor-
mance metric is robust, it is customary to repeat the
train/test split multiple times and to report on the
performance statistics. This procedure is known as k-
fold cross-validation. The following sections report on
the 10-fold cross-validated performance metrics over
a random sample of 100 districts among the 753 of
Seine-et-Marne (see figure 4), amounting to a total
of 1000 performance metric evaluations. Mean and
mean confidence interval are reported.

Predictions

Both Bayesian network and MLkNN are probabilistic
classifier, which allows us to estimate the log-loss for
each of them.

Bayesian network predictions are done by sampling
the conditioned network with Gibbs sampling, which
means that each prediction is randomly drawn from
P (Y |X), the posterior probability given X as evi-
dences.

Even though MLkNN is a probabilistic classifier,
which means that it can be used to estimate the prob-
ability of each feature of belonging to a specific class,
the algorithm only provides marginal distribution for
each feature. If we were to sample randomly for each
feature from those probabilities, the draws would be
independent, hence the dependency between features
would be lost. We choose to keep the dependency
between features over the diversity of the outputs by
predicting only the most likely class in a deterministic
way.

Single feature performance

Single feature performance is evaluated with the log-
loss (in bits). The closer the log-loss is to 0, the better
the model is. Its derived metric, the relative informa-
tion gain of the model (in %), can vary between 0%
and 100%, 0% means that the model is not better
than random chance. Table 1 shows the results of
the log-loss for the Bayesian network classifier, the
k-nearest neighbors and the dumb model. All out-
puts are predicted using only 3 input variables : year
of construction, type of building and housing living
area. The Bayesian network shows consistently bet-
ter results for all the predicted features. Relative in-
formation gains put that edge in perspective, as the
model gains are small for the prediction of the heat-
ing system (7.8%), the heating energy type (9.3%)
and the number of occupant (3.8%), whereas the pre-
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Figure 4: Seine-et-Marne districts

diction of the number of room (36.2%) and of the oc-
cupation status (37%) have significantly better gains.
MLkNN5 results show a similar trend, but with worse
performances. The prediction of number of occupant
is even significantly worse than the ”dumb” model
(−6.3 ± 0.3%). The similar trend between models
demonstrate that even for very different algorithms,
the amount of information in the input features re-
garding the outputs is what constrains the model per-
formance the most. In simpler terms, when knowing
the living area, it is easier to predict the number of
room than the heating system, whatever the model
used for the prediction.

Population consistency

The ability to predict classes with the same diversity
as in the training data is evaluated with the relative
information loss (in %). A relative loss of 0% means
that the model is good at preserving diversity and
does not loose any information about the marginal
distribution of that feature in the training data.
Table 2 shows the results of the Bayesian network
and the MLkNN5. MLkNN5 predictions consistently
loose more information about the marginal than the
one predicted by the Bayesian network. As explained
earlier, this can be attributed to sampling MLkNN5
deterministically, whereas the Bayesian network pre-
diction is done by sampling randomly from P (Y |X),
the joint posterior probability.

Feature dependencies

The model ability to preserve the ”correlations” be-
tween each pairs of predicted features is evaluated by
measuring how close the mutual information of the
predicted features are to the mutual information of
the features in the training data. A perfect classifier
would preserve the mutual information, hence have a
relative difference of 0%. A negative difference means
the predicted class is less dependent than in the train-
ing data. It can also be positive, meaning that the
classifier introduces more ”correlations” in the pre-
diction than in the training dataset. Figures 5 and
6 respectively show the relative error on mutual in-
formation of the predictions of the Bayesian network
and the k-nearest neighbors. The Bayesian network
achieves low error on most feature pairs, with the no-
table exception of features paired with the type of
building which exhibit positive relative error of up to
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Table 1: Single feature performance

log-loss (bit) Relative information gain (%)

Bayesian Network MLkNN5 ”Dumb” classifier Bayesian Network MLkNN5

Heating system 1.36± 0.02 1.40± 0.02 1.49± 0.02 7.8± 1.4 5.9± 1.0
Heating energy type 1.48± 0.02 1.65± 0.03 1.63± 0.02 9.3± 0.9 −0.7± 0.8
Number of occupant 2.22± 0.01 2.45± 0.01 2.31± 0.01 3.8± 0.4 −6.3± 0.3
Number of room 1.47± 0.01 1.95± 0.01 2.32± 0.01 36.2± 0.7 15.9± 0.6
Occupation status 0.97± 0.02 1.44± 0.03 1.57± 0.02 37.0± 1.2 9.1± 1.0

Table 2: Diversity and population consistency

Rel. information loss (%)

Bayesian Network MLkNN5

Heating system 3.0± 0.2 12.3± 0.6
Heating energy type 3.1± 0.2 13.0± 0.5
Number of occupant 2.6± 0.1 21.2± 0.6
Number of room 6.6± 0.7 12.9± 0.5
Occupation status 9.7± 0.7 13.0± 0.6

29%.

MLkNN5 demonstrates large relative errors on most
pairs. The most important loss of ”correlation” is be-
tween heating system and heating energy type −67%.
Most surprisingly, lots of pairs exhibit more mutual
information than the training dataset. This could
be explained by the fact that predicting determinis-
tically restricts the range of classes predicted (rare
classes tending to disappear from the prediction),
which would lead to an apparent stronger ”correla-
tion”.

Since MLkNN5 demonstrated consistently worse per-
formances on all 3 criteria, the follow up results were
obtained using only the Bayesian networks.

Simulation results

Once the generalization of the imputation models has
been assessed, we evaluate the performance of the
imputation procedure by looking at the result on a
demonstration use case. Here the ”simulation” aims
to estimate the residential electric thermosensitivity
of districts. Residential electric thermosentivity ac-
counts for all electric consumptions that are nega-
tively correlated with the outdoor temperature under
a threshold of 15 ◦C. Our model makes several as-
sumptions : we assume that the thermosensitivity is
only linked to heating, we assume heat loss only oc-
curs through the envelope (roof, wall, wall and win-
dows) without accounting for air renewal nor thermal
bridges, and we don’t take into account any occupa-
tion scenario. The result of this model is compared to
the measured electric thermosensitivity on the same
districts.

The following steps have been carried out on 73000
buildings in 122 districts of Seine-et-Marne :

• Extract areas of roof, floor and exterior facing
walls of residential buildings using GIS data from
IGN 2019 BDTOPO. The building descriptions
consist in building type, year of construction,
footprint geometry and height.

• Approximate the average living area of a building
using its envelope geometry

• Predict the following missing features using the
Bayesian networks :

– occupation status (owner, tenant, vacant...)
– heating energy type and system
– window, wall, roof and floor u-values
– window surface ratio

• sum all heat loss coefficients due to window, wall,
roof and floor

• aggregate for each district the thermal loss co-
efficients of all non vacant building heated with
electricity

• compare results with the measured thermosensi-
tivity of each district

Since the predicted heat loss coefficient is not strictly
equivalent to thermosensitivity, we expect a bias be-
tween those two quantities. Nevertheless, the enve-
lope thermal heat loss coefficient should be a good
proxy and we expect those values to be strongly corre-
lated, especially when aggregated at the district level.
Figure 7 shows the comparison of the predicted heat
loss coefficient with the measured thermosensitivity.
The results show a good agreement, with a correla-
tion coefficient of 0.92.

Conclusion and perspectives

This work apply statistics and machine learning tech-
niques to the issue of missing simulation inputs. We
proposed a list of requirements a good imputation
model should have in order to properly manage the
uncertainty caused by the imputation process. We de-
rived metrics to assess those properties and used them
to compare two imputation models, Bayesian network
and k-nearest neighbors. Bayesian networks showed
consistently better results on all proposed metrics.
This imputation model was then applied on a sim-
ple use case and demonstrated good agreement with
measures.
Further work is needeed to build extensive bench-
marks in order to identify promising imputation al-
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Figure 5: Bayesian network mutual information rel-
ative error (%)
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Figure 6: K-nearest neighbors mutual information
relative error (%)
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Figure 7: District electric thermosensitivity versus
envelope heat loss coefficient of electrically heated
building

gorithms for different datasets and simulations use
cases. Emphasis should be put on building bet-
ter datasets, both for training purpose (for instance
larger and more recent datasets of energy perfor-
mance assessments) and validation purpose to better
assess the quality of urban simulation pipelines. In
that regard, the recent trend in opening energy con-
sumption data at the building level is promising.
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